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considered disparate activities. Properly, however, they
should be seen as complementary functions: preservation
focused on ensuring use over time, while use depends upon
preservation up to a point in time (Rusbridge 2008).
Curation is thus an ongoing process of management and
enrichment at all stages of the lifecycle of a digital asset
(Higgins 2008). While curation is not solely a technical
undertaking – curation success is, for example, highly
dependent on important human competencies, analysis, and
decision making – a robust infrastructure in which to
manage valuable digital content efficiently and effectively
is nevertheless a necessary foundation.

Abstract
In order better to meet the needs of its diverse University of
California constituencies, the California Digital Library UC
Curation Center is re-envisioning its approach to digital
curation infrastructure by devolving function into a set of
granular, independent, but interoperable micro-services.
Since each of these services is small and self-contained,
they are more easily developed, deployed, maintained, and
enhanced; at the same time, complex curation function can
emerge from the strategic combination of atomistic services.
The emergent approach emphasizes the persistence of
content rather than the systems in which that management
occurs, thus the paradigmatic archival culture is not unduly
coupled to any particular technological context. This results
in a curation environment that is comprehensive in scope,
yet flexible with regard to local policies and practices and
sustainable despite the inevitability of disruptive change in
technology and user expectation.

Curation Infrastructure
As a central system-wide service provider to the 10
UC campuses, UC3 is continually asked to assume
stewardship responsibility for digital content in ever
increasing number, size, and diversity of type.
Furthermore, this content is often used and repurposed in
novel contexts. Thus, the programmatic imperative of UC3
is to provide a curation environment that is comprehensive
in scope, yet flexible with regard to local policies and
practices, the inevitability of disruptive change in
technology and user expectation, and the realization that
curation over archival time-spans is a relay (Janée, Frew,
and Moore 2008).
To achieve this goal, UC3 believes it is necessary to
deprecate the centrality of the curation repository as place
(Abrams, Cruse, and Kunze 2008). The new UC3 approach
to digital curation infrastructure is based on the idea of
devolving necessary function into a set of independent, but
interoperable, micro-services that embody curation values
and strategies. Since each of the services is small, they are
collectively easier to develop, deploy, maintain, and
enhance (Denning, Gunderson, and Hayes-Roth 2008).
Equally as important, since the level of investment in and

Introduction
Information technology and resources have become
both integral and indispensable to the pedagogic mission of
the University of California (UC). Members of the UC
community routinely produce and utilize a wide variety of
digital assets in the course of teaching, learning, and
research. These assets represent the intellectual capital of
the University; they have inherent enduring value and need
to be managed carefully to ensure that they will remain
available for use by future scholars. Within the UC system
the California Digital Library (CDL) UC Curation Center
(UC3) has a broad mandate to ensure the long-term
usability of the University’s digital assets.
UC3 increasingly sees its mission in terms of digital
curation, the set of policies and practices focused on
maintaining and adding value to a body of trusted digital
content for use now and into the indefinite future (Abbott
2008). Traditionally, preservation and access have been
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automated means to examine and extract the properties of
formatted byte streams underlying managed content that
are significant for purposes of curation and preservation
analysis, planning, and intervention (Abrams, Owens, and
Cramer 2008).

commitment to any given service is small, they are more
easily replaced when they have outlived their usefulness.
Although the individual services are narrowly scoped, the
complex function needed for effective curation emerges
from the strategic combination of atomistic services
(Fisher 2006).
Micro-services can be deployed in the contexts in
which it makes most sense, both technically and
administratively. While UC3 will use the micro-services as
the basis for its ongoing centrally-managed curation
activities, these services can also be usefully deployed and
operated in local campus IT, research group, and
departmental environments. It is no longer necessary that
digital content must be transferred to a common repository
in order to receive appropriate curation care.

Mode

Focus
Value

Curation
Service

Curation Micro-Services

Context

The UC3 curation micro-services are intended to
achieve the following strategic goals reflective of evolving
community best practice:
 Providing safety through redundancy
(Embodying the principle that “lots of copies
keeps stuff safe”; Reich and Rosenthal 2001)
 Maintaining meaning through description
(“Lots of description keeps stuff meaningful”)
 Facilitating utility through service
(“Lots of services keeps stuff useful”)
 Adding value through use
(“Lots of uses keeps stuff valuable”)

Preservation
State

Layer / micro-service
Interoperation
 Annotation
 Notification
Application
 Transformation
 Search
 Index
 Ingest
Interpretation
 Characterization
 Inventory
Protection
 Replication
 Fixity
 Storage
 Identity

Table 1 – Curation micro-services

In consequence, the overall infrastructural framework is
conceived in terms of an initial set of 12 micro-services
arranged in four hierarchical service layers, each building
upon the necessary foundational function of lower layers,
and approaching curation sufficiency in the aggregate (see
Table 1). Although the micro-services are assigned a mode
and focus for purposes of classification, in actuality the
services have broad applicability throughout the full
curation lifecycle (see Figure 1).
The Protection layer Identity and Storage services are
foundational to the entire micro-services framework. The
Identity service provides a means by which to persistently
and unambiguously distinguish and reference a given unit
of curated content. The Storage service provides a secure
environment for the persistent management of that content.
The Fixity service provides the means to detect damage to
the bit-level integrity of managed content, and the
Replication storage manages the synchronization of
content replicas.
Note that the four components of the Protection layer
operate on content state without any understanding of what
that content represents. The contextual meaning of curated
content is managed by the higher-level Interpretation layer.
The Inventory service maintains a comprehensive, schemaagnostic metadata catalog for the content managed in the
Protection layer. The Characterization service provides an

Figure 1 – Micro-service lifecycle applicability
(adapted from Higgins 2008)
The Protection and Interpretation layers collectively
operate in a back-office preservation mode that would
typically be managed directly by repository managers (e.g.,
UC3 staff). User-facing curation services are provided by
the upper two service layers. The Application layer
supports base-line functions for both producer and
consumer users. The Ingest service provides the means
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Abstract interfaces are mapped to three interactive
modalities: procedural APIs in various language bindings;
command line APIs supported by major operating system
command shells; and web APIs conforming to the REST
paradigm (Fielding and Taylor 2002) and incorporating
thin client GUIs supported in major browsers (see Figure
2). The intention is to provide content managers and
curators with the means to interact with the services
without entailing significant changes to established
workflows and patterns.

whereby new content is accessioned into the curation
environment, with interfaces geared for both manual and
automated workflows. The Index and Search services
support content and metadata-based search, browse, and
retrieval. The Transformation service provides the means
to transcode content into desired forms for purposes of
ingest canonicalization, preservation migration, and the
creation of delivery derivatives.
The upper Interoperation layer supports services for
adding value to curated content through consumer-driven
use and enrichment. The Notification service provides the
means to notify user communities of the availability of
newly acquired content. The Annotation service provides
the means by which both content curators and consumers
can describe the significant properties of content managed
in the micro-services infrastructure.

Design Principles
Design of individual curation micro-services is based
on the following principles:
 Granularity and orthogonality
 Complexity through composition rather than
incorporation
 Persistent interfaces, evolving implementations
 Flexible configuration, but meaningful default
behavior and the “principle of least surprise”
 Deferring implementation decision-making until
needs and outcomes are clearly understood

Figure 2 – Micro-service stack
The initial language bindings for the micro-service
procedural APIs are Java and Perl. Java RESTful APIs are
built with the Jersey framework, the reference
implementation of JSR 311, JAX-RS – Java API for
RESTful Web Services, running in a Jetty or Tomcat
container. The Perl and Java implementations emphasize
thin command-line tools that expose as much functionality
as feasible to the shell user, but that themselves add
minimal functionality to what is already provided by the
language-based methods; in this way, maximal function is
pushed into the lowest level where it is available in all
three modalities.
As an example of these design principles, the Storage
service is described in some detail in the following section.
As the micro-services are works-in-progress, the apparatus
described below does not include some of their more
speculative components.

As mentioned previously, complexity is an emergent
property of the micro-services approach. In other words,
sophisticated curation function arises through the flexible
composition of individual, atomistic services rather than
through the addition of function to an increasingly large
monolithic service. The continual expansion of the scope
of monolithic systems does increase functionality, but at
the cost of complexity that complicates development,
inhibits maintenance, and increases the likelihood of errant
behavior. The UC3 preference is for an aggressive
devolution of curation function into simple, focused,
independent, but interoperable micro-services.
Micro-services expose their function through welldefined interfaces that define their public service contract
(Liegl 2007; O’Reilly 2005). Assertions regarding the
persistence and sustainability of UC3 curation function are
made relative to these interfaces and not their underlying
implementations, which can and shall evolve freely over
time without invalidating higher-level interface contracts.
Interface design is based on the major conceptual entities
underlying a given service, which are defined in terms of
state properties and behaviors that can access and
manipulate that state. Individual state properties are
strongly typed and are assigned unique formal identifiers,
guaranteed unique within the appropriate scoping unit, so
that entity state definitions can be publicly exposed as
reusable ontologies.

Storage Service
The Storage service manages unstructured storage
(i.e., with no common data model) of files holding the
digital representations of content. (Structured storage is
provided by the Inventory service.) By design the Storage
service is opaque with respect to the underlying semantics
of stored content, which is managed by the higher-level
Inventory service. Consequently, the Storage service has a
weak definition of a digital object, which is simply a set of
related files descending from a single directory whose state
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can be modified over time through a sequence of discrete
versions. By policy, UC3 strengthens this with the
requirement that the directory hierarchy contain every nonderivative file related to the digital object.
Conceptual Modeling. The Storage service is based on
five conceptual entities, each defined in terms of its state
properties and state manipulating behaviors.
1. Service. The Storage service itself. The Storage
service acts as a central broker to a number of
defined storage nodes, which can be defined for
administrative or technical convenience. Global
service state includes:
o Service name, identifier, and version
o Enumeration of storage nodes
o Number of objects, versions, and files
o Total size
o Access and support URI
The service encompasses an arbitrary number of
storage nodes.
2. Node. An entity responsible for managing a subset
of content known to the service. Nodes are
typically defined on the basis of their underlying
storage technology or policy regime. Node state
includes:
o Node name, identifier, and version
o Number of objects, versions, and files
o Total size
o Storage media: magnetic-disk, magnetictape, optical-disk, solid-state
o Access modality: on-line, near-line, offline
o Access and support URI
A storage node encompasses an arbitrary number
of digital objects.
3. Object. A set of versioned files representing an
intellectually coherent unit of content. Object state
includes:
o Object identifier
o Enumeration of versions
o Number of versions and files
o Total size
o Creation, modification, last verification,
and last access date
o Access URI
An object encompasses an arbitrary number of
versions.
4. Version. A set of files representing the discrete
state of a digital object at a point in time. Version
state includes:
o Version identifier
o Number of files
o Total size
o Creation, modification, last verification,
and last access date
o Access URI

5.

Version identifiers are assigned in numerical
sequence, starting with 1. The reserved version
number 0 references no fixed version, but is set
aside as an access synonym that always represents
the current version. A version encompasses an
arbitrary number of files.
File. A named digital octet stream. Note that a file
octet stream is named, but not typed; the Storage
service is not concerned with the meaning of the
abstract content expressed as a digital object. File
state includes:
o File identifier
o Total size
o Creation, modification, last verification,
and last access date
o Access URI

Methods. The Storage service supports a number of
methods for accessing and manipulating the conceptual
entities and their state. Each method is classified according
to the important transactional properties of idempotency
and safety (Fielding et al. 1999).
 Help
[idempotent, safe]
 Get-service-state
[idempotent, safe]
 Get-node-state
[idempotent, safe]
 Get-object
[idempotent, unsafe]
 Get-object-state
[idempotent, safe]
 Get-version
[idempotent, unsafe]
 Get-version-state
[idempotent, safe]
 Get-file
[idempotent, unsafe]
 Get-file-state
[idempotent, safe]
 Add-version
[non-idempotent, unsafe]
 Delete-object
[idempotent, unsafe]
 Delete-version
[idempotent, unsafe]
The Help method is common to all micro-services and
provides a brief descriptive text, an enumeration of all
supported methods, and a support contact URI. The Getobject, Get-version, and Get-file methods are trivially
unsafe since they modify their respective states with a
current access timestamp. Note that the mechanism for
modifying an object’s content is to introduce a new
version. The Delete-object and Delete-version methods are
defined for completeness, but as a matter of policy are
intended for use only in response to unusual curatorial
circumstances.
Each method is first defined abstractly and then
mapped to specific protocols. For example, the Get-filestate method definition is summarized in Table 2. This
abstract method definition is mapped to the concrete syntax
specified by the web, command line, and procedural APIs,
as shown, for example in Figure 3. All implementation
details are hidden behind the interface, which constitutes
the public service contract. The supported response forms
for which state information can be requested are ANVL
(Kunze et al. 2005), HTML, JSON, and Turtle.
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Parameter
Node
Object
Version
File
Form
RETURN
SIDE
EFFECTS

ERRORS

Type
Identifier
Identifier
Identifier
Identifier
Enum
State

Obligation
Mandatory
Mandatory
Mandatory
Mandatory
Optional
Mandatory

Nodes can be remote or local to the host running the
Storage service. Local interoperability assumes that the
storage node is instantiated in a file system mountable by
the local host; remote nodes are accessed over a TCP/IP
network through their access URIs.

Description
Storage node
Object identifier
Version identifier
File identifier
Response form
File state

Name: store
Service-scheme: Store/0.7
Node-scheme: CAN/0.8
Verify-on-read: true
Verify-on-write: true
Access-uri: http://store.cdlib.org/
Support-uri: email:store-support@cdlib.org

Not applicable
Badly formed request
Node not found
Object not found
Version not found
File not found
Unsupported response form

Figure 5 – Storage file properties file
can01 http://can01.cdlib.org/
can02 http://can02.cdlib.org/
can03 file:///home/can03

Table 2 – Get-file-state method
GET/fileState/node/object/version/file HTTP/1.1
Accept: application/json

Figure 6 – Storage nodes file
The default implementation for a storage node is the
Content Access Node (CAN, see Figures 7 and 8), which is
essentially a repository instance. A CAN manages its
objects in a hierarchical file system tree. The primary
convention for the structure of branches of the tree is
Pairtree, which uses a bigram decomposition of an object’s
identifier to determine the directory hierarchy at which the
object’s content is found. Thus, an object with identifier
“abc123” would be found at the end of the relative
directory path “ab/c1/23”. (Pairtree defines escaping rules
to prevent collision between identifier characters and file
system semantics.) Consistent with the principle of microservice independence, Pairtree has been adopted by a
number of external institutions and initiatives. For
example, it is being used by HathiTrust (York 2009) to
store millions of scanned books. Open source Perl code
supporting Pairtree, Namaste, and ANVL are available
(Kunze 2009).

% store getFileState node object version file \
–f json
File.getState(node, object, version, file,
Form.JSON);

Figure 3 – Get-file-state method syntax
Implementation. The general micro-services principles of
granularity and orthogonality are applied throughout the
implementation process. Consequently the Storage service
relies on a number of subsidiary specifications,
conventions, and systems (described in more detail at
<http://www.cdlib.org/inside/diglib/>).
The Storage service is instantiated in a file system as
shown in Figure 4. The file of the form “0=name_version”
is a Namaste tag (Name-as-text), that functions as an
indicative signature of the Storage service home directory;
in this case it specifies that this instantiation conforms to
version 0.8 of the service specification. The “admin/”
directory holds various administrative declarations and the
“log/” directory holds access and diagnostic logs. The
global state properties of the service are defined by the file
“store-info.txt” (see Figure 5).

can_home/
0=can_0.8
admin/
can-info.txt
log/
store/
pairtee_root/

store_home/
0=store_0.7
admin/
log/
nodes.txt
store-info.txt

0=pairtree_0.1
pairtree-info.txt
ab/
c1/
23/
abc123/

Figure 4 – Storage service file system structure

Figure 7 – CAN file system structure

The storage nodes known to the service are defined by
name and access URI in the file “nodes.txt” (see Figure 6).
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The leaf at the end of a Pairtree path stores the digital
object, but its nature is not specified by Pairtree. For
example, it could be a Bagit bag (Boyko et al. 2009), a
HathiTrust digitized book, or a web crawl. In the context
of a CAN, the convention controlling the structure of that
object is Dflat.

governing such things as frequency of fixity checking,
remote replication sites, admissibility of annotations, etc.
A Dflat version can be represented in fully-instantiated
or delta-compressed form. The current version is always
fully instantiated; all previous versions are generally kept
in delta-compressed form to minimize storage utilization.
Regardless of representation type, all version directories
hold a manifest file (“manifest.txt”) conforming to the
Checkm specification, which associates a size and message
digest with each version file.
The structure of a fully-instantiated version
representation is defined by the subsidiary Dnatural
convention (see Figure 11). The content data and metadata
received from an object’s producer or curator are stored in
the “data/” and “metadata/” directories, respectively. The
content of the “data/” directory is completely up to the
producer or curator (e.g., it could be a BagIt bag). The
“enrichment/” directory holds additional metadata and
derivative content automatically generated by the Storage
service itself. The “annotation/” directory holds additional
metadata and derivative content supplied by content
consumers.

Name: can01
Node-scheme: CAN/0.8
Branch-scheme: Pairtree/0.1
Leaf-scheme: Dflat/0.15
Media-type: magnetic-disk
Access-mode: on-line
Verify-on-read: true
Verify-on-write: true
Access-uri: http://can01.cdlib.org

Figure 8 – CAN properties file
Dflat defines structures for managing versioned sets of
files that represent a digital object (see Figures 9 and 10).
Object versions are stored in numbered directories of the
form “vnnn/”. (Directory names corresponding to versions
numbered up to 999 are left-padded to align lexical and
numeric ordering; names above 999 naturally extend an
additional digit per order of magnitude.) The symbolic
link “current@” provides direct access to the current
version.

manifest.txt
v003/
0=dnatural_0.12
admin/
annotation/
data/
enrichment/
metadata/

dflat_home/
0=dflat_0.16
admin/
current@
dflat-info.txt
log/
v001/
v002/
v003/

Figure 11 – Dnatural file system structure
Compressed version representations conform to the
Reverse Directory Delta (ReDD) convention (see Figure
12). ReDD is a very simple tool- and platformindependent scheme that uses file-level reverse deltas to
minimize overall storage utilization. The “add/” directory
holds the files that need to be added relative to the
subsequent version in order to re-instantiate the previous
version; the “delete.txt” file lists the files that need to be
deleted relative to the subsequent version to re-instantiate
the previous version. In other words, the delta information
associated with version 2 indicates how to manipulate the
files of version 3 in order to recover the complete form of
version 2. Access is thus faster for later versions; the reinstantiation of a version early in the chronological
sequence will require the iterative application of deltas.
Dflat maintains an ordered sequence of versions, and can
be applied to any differencing scheme (e.g., Unix “diff”)
that operates on the notions of current and previous
version.
All of the conventions and subsystems underlying the
Storage service are supported by procedural APIs in
separate package spaces, so they can easily be repurposed
in other contexts.

Figure 9 – Dflat file system structure
Object-scheme: Dflat/0.16
Manifest-scheme: Checkm/0.1
Full-scheme: Dnatural/0.12
Delta-scheme: ReDD/0.1
Current-scheme: symlink

Figure 10 – Dflat properties file
A CAN is a container for everything that might belong
in a repository instance. While its specification is still
evolving, it bundles the premises that a CAN repository
collection is represented by one or more Pairtrees and that
the leaves of each Pairtree are Dflats. Consistent with
stated design principles, some implementation decisionmaking has been deferred until needs are more clearly
understood; currently absent are ways to represent policies
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d-manifest.txt
manifest.txt
v002/
delta/
add/
delete.txt



The 12 micro-services are being implemented in a
sequence of six developmental waves (see Table 3). The
second, fourth, and sixth wave represent significant
deliverable milestones, corresponding to a minimally,
moderately, and fully functional curation repository,
respectively.
The first through third waves are accompanied by the
concomitant development of standards and conventions for
modeling digital objects and object collections. The fourth
through sixth waves will be accompanied by the
development of common authentication and authorization
mechanisms. All six waves will be accompanied by policy
and business modeling.
The Identity and Storage services are currently
available in working form; the second wave milestone
deliverables will be ready to accept content in January
2010. The initial content will be provided by a multicampus pilot project on the curation of electronic theses
and dissertations. Subsequent content projects will involve
anthropological and zoological museum collections,
environmental field data, and biological type specimens.

Figure 12 – ReDD file system structure
The reliance on the file system as the paradigmatic
storage abstraction is justified by the design and behavioral
characteristics of modern file systems such as ZFS
(Bonwick and Moore 2007), which exhibits essentially
constant time read and write performance independent of
total number or size of files (Abrams et al. 2009). The
Storage service as deployed by UC3 policy will serve as
the copy of record for all information known about a unit
of digital content. While a subset of this information will
be managed in structured form by the Inventory service,
this is considered to be a duplicative, rather than
authoritative copy, for purposes of optimizing routine
administrative and curatorial queries. If necessary, the
Inventory service can be fully re-instantiated through an
exhaustive traversal of various Storage service file system
structures.
All of the micro-service implementations are designed
to be fully self-contained and easily deployed and operated
with minimal human intervention. While UC3 will
continue to provide a centrally-managed curation
repository, the intention of the micro-services approach is
to facilitate the distribution of efficient and effective
curation function to new constituencies and contexts,
including campus data centers, academic departments,
laboratory and field station computing clusters, and
scholars’ desktops.

Conclusion
In order to facilitate the application of UC Curation
Center service offerings to new campus constituencies, and
the increasing number, size, and type diversity of digital
content, the underlying curation infrastructure must be
easily adaptable to local needs and practices. An
architectural approach in which curation function is
embodied in a set of granular and orthogonal microservices best provides the necessary deployment flexibility,
while also simplifying development and maintenance
effort. Service interoperability is facilitated by strict
conformance to the behavioral semantics of well-defined
public interfaces. This permits comprehensive curation
function to emerge from the strategic combination of
individual atomistic services.

Development Process
Establishing the UC3 micro-services infrastructure
draws from both traditional and agile development
principles:
 An engaged user community driving needs
assessment and functional requirements
 Early prototyping with frequent refactoring

First wave
Identity
Storage

Continuous build and test
Documentation as a co-deliverable, not an
afterthought
A small group of early adopters

Second wave
Third wave
Fourth wave 
Fifth wave
Sixth wave 
Inventory
Index
Search
Notification
Annotation
Ingest
Fixity
Replication
Characterization Transformation
Object / collection modeling
Authentication / authorization
Policy and business model development
Table 3 – Micro-services developmental waves
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e-Infrastructure and Digital Preservation: Challenges and Outlook
Reinhard Altenhöner
Deutsche Nationalbibliothek
Adickesallee 1
60322 Frankfurt am Main

Undoubtedly, long-term preservation has raised a great deal
of attention worldwide, but in a broader perspective the
attention is out of proportion to the quantity of real
operational solutions – not to mention the big picture of a
comprehensive digital preservation infrastructure. Up to
now, the existing digital preservation infrastructure mainly
consists in a small number of scattered trusted long-term
archiving data repositories, which have the control of and
the responsibility for our digital heritage. The ongoing
discussion on e-Infrastructure points out that we are still
lacking reliable structures which support the expected
integrated digital preservation infrastructure provided
jointly by cultural heritage organizations, data centers and
data producers. The slow development towards a global
integrated digital preservation infrastructure in combination
with adjacent pressing questions for the information
infrastructure in general has led to an extended strategic
discussion within the last years in Europe and the US: In
studies, position papers and evaluation approaches we find
elaborated building blocks for a roadmap and definitions for
a more advanced landscape. With a focus especially on the
German situation and on existing and ongoing practical
experiences, the paper discusses reasons and strategic
aspects which maybe can illuminate the prohibitive factors
for the unassertive progress.

And obviously there are some solutions available
which announce themselves? as DP, mostly dedicated to
single institutions or specific types of objects. But in
general there seems to be a disproportion between the
effort spent in discussions and research and the relatively
little number of operational (broad scale) solutions to the
quantity of real operational (broad scale) solutions. Surely
it is difficult to confirm this statement with figures,
because exact metrics for that are missing – but the fact
that even wide distributed journals like Nature pick up the
topic1 shows the dimension of uncertainty in the scientific
community.
Probably one of the reasons for the delayed
development is the effort necessary to set up and maintain
appropriate systems. Continuing activities are necessary to
keep digital objects available for a long time—this may be
in contradiction to working procedures in the area of
science and research.
The topic does not lack awareness or support in the
current debate on e-Infrastructure. Even more, it is
astonishing that progress is rather slow. There must be
some more reasons which handicap the initialization of a
broader DP-infrastructure. They shall be reflected in this
paper.

Digital Preservation

“e-Infrastructure”

The impact of digital preservation in the portfolio of
cultural heritage organizations and data centers is
becoming increasingly important. Digital preservation
(DP) describes the process of securing sustainable access
for use and reuse of all kinds of digital data and
publications. DP comprises in this sense not only bit
stream preservation but continuous activities starting with
the ingest (validation of the objects, extraction of relevant
technical metadata, …) and pursued by recurring
interventions to migrate the object.
The issue is on the agenda of service providers in the
area of information. If institutions that offer information
services including DP fail in this area, customers and
financiers will probably reflect their support. In this sense
those institutions have to verify that they are able to fulfill
the need for sustainable access to information. Practically,
they are under pressure to have solutions at their disposal
which allow them to care for digital objects in their
responsibility.

DP has raised a great deal of attention worldwide in
the strategic discussions – often addressed in the
surrounding field of e-Infrastructure and GRID-services.
The expression “e-Infrastructure” has become a synonym
for everything related to the future workplace of scientists
and researchers. But what are the essential characteristics?
“Infrastructure can be defined as the basic physical
and organizational structures needed for the operation of a
society or enterprise, or the services and facilities
necessary for an economy to function” is the notion
Wikipedia offers.2 Transferring this to the area of science
and research we learn that apparently everything is

Abstract

1

See Editorial contribution “Data's shameful neglect” in
Nature 461, 145-145 (9 September 2009)
doi:10.1038/461145a and related articles in this issue.
2
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involved which enables the day-to-day work of scientists in
a virtual, globally connected network. Asking for roles in
this network we can identify the producer / author and the
results of his work on the one side. On the other side some
facilitators for science and research, traditionally
 research institutions
 educational institutions (often combined)
 the (scientific) publication market
 facilitators (libraries, professional information
providers and data centers)
can be identified.
While publishers traditionally organize and facilitate
the scientific communication and exchange, libraries
traditionally secure the availability of professional
scientific information in their current and historic
dimension.. These roles become increasingly merged: In
the past the role of publishers and libraries were separate—
today we have some overlaps: libraries offer institutional
repositories and provide a space for digital publication.
A good example for the broader understanding of
science and research infrastructure is the current 7th
framework EU-programme (Research infrastructures) ‘ICT
Infrastructures for e-Science’, which is dedicated to these
major directions:
 Extend and reinforce the high capacity communication
infrastructure GÉANT
 Strengthen multidisciplinary grid and supercomputing
infrastructures
 Expand scientific data infrastructure
 Encourage the adoption of e-Infrastructure by an
increasing number of user communities
 Stimulate new organizational models
 Support the construction of new computation and data
treatment facilities (petaflop supercomputing)3

In fact the EU has equipped the funding track ‘eInfrastructures’ with a total of 1.8 billion EUR until 2012.
These activities are based on former funding within the 6th
framework, where some preparatory projects for DP were
initialized.4

R&D, strategic implications and practical
implementations
“Ja, mach nur einen Plan sei nur ein großes Licht und
mach dann noch 'nen zweiten Plan gehn tun sie beide
nicht.“ (Bertolt Brecht, Dreigroschenoper)5

In 2006 Digital Preservation Europe, funded as a FP6
Coordination Action, has highlighted a significant
mismatch between the scale of the problem and the level of
effort being mobilized to address the problem through
research.6 Based on DPE’s analysis of existing research
agendas and current research trajectories the preservation
community has not adequately come to grips with the
digital preservation problem. Progress has been very
limited, scattered and of limited applicability.
Systems for long-term preservation of data,
information and knowledge are being created in many
fields, from the various disciplines of science to the equally
broad range of cultural interests. Progress was and is being
made especially in the EU-funded projects like CASPAR,
PLANETS and SHAMAN, but there is a significant lack of
progress in establishing a common approach to solving the
problems of preservation across the spectrum of memory
institutions.
To name one example: There are a number of different
approaches to auditing and certification of trusted
repositories and there are at least as many different
approaches to preservation-related metadata models. As
observed in the DPE roadmap, these models are: “not yet
interoperable and integrated within a technical framework,
not yet standardized themselves, not operating on the basis

Taking these general goals into a dedicated perspective for
data the commission states:
“The objective of scientific data e-Infrastructures is
to develop an ecosystem of European digital
repositories, combining and adding value to
national and discipline-based repositories to
respond to Member State requests to improve
access to scientific information. […] Europe needs
to pay particular attention to the accessibility,
quality assurance and preservation of key data
collections. […] In a heterogeneous digital data
landscape, where it is estimated that only 28% of
research output is managed in digital repositories, a
new strategy for the management of scientific
information and associated policies needs to be
developed, based on the path-finding activities of
key research stakeholders (e.g. EMBL, ESA,
ECMWF, CERN) as well as academic institutions
and libraries.”

4

Grouping these former and partly ongoing activities into
networking & exchange-, evaluation & targeting- and toolDevelopment-projects it came out that most of them are
concentrating on technical issues. Examples are CASPAR (“it
will form the basis of a continent-wide preservation
infrastructure”), as well as SHAMAN, PLANETS (“developing a
practical infrastructure for digital preservation”).
5

Go make yourself a plan / And be a shining light. Then
make yourself a second plan / For neither will come right
(Bertolt Brecht: The Threepenny Opera (Trl: Desmond Ivo
Vesey))

6
3

DPE: Digital Preservation Europe, see;
http://www.digitalpreservationeurope.eu/

http://cordis.europa.eu/fp7/ict/e-infrastructure/home_en.html
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of appropriate basic standards, not yet fully taking the
current state of the art in computer science into account”.7
Even for experts it is difficult to keep an overview of
all the long-term preservation related standards and
ongoing standardization activities. Action to resolve this
fragmentation is urgently required if the suppliers and
customers that make up the marketplace for DP solutions
are able to move forward with confidence that research
results will be inter-operable. Once achieved, an
integrative approach remains necessary to prevent
researchers from losing sight of the need for interoperability.
Some years later in 2009 the PARSE.Insight Draft
roadmap comes to similar conclusions with special regard
to research data: The roadmap assembles technical and
non-technical components (or delivers ideas like the
suggestion for a normalization institute) aimed at bridging
the “islands of functionality, developed for particular
purposes […] separated by discipline or time”.8 Relevant
aspects in the high-level roadmap are – besides of the
technical challenges – organizational and financial
components, attended policy infrastructure concepts and
components.
The listed components are ambitious and cover a lot of
important measures in the sense of an activity agenda for
funding. On the other hand the top-down approach should
be accompanied by pragmatic initiatives driven from given
problems and existing data. The implementation of
components from scratch is risky and need the integration
of data producers and data centers respectively memory
institutions.
Most of the demanded tasks should be accomplished
in a cooperative way by different stakeholders in order to
integrate requirements on a generic level. Only the
systematic identification of these practical driven needs
leads to operational solutions. Maybe this will take more
time, but the experience with different assets for format
registries explains very well, where the difficulties are.
The pragmatic, data-driven approach may be helpful
in another regard: Often DP is considered as an isolated
task which runs independently from other activities of
memory institutions. This leads to complete and often
closed solutions with separate ingest procedures and
preservation rules. But in the perspective of producers and
data holders DP has to become an integrated part of an
often existing local, regional or global infrastructure. The
integration in existing workflow procedures, the inclusion
of new components into an existing infrastructure of data
sharing and exchange is the key to provide distinct DP
functionalities into the e-Infrastructure. In this sense DP is
not an isolated phenomena but a self-evident part of the

restructuring of infrastructure. The wide spread discussion
on e-Infrastructure reflects this cognition increasingly.
In the same way the approximation to those demands
has to be done with practical solutions for DP in memory
institutions.

Research data: refocusing the DP - Insight
view on the producer side
Beginning in 2006 / 2007 the discussion around an e/DP-Infrastructure (?) became more intensive. The working
paper on digital repositories of ESFRI in 2007 presents a
good example for the discussion on the European level:
principal demands for sustainable access and availability
were stated and help to prepare the new funding policy in
the EU.9
On national scale nestor, the German Network of
expertise in Digital long-term preservation, has deployed
some activities to identify the state-of-the-art in data
preservation and define the needs of scientists and
researchers.10 Nevertheless the results are preliminary to
some degree; they can be considered as first steps towards
operational best practice recommendations: DP-activities
have to be planned and carried out in a community-specific
way and a serious cooperation between different actors for
the information infrastructure is important. The risk to
separate research data and linked publications between the
different types of responsible organizations has to be
avoided.
An interesting asset to cover the needs of a whole
campus was made with the German project ‘KOLAWiss”,
which recently published its results. The results based on
former questionnaires show very well the different

9

The working group paper can be find under
ftp://ftp.cordis.europa.eu/pub/esfri/docs/digital_repositorie
s_working_group.pdf
10

nestor has initiated two relevant studies: nestor materialien 6 - Langzeitarchivierung von Rohdaten /
Thomas Severiens, Eberhard R. Hilf, Frankfurt am Main:
2006 (nestor - materialien 6) see http://nbnresolving.de/urn:nbn:de:0008-20051114018 and
Anforderungen von e-Science und Grid-Technologie an die
Archivierung wissenschaftlicher Daten / Jens Klump,
Frankfurt am Main: 2008 (nestor - materialien 9), see
http://nbn-resolving.de/urn:nbn:de:0008-2008040103 .
Results are summarized 2009 in a nestor position paper:
"Digitale Forschungsdaten bewahren und nutzen":
publication of nestor-WG Grid/eScience and LZA, see
http://nbn-resolving.de/nbn:de:0008-2009071031 . Similar
activities from DINI, the german initiave for network
information with a position paper on research data, see
http://nbn-resolving.de/urn:nbn:de:kobv:11-10098082

7

http://www.digitalpreservationeurope.eu/publications/reports/dp
e_research_roadmap_D72.pdf
8

See http://www.parse-insight.eu/downloads/PARSEInsight_D2-1_DraftRoadmap_v1-1_final.pdf
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Legal issues

requirements of individual scientific faculties and the high
need for cooperation. 11
Based on a faculty-oriented approach PARSE.Insight has
evaluated specific needs by taking three case studies with
the High Energy Physics, Earth Observation, Social
Sciences & Humanities.12
The PARSE project (co-funded by the EU under the
7th Framework Programme) is motivated by the
collaboration of different stakeholders in the Alliance for
permanent access,13 which plays a key role in order to join
forces of data producers, providers and memory
institutions.
As an intermediate result one can note that obviously the
close connection to the distinctive requirements of
different scientific communities is the most important step
to go forward. Community-based care for digital
preservation seems to be therefore the most promising
approach. One precondition is a serious level of
participation of scientists, they deliver the context
information on the data itself, the production environment.
Beside those steps of progress some questions remain:
 Obviously the DP-terminology is not stable defined
especially with the faculty members
 Lack of capacities and motivation of science and
research to support the DP-activities by clearing and
describing the data represents a risk.

In this respect, the situation is notably complex. The
discussion is dominated from tracks like copyright issues,
Open Access, Digital Rights Management measures,
Access rights (and fee models). In general there are a lot of
open questions and the situation leads in the context of DP
to uncertainty in the whole scene.
Some institutions have a legal mandate to collect
publications and assure permanent availability. In the case
of the national library of Germany this took place by a new
legal foundation in 2006.14 This was a very important step
to implement DP-procedures into the organization and
fixes the need for additional funding in order to fulfill the
extended mission.
In this sense the official assignment of DP-tasks to
defined organizations helps to clarify roles and
responsibilities. This includes standards for data care /
curation within research organizations. The existence of
appropriate policies should become a precondition for
funding of research.
In this context often the question of costs arises, in
addition the need to know more on the potentials.

Economics in DP
A lot of investigations were done on this area; LIFE
undertaken by the British Library is probably the best
known model to count the long-term costs in the lifecycle
of digital objects.15 With regard to research data JISC has
assigned the study “Keeping Research Data Safe” which
points out a lot of basic considerations for a pragmatic
methodological approach to tackle the problem.16
Additional recommendations offer advices for funding
organizations and proposals for further investigations.

Individual project results provide us with interesting
insight-views; they give us a clear idea on the importance
and value of research data (and adjacent objects like
preprints and ‘final’ electronic publications). But there is
probably a gap between the dedicated DP-institution (in
case it is defined) and the data producing side.
Considering the operational situation we can resume
that there are good examples of running data archives –
mostly in a strong collaboration with scientists – but
organizationally independent. But we are far away from a
situation where we have a broad infrastructure for those
data available for sustainable cross-domain access.
In comparison the situation for (electronic)
publications seems to be settled: Defined institutions are
responsible to collect and to archive this type of digital
objects. But there is a serious amount of work to organize
the ingest in an efficient way in order to ensure that
important information from the production process find its
way into the archives. Some open questions here lead to
some general questions on legal issues, which should be
named here very briefly.

http://bundesrecht.juris.de/dnbg/index.html

15

See http://www.life.ac.uk/

16

See
http://www.jisc.ac.uk/publications/documents/keepingrese
archdatasafe.aspx

11

See http://kolawiss.uni-goettingen.de/?q=de/node/10
(unfortunately only in german)
12

http://www.parse-insight.eu/downloads/PARSEInsight_D3-5_InterimInsightReport_final.pdf
13

14

http://www.alliancepermanentaccess.eu/
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Beside other studies17 one of the most complex issues is
the clear separation of dedicated DP-costs in order to claim
for basic and additional needs of resources. Therefore it is
difficult to compare the results of different evaluations.
Moreover, the level of uncertainty about the real costs of
DP is high. This means that beside a clear terminology we
need accepted key indicators to describe and compare DPservices with each other.

paper “Neuausrichtung der öffentlich geförderten
Informationseinrichtungen“.21 has been published by a
joint taskforce of experts driven by the national ministry
for education and research and the “Bund-LänderKommission
für
Bildungsplanung
und
Forschungsförderung” (BLK). Facing the reorientation of
the whole information infrastructure, DP was only briefly
addressed in a single chapter: The need to preserve
electronic publications in the first place, organizational
issues (like the legal deposit), international collaboration
and a first step to define national responsibilities were
stated.
So the goal was addressed, but pragmatic
recommendations for implementation were missing. Some
years later in 2009 a new approach was started by the
follow-up organization of BLK, the ‘Gemeinsame
Wissenschaftskonferenz des Bundes und der Länder’. This
appointed group finished a state-of-the-art report of the
situation of technical information infrastructure in
Germany, identifies gaps and general needs of science and
research. In the next phase of the working plan the relevant
organizations will be identified and suggestions for
organizational task sharing will be made.22 Some
preparation tasks were done in the Priority Initiative
“Digital Information”, a joined activity of the leading
science organizations in Germany. Initialized up to 2012
the alliance is focusing on core activities like National
Licensing, a National Hosting Strategy, Research Data,
Open Access, Legal Frameworks and Virtual Research
Environments.23 Activities of working groups concentrate
on recommendations and studies, for e.g. for a national
hosting strategy.
Reflecting the state-of-the-art discussion on the
national scale (and the international discussion is similar) it
comes out that the topic DP is now a self-evident part of
the discussion. This is done necessarily on a very
conceptual level, but the stage is already prepared. The
discussion has switched from electronic publications as a
‘final’ result of scientific work to the whole publication

In close conjunction with the question of costs (and
funding) the question of market potentials of DP arises.
The better the prediction on the future development of DP
in the private sector is the better funding agencies are able
to target their action to most promising fields of interest.
The DPImpact study “Socio-economic drivers and Impact
of Longer Term Digital Preservation”, financed within the
7th framework programme, will deliver first deeper
insights to this topic.18 The study focuses especially the
demand in business, companies and enterprises and
identifies the needs for change in legacy systems in the
direction of DP.

The national perspective
In addition to the strategic discussions and activities on the
European level, similar efforts are undertaken on the
national level. In the following, the example of Germany
shall be discussed. On the one hand there are some
initiatives to implement operational solutions,19 on the
other hand there is an ongoing discussion on strategic
issues.
Besides some preliminary papers in the DPcommunity there are different initiatives to address the
needs of science and research for a sustainable
infrastructure for data and long-term access on a national
scale. Beginning in 2005/2006 the German Research
Foundation put the topic of DP into their strategic founding
guidelines for the timeframe up to 2015.20 Parallel the
17

Broader in scope and highly relevant: The Blue Ribbon
Task Force on Sustainable Digital Preservation and
Access: Sustaining the Digital Investment: Issues and
Challenges of Economically Sustainable Digital
Preservation. (Interim Report), See
http://brtf.sdsc.edu/biblio/BRTF_Interim_Report.pdf. The
published paper describes mainly the deficits, the
recommendations and conclusions will be published end of
2009. Major barriers for DP are identified in the area of
funding, responsibilities, motivation and lacking awareness
resp. fear to fail.

20

18

22

DFG-Positionspapier: Wissenschaftliche
Literaturversorgungs- und Informationssysteme Schwerpunkte der Förderung bis 2015, Juni 2006, see
http://www.dfg.de/forschungsfoerderung/wissenschaftliche
_infrastruktur/lis/download/positionspapier.pdf
21

Neuausrichtung der öffentlich geförderten
Informationseinrichtungen, Abschlussbericht der BLKArbeitsgruppe "Zukunft der Fachinformation", Bonn 2006,
ISBN 3-934850-85-5, See http://www.blkbonn.de/papers/heft138.pdf (no english version available)

Publication is still in preparation.

The report is not yet published, for further information,
see: http://openpr.de/news/325157/Forschung-auf-Dauerpublik-machen-Experten-erarbeiten-ein-nationalesKonzept-fuer-Informationsinfrastruktur.html (permalink)
23
For more information see
http://www.allianzinitiative.de/en/start/

19

See, the collected project information of nestor, the
German network for long-term-preservation, see
www.langzeitarchivierung.de/modules.php?op=modload&
name=PagEd&file=index&page_id=53
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chain. Especially the long-term availability of research data
are the booster for new initiatives.
In the German situation the key demands of
cooperation and integration are reflected on the one hand
in the nestor-initiative24 and on the other hand with
activities which follow the kopal-project.

and the responsibility on our digital heritage. The idea to
establish a network of interacting systems – the safe places
network – was announced by the KB in 2006 and some
steps have already been made towards an implementation.
The
German
project
‘kopal’
(Co-operative
Development of a Long-term Digital Information
Archive)25 had the mission to practically prove and
implement a co-operatively built and used long-term
preservation system for digital publications. Within kopal,
the partners have developed a technological solution for
long-term archiving that includes not only the archiving
and bit stream preservation of digital documents, but also
the implementation of preservation planning mechanisms
(especially migration) for digital documents to ensure their
accessibility in the future. Kopal is based on the DIAS
solution of the IBM, originally developed for the National
Library of the Netherlands (KB). Kopal leverages the
commercial system DIAS with an underlying commercial
software set of IBM-standard software, which was
extended especially for remote access, enhanced metadata
administration and extended machine-readable interfaces.
Additionally, the open source software JAVA library was
implemented in the project, used for automated ingesting
routines (extracting of metadata, quality control, ingest and
retrieval). Moreover, object validation and metadata
extraction software was integrated and amended. The
kopal Library for Retrieval and Ingest, koLibRI, is
therefore important in that sense that the reuse and the
possibility to integrate the features in other systemenvironments have a crucial impact on the success of the
complete solution. Furthermore, the software is used for
the migration of defined objects in the system in an
automated workflow by governing the validation and
access mechanism.
As of June 2006 the Deutsche Nationalbibliothek
and its project partner, the State University Library
Göttingen (SUB), were ingesting parts of their digital
collections into the system. In mid 2007 the project was
finalized and now the operative phase of the project has
started. In a cooperation contract between the libraries,
IBM and the data center GWDG (Gesellschaft für
wissenschaftliche Datenverarbeitung), which drives the
operational service of the archive, all partners have agreed
to continue their work and to enable other institutions to
join the consortium. The kopal archival system has been
transferred into practical use and is about to be adopted by
further partners from the library and heritage community.

Kopal & DP4LIB
For some years now, long-term preservation systems
or archives in place, most of them – noted in statements on
the own project - use the OAIS-framework as a scale for
their own ambitions and in order to describe the basic
architecture of the system. Another characteristic of these
systems is the high degree of centralization, which means
that we often find solutions which were made for one
single institution. Another precondition for those
developments is that these archives are typically dedicated
to a small number of deliverers of digital material.
The systems work more or less independently from
each other; small areas of cooperation have been
determined but are not yet operational. So the exchange of
archived objects and work sharing is still an idea in order
to make these activities more efficient and to save
resources. For some deliverers the parallel approach (and
their presence in both archival systems) is a dedicated goal
in their strategy, because having two different systems is a
better guarantee that the ingested objects will remain
available over time.
In a systematic perspective we can note the following
observations:
 Operating long-term preservation systems are
concentrated on big deliverers with automated data
processing routines.
 Most of the solutions are proprietary in a technical
sense as well as being tailored to very specific user
groups.
 The number and relevance of well documented
machine interfaces in this field is low.
 The systematic decision and processing of digital
preservation processes is hidden inside the “black
box” of the archive solution: deliverers (producers like
publishers or libraries as licensing partners) have no
possibility to influence e.g. dedicated migration steps.
 The need to normalize workflows and objects is high.
 The interoperability between digital preservation
archives is poor.
In this sense, the existing digital preservation
infrastructure is dedicated to a small number of trusted
long-term archiving repositories, which have the control

25

See for more information on kopal:
http://kopal.langzeitarchivierung.de/index.php.en. For the
following activities R. Altenhöner: Implementing a
cooperative long-term preservation infrastructure solution
for heterogeneous institutions – report on activities in
progress in Germany, paper for the 74th World Library and
Information Congress (2008), see:
http://ifla.queenslibrary.org/IV/ifla74/papers/084Altenhoener-en.pdf

24

Nestor in its new situation after the publicly funded
period is presented at IPRES 2009 by S. Schrimpf. Specific
effort on new stakeholder groups and the increasing
relevance of “social” components like education /
professionalization and standardization is the characteristic
of the new approach.
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influence the rules and regulations in the archival system in
order to participate in the discussions and to take over
dedicated responsibilities for specific tasks in the whole
process of digital preservation in a cooperative working
scenario.
This model of operation and organization describes the
range of possibilities and the potential options, where longterm preservation with this dedicated background could
take place. The cost model basically developed within the
kopal project is dependent on the degree of measures /
services the leading organization (the “account owner”) is
willing to assign.
Advantages of this approach in sharing the tasks and
the degree of responsibility are:
 shared resources?
 shared licensing costs
 optimized use of distributed knowledge

As mentioned before one major goal in the project was
the processing in a cooperative environment, which allows
multiple institutions to participate on different levels of
involvement. This means the work sharing (data center
being responsible for the operational service and the bit
stream preservation, the libraries resp. memory institutions
being responsible for all the aspects of preservation
planning and the ongoing functional extension of the
solution). The transparent integration into existing library
systems and the reusability through memory institutions
plays a critical role. Considering the aspect of flexible
reusability international standards for long-term archiving
and metadata were adopted. In this way, both sustainability
and the ability to further develop the system are
guaranteed.
The digital preservation solution therefore needs to be
embedded in the working environment and dedicated
workflows in which cultural heritage organizations collect,
share, disseminate and present digital objects. Basically in
kopal a distinction of system users between “clients” (in
different stages) and those who are responsible for the
complete system was made. In this sense the possibilities
to reuse kopal in a productive environment reach from the
complete outsourcing up to the self driven inhouse system
solution inside an institution. The last possibility is rather
expensive in terms of funding and staffing. Therefore a
more differentiated client-oriented solution was adopted:
Clients in the sense of account owners rent an account
similar to the bank accounts we are familiar with. In kopal
this account is a virtual area on top of the system that is
independent from other participating institutions. This
means that every participating institution has its own
dedicated account which can be administered for its own
purposes. In consequence those organizations assume the
responsibility to curate the digital content they collect e.g.
from the Web. So the role is extended to the obligation to
run the ingest-service and especially the data curation
activities in their own responsibility. An account-holding
member uses the platform and additionally it is responsible
for the normalization and evaluation of data. Even the
presentation of the archived objects is part of the task.
Also, the planning, the conceptual preparation and the
implementation requires additional steps such as the
systematic migration e.g. of dangerous (or at least difficult)
formats. This will take place together with other accountholders and needs investment in know-how, permanent
monitoring and qualification of personal.
Clients in the sense of kopal-participants assign the
cited tasks to other institutions with the status of an
account owner, who is responsible for the data curation of
digital objects and the services all around digital
preservation. The participants are obliged to describe the
policy which should be followed in the system for their
own ingested entries; they select and describe the objects
for the purpose of long-term preservation. From the
perspective of a participant the solution makes sure that the
amount of effort is reduced in comparison to the needs of a
full archival system. At the same time it is possible to

The kopal project has developed in its life time the
basic functions to implement and fill in the roles and
responsibilities described before. But especially on the area
of automated communication between different systems
and the practical level of operational organization kopal
still needs some additional development. This will be done
in a second step with DP4LIP (Digital Preservation for
Libraries).
Technically this means that there is a need for an enhanced
rights management in order to provide different levels of
ingest and retrieval. There is also a need for a seamless
integration. Another goal is to obtain more information
about the costs and amounts of work for the introduction of
long-term preservation processing into different types of
organizations. In the end, it will be possible to generate
valuable estimates for a funding and investment model for
a complete infrastructure solution.
The partners DNB and SUB will offer a package of
services, which allows re-users to choose between different
levels of service and to customize the existing solution to
their specific needs. Furthermore the partners deliver
dedicated consulting and operational services. Identified
positions / factors in the cost model are:
 Consulting & support
 Detailed planning
 Hardware extension, licenses
 Adoption / customization of SW-components
 Ingest
 Operational service
The planning for the next steps started after it became
obvious that the technical solution in kopal is not detailed
enough to address the different needs of potential partners especially smaller institutions, which bring the demand for
simple and integrated solutions.
In the discussion with several organizations and
institutions it has become clear that there is a need to have
different models of implementation with a high degree of
customizable options. Moreover, it was recognized that
these institutions are motivated to become involved in the
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 e-Infrastructure is much more than DP. But DP
becomes a self-evident part in the discussion.
 Especially the need to preserve research data has
extended the focus.
 Infrastructure is much broader than technical solutions
can be. Financial, legal and organizational aspects
have to be considered.
 The need to integrate much more information from
data producing domains into the archived documents
(requirements for reuse, production environment,
technical framework, semantic context) is apparently
increasing. On the other hand the disposition of data
producers and authors to cooperate by supporting DPactivities is unsure.
 Nevertheless DP-activities have to be done in a close
cooperation to the data-producer or –distributor.
 There is a serious need for a comprehensive
terminology of DP.
 We need a clear understanding of mandates in the area
of DP – related to institutions and to rules for data.
 Common metrics for DP in addition to ongoing
standardization activities will help to compare
different initiatives and offers. This should include
even workflow routines.
 Cooperation is crucial in the light of the huge
dimension of DP. Everything appropriate to encourage
cooperation and to share know-how should be
supported.
 The development of efficient models to integrate DP
into existing workflow processes is evident. Beside of
advanced DP-solutions broader participation structures
depend from the level of complexity DP-providers
offer to both: memory institutions and data producers.
 The integration of data curation into the missions of
research and research related institutions is important.
 Initiatives for cooperation need to be sustainably
funded.
 International funding collaboration is needed to
initialize cross-border actions.
 Consistent and sustainable funding related to the basic
tasks of an institution or to the production of data.
Projects should be linked to innovative approaches.
 Dedicated support for global needs like preservation
planning tools, file format registration, migration
strategies, registry of emulation measures.
 Support of a trusted performance measurement
structure (DP-services, certification / accreditation)

basic principles of DP. The requirements for this
engagement are very different and this means that the
single services must be applicable to the user needs.
Therefore a consortium structure will be set up with a
documentation center, different types of libraries and
library service providers as well as a virtual consortium of
other institutions basically located in the information
infrastructure of science and research. This guarantees a
broad range of potential requirements to make rather sure
that the project covers most of the needs of those
organizations in a prototypic way.
Therefore the existing services should be enhanced to
a real cooperative solution – not only in a technical sense,
but in a operational / organizational sense. So the starting
point is identified to initialize the next step of development
for the cooperative kopal solution:
Based on the kopal results up to now, the partners wish to
improve the practical reusability of the software
development. In order to create a generic solution that can
be implemented in many heterogeneous environments and
integrated as a part of the working policy of cultural
heritage organizations, there is a need to develop an open
concept with modularized service packages.
These are the general goals:
 Creation of a flexible long-term preservation
infrastructure adapted to the needs of (smaller) cultural
heritage organizations and their service providers
 Technical enhancement of the existing solution,
conforming to the partners’ requirements
 Implementation of a reusable process model and
preparation of a handbook to introduce long-term
preservation
in
(smaller)
cultural
heritage
organizations

Conclusions
As a result of the observations presented in this paper
some general remarks:
 The awareness of DP as a challenge for the whole
information infrastructure is widely distributed. This
includes not only the acting stakeholders in the
scientific producing and publication chain, but
funders, research organizations and politicians.
 The pressure from funders and customers on memory
institutions to provide DP-services is increasing.
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Abstract
The Library of Congress proposes extending the success of
the NDIIPP (National Digital Information Infrastructure
and Preservation Program) network by forming a national
stewardship alliance of committed digital preservation
partners.

NDIIPP Network To-Date
The NDIIPP network grew from a multi-year
planning process that engaged stakeholders from every
stage of the digital preservation lifecycle including
content creators; owners and distributors; legal and
technical advisors; subject matter experts; and librarians
and archivists from state and local entities and institutions
of higher education. Researchers and leading
technologists worked to define the basic technical
infrastructure for preservation that NDIIPP could model
and test. The program motto, “learn by doing,” was
established and an iterative, network-based strategy was
deployed to meet the challenge of establishing a national
digital preservation program (Preserving Our Digital
Heritage 2002).
Through strategic phased initiatives, the Library has
recruited more than 130 digital preservation partners in 41
states and 25 nations. Each partner institution brings its
own expertise, resources, and best practices to share with
the network. The first phases of the NDIIPP network
focused on triage collection and preservation of content,
the advance of a digital preservation research agenda,
alliances with international digital preservation partners
and standards organizations, and catalyzing strategic
preservation business models.
The second phase of NDIIPP built out capacity
across state institutions, brought various creative content
communities together to work on standards, and
continued the development of technical tools and services.
The second phase also saw natural networks form;
partners that steward content offered their content to tools
developers to test preservation strategies with “real” data.
Preservation services providers turned to their NDIIPP
partners for feedback on beta tests. Struggles (and
successes) related to copyright and other legal restrictions
were shared among the NDIIPP network partners and
informed strategies and actions. With each iteration and

Introduction
In response to the Congressional charge to create a
national strategy to meet the challenge of digital
preservation, the Library of Congress developed and
tested a distributed preservation network (Public Law
106-554 2001). The National Digital Information
Infrastructure and Preservation Program (NDIIPP) partner
network has been effective in leveraging the strengths of a
diverse set of partners, and has proven resilient in the face
of technological volatility, economic downturn, and
explosive growth of digital creation.
A national digital stewardship alliance is proposed to
sustain a national network of qualified partners to collect,
preserve, and ensure long-term access to a national
collection of digital content of value to Congress and the
American people. The experiences of the NDIIPP
program have concluded that the Library of Congress is
uniquely positioned to serve as convener and trusted
broker for a preservation community of diverse
stakeholders (IMB 2008). Trust among alliance
members—from rights holders to preservation
organizations—is essential. The Library’s centuries-old
history of stewardship and the widespread public
recognition that it acts on behalf of the public interest will
continue to open doors for an alliance to recruit members
and forge partnerships across the public and private
sectors.
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Program’s work, as is a broad outreach campaign that
reaches over 19,000 people monthly to increase
awareness of digital preservation challenges and
successes. These practical experiences affirm the need
for a sustainable organization to support significant digital
preservation efforts.

lessons learned, the NDIIPP network adapted and built on
the achievements that came before it.
The NDIIPP network serves more than just the
working practices of partners; there are good technical
reasons for a networked approach to digital preservation.
Early in the program, the partners adopted a strategy of
heterogeneity to mitigate the risk of loss over the long
term. Multiple, distributed copies of digital archives kept
by different institutions in different technical
environments is preferable to a single copy at a single
institution where technical failure, human error, shifting
priorities, personnel changes, and even natural catastrophe
can put content at risk. However, as borne out in the
Archive Ingest and Handling Test, each institution is
unique with its own interpretation of a single metadata
schema (Shirky 2005).
The Library of Congress, through the NDIIPP
program has acted as a coordinating entity to foster
interoperability between systems. The iterative modeling
and testing between NDIIPP partners has enabled
common practices and tools to emerge, like the content
transfer
protocol
BagIt
(http://sourceforge.net/projects/loc-xferutils/). Currently,
NDIIPP partners are exploring interoperability between
LOCKSS and Storage Resource Broker platforms as well
as working on metadata standards for various commercial
content producing communities.
In addition to coordinating the cooperative
development of new tools and services, NDIIPP has
convened meetings, large and small, that have brought
together partners across many disciplines to learn from
each other and contribute to the vision of a national digital
preservation network. These meetings have been
invaluable in shaping the next steps for NDIIPP. Partners
have expressed the need for a supporting entity,
particularly one that is closely associated with the Library
of Congress, which would verify and disseminate best
practices in digital preservation. An organization that
could leverage economies of scale and negotiate services
from a position of strength would also benefit partners, as
would an effort to support the development of open
source tools and services for digital preservation. The
entity could also coordinate standards efforts and act as a
clearing house for information about resources and
practice. Legal and related services would also be
welcomed to provide assistance in creating policy for the
network and serve as an advisor to partners (Kwo 2009).
NDIIPP partners have identified, selected, and
collected over 1000 collections of at-risk born digital
content for preservation. The technical infrastructure
advanced by the program helps to ensure long-term access
to these resources by allowing cross adoption of open
source tools and services while encouraging local
solutions for local problems. Detailed analysis and
stakeholder agreement on major recommendations to
revise the U.S. copyright law are another key aspect of the

The Need for an Alliance
NDIIPP was funded and defined as a ten-year
national effort to develop a strategy to tackle the pressing
digital preservation problems and create a national plan.
The digital preservation problems have shifted and grown
with the changing and expanding universe of digital
media. Over the past 10 years, NDIIPP program
initiatives confirmed that a networked approach is viable
in the face of technological unpredictability, economic
decline, and significant growth of digital content.
In the first years, NDIIPP created a plan delineating
its strategy for preservation of the nation’s digital content.
In 2002 through 2005, NDIIPP began to seed the
preservation network by catalyzing partnerships;
identifying common technical architecture needs; and
identifying rights, intellectual property, and liability
issues. From 2006 through the present, NDIIPP
underscored its commitment to the networked approach to
digital preservation by working to strengthen and expand
the emerging preservation network. Commercial content
creators and state government records curators were
brought into the partner network in 2007. NDIIPP and the
entire partner community explored and tested stewardship
roles and services and how they could be applied in a
broader context.
Now, as the Program approaches the 10-year mark, it
is working to sustain the network and leverage the
investment made in collaborative digital preservation.
Talented, enthusiastic people have developed and refined
services, strategies, and technologies. But preservation
and long-term access cannot be the work of a dedicated
few. To maintain the work that has been accomplished
and to meet the challenges ahead, NDIIPP and the digital
preservation community must move from projects to
programs.
A national digital stewardship alliance will be a
network of committed digital preservation programs.
Sustainability of digital preservation efforts is essential to
successful long-term access. The NSF Blue Ribbon
Sustainability Task Force, the LIFE model, and others
have looked into how digital preservation activities can be
sustained for the long term. While research and
demonstration projects are always needed to adapt to
technical changes, they cannot meet the need for
sustained effort because they do not represent long-term
access and preservation to stakeholders or funders.
Demonstrable commitment to digital preservation
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activities by a community of organizations will attract the
resources needed to support the necessary work.
As the projects initiated by the Library of Congress
draw to their scheduled end, the national digital
stewardship alliance is expected to function as the entity
through which a flexible agreement structure connecting
the network partners to one another can be made. The
national digital stewardship alliance provides new
opportunities for new partner involvement. Distributing
the responsibility for the preservation of digital content
across interested and committed industries and
communities allows the entire alliance to benefit from the
preserved cultural record.
Expanding the network to new industries encourages
the kind of exchange that has made NDIIPP successful
over the last 10 years. Connections with a variety of
industries (libraries, archives, state government,
commercial content creators, GIS data creators, academic
institutions, and others) allow information about digital
preservation practices and developments to “reach a
larger number of people, and traverse greater social
distance” than connections within any one group would
provide (Granovetter 1366). These connections between
communities also foster the innovation and adoption of
new solutions necessary in the continually changing
technical and media landscape of digital preservation.
The digital preservation community has reported a
need for leadership. Members of the alliance will set a
visible digital preservation agenda; make education and
outreach a priority; and catalyze tools and standards work.
Like the Digital Preservation Coalition, Digital Curation
Centre, Digital Preservation Europe, and others, the
national digital stewardship alliance will be a mechanism
for partner organizations to shape the digital preservation
agenda of the United States.

commitment to the alliance will continue to move digital
preservation programs beyond project-based initiatives
and ensure the protection of the collective investment
made in creating digital library services and content.
The vision for the national digital stewardship
alliance grew out of the need for a sustaining entity to
extend the NDIIPP network, consultation with partners,
and inspiration from governance models from other
preservation organizations. The International Internet
Preservation Consortium (IIPC) also has close ties to
NDIIPP and serves as a model because the relationships
between members are between all participants, not with a
single primary node. The group also has a practical work
agenda to develop tools and processes focused on a
particular content type.
The MetaArchive Cooperative, a current NDIIPP
partner, was chartered in 2008 and offers its members
different levels of participation. Its members share a
common infrastructure, LOCKSS, to preserve digital
collections. The leadership is also technically
adventurous: they are now testing deploying common
components of their system to the cloud. This openness to
change and innovation informs the shaping of the national
digital stewardship alliance.
Internationally there are also several outstanding
models for collaborating, including the Digital
Preservation Coalition, which has a strong professional
education and training agenda, and the Strategic Content
Alliance, which brings diverse stakeholders together to
encourage access, use, and reuse of digital content. All of
these models for collaboration are informative as NDIIPP
moves into its next phase.

The Time Is Now
Congress foresaw a larger strategy would need to be
articulated by 2010. The need to save digital information
is even greater today than in 2000. The creation of digital
material is more voluminous and the need for preservation
of digital information is more pressing than ever (Gantz
2008). Not only is there more digital content, but the
emergence of new digital media types continue to
challenge established preservation techniques.
The digital preservation community that coalesced
around the NDIIIPP activities remains committed to the
digital collections they curate. The Library of Congress
remains committed to a collaborative solution to digital
preservation. No one organization has the resources and
ability to assess, collect, and preserve all the significant
material being produced. A formal preservation network
is the only possible approach given the magnitude of the
problem.
NDIIPP represents a tested distributed-preservation
network. The network has been effective in leveraging the
strengths of a variety of partners. It has also proven

Vision for the National Digital Stewardship
Alliance
The national digital stewardship alliance will be a
collaborative effort among government agencies,
educational institutions, non-profit organizations, and
business entities to preserve a national collection of
significant digital content. It will build on the NDIIPP
work and start with a flexible structure that can grow as
the organization grows. Representation and participation
from diverse communities—creators and collectors,
scientists and practitioners, complex government entities,
and small trade associations—will be required in the
alliance. The agenda for the alliance will be set by its
members who commit to making a sustained contribution
to national digital stewardship. The alliance will allow the
digital preservation community to collaboratively respond
to the changing technical landscape of new media formats
and new user expectations. Each organizational
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and institutional practices—an environment that values
both the creation and preservation of digital content and
the beneficial use of America's digital heritage. The need
for committed digital preservation programs is great. The
time for an alliance is now.

flexible in the face of technological unpredictability,
economic downturn, and exponential growth of digital
material. The foundation of a national digital stewardship
alliance then is based on collective experience. The
national digital stewardship alliance will not only build
off the accomplishments of the NDIIPP network but will
also promote professional capacity within the industry.
Education of best practices and exchange of information
with the digital preservation community and outreach to
the broader population will be key tenets of the alliance.
The starting assumption for NDIIPP was that no
single institution could meet the challenge of digital
preservation alone. This is even truer now when budgets
are increasingly tight and hard decisions need to be made.
Resources devoted to the preservation of cultural heritage
materials are limited in the best of times. Over the last
year, as the economy has faltered, we have seen those
limited resources become scarcer as staff and collections
were reduced and support for travel and training
diminished. However, we have also seen the challenges
the economy presented test and validate the NDIIPP
theories of heterogeneity, redundancy, and networked
solutions.
We have witnessed how a dedicated
community buffers the stresses and strains of the
economy. Several state archives working together shared
staff expertise and contract labor to accomplish their goals
(Pearce-Moses 2008).
The social climate to create an alliance is optimal
because of the shift toward collaboration and networks.
Wikipedia, Flickr, Delicious, open source software
development and other efforts exemplify the public
interest in collaboration, but there is a strong privatesector interest as well. Social interest in networked
solutions will inevitably shift again but the need for
collaboration in digital preservation will remain. The
opportunity to leverage social interest in collaboration
will benefit the initiation of an alliance.
The national digital stewardship alliance promises
tremendous benefit and support to its member
community. Through this alliance, members will serve as
stewards of a national digital collection by collecting and
ensuring long-term access to historically, culturally or
scientifically significant digital content. They will share
the benefits and burdens of preserving these national
assets while employing standards, systems, and
cooperative relationships that advance digital stewardship.
Creating and maintaining a network that is trusted,
reliable, and innovative, they will encourage research and
development in digital preservation science and
technologies and foster—through education, information,
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Only the infrastructure and storage of the digital material
for Gallica wasn't managed by the Digital Library
Department, but by the IT Department.
By then, the approach was to isolate and to preserve
digital activities from the traditional workflows of entries,
cataloguing, access and reference. Digital definitely meant
"different".

Abstract
The process of setting up a digital preservation repository
in compliancy with the OAIS model is not only a technical
challenge: libraries also need to develop and maintain
appropriate skills and organizations. Digital activities,
including digital preservation, are nowadays moving into
the mainstream activity of the Library and are integrated in
its workflows.
The Bibliothèque nationale de France (BnF) has been
working on the definition of digital preservation activities
since 2003. This paper aims at presenting the organizational
and human resources challenges that have been faced by the
library in this context, and those that are still awaiting us.
The library has been facing these challenges through a
variety of actions at different levels: organizational changes,
training sessions, dedicated working group and task forces,
analysis of skills and processes, etc. The results of these
actions provide insights on how a national library is going
digital, and what is needed to reach this longstanding goal.

A first step towards dissemination
It took a decade to shift from this vision to the current
situation, where digital activities are closely articulated
with traditional library skills. A series of organizational
changes were achieved:
– the team in charge of digitization joined the
Preservation and Conservation Department, thus
facilitating the convergence of reproduction
workflows and the shift from analog (microforms)
preservation reproductions to digital ones, and starting
to integrate digital preservation as one of the main
conservation strategies at BnF;
– the team in charge of the selection and acquisition of
books for Gallica was transferred to the Cooperation
Department, thus emphasizing the evolution of the
digital library towards shared selection workflow and
tools at national level;
– the team in charge of managing the digital library's
website and architecture joined the IT Department,
which created a suitable environment for scalable
processes and formal development methods;
– the team in charge of BnF's institutional website
joined the Communication Delegation, thus
acknowledging the website as a communication
channel among others.

Dissemination of skills and tasks
The Digital Library Department was created within the
BnF in 1998, and more or less retained all activities related
in one way or another to the digital world and the Web:
– Web archiving first experiments
– Selection, cataloguing and digitization of material for
Gallica (http://gallica.bnf.fr), BnF's digital library
– Development of the digital library system for online
access to this material
– Editorial and technical management of BnF's
institutional website (www.bnf.fr)
– Editorial and technical management of BnF's intranet.
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when it came to the functional specification and software
requirements for BnF’s digital preservation repository,
SPAR (Système de Préservation et d’Archivage Réparti)
and its compliancy with the OAIS model.
These leading departments also committed to a mission of
dissemination of skills and expertise within all entities of
the library, as well as joint efforts with the IT for defining
the requirements of the system. The digital library team
always had this twofold concern of building operational
systems while explaining, training and accompanying the
library staff for these new tasks which need to be, at some
point, integrated in the library's workflows.

Bibliothèque
nationale de France
Communication
Institutional Website
Collections
Networks & services
IT department
Legal deposit

Activities associated with digital preservation, from
2003 to 2007, thus involved the previously mentioned
departments as project leaders, but never without the active
contribution of other parts of the library, especially
Audiovisual Department, and corresponding members
from several collection departments. The digital
preservation activity started to be really a shared process
through the regular meetings of dedicated working groups,
and the settlement of a project management organization
with a steering committee.
Standardization was also a major activity for
leveraging collaboration. Staff from the cited departments
was involved in the five year revision process for the OAIS
model (ISO 14721) along with the National Bibliographic
Agency, who contributed their expertise to the
standardization process. Staff from the National
Bibliographic Agency had also been involved in the choice
of a metadata model for the preservation repository (a
combination of METS and PREMIS).
Starting in 2008, the development of the software part
of the SPAR repository (Bermès et al. 2008) required a
shift in the methods of change management support within
the project. Digital preservation needed to be moved into
the mainstream and operational workflows of the library,
in order to set up the adequate context for the system to
run.

Cooperation
Gallica (contents)
Nat. Bibliogr. Agency
Preservation &
Conservation
Digitization
Digital preservation
Digital Library
Web archiving
Digital curation

Figure 1 - Organization chart in 2008: first step
towards dissemination

Finally, in late 2007, the only activities left in the
digital library department were Web archiving on one
hand, and digital curation on the other. Digital curation
involved innovative projects, research and development,
and participation in the design of the digital preservation
repository. This activity had a strong link with the digital
library, the team having been involved in the design and
making of Gallica2, the new version of the digital library.
The team was also in charge of the creation of the OAIPMH repository for digital documents and the conversion
of bibliographic data to adapted standards such as Dublin
Core.

This change followed three main directions.
It was first decided to do away with the Digital
Library Department, and to disseminate associated
expertise (and supposedly, staff) within other existing
departments. No digital library department was needed
anymore, when the entire library had become digital. This
was first envisioned in late 2007 and became officially
effective, after in-depth negotiations with staff from both
ends as well as BnF management board, in April 2008.
The Web archiving activity was attached as a new
service within the Legal Deposit Department.
The Conservation and Preservation Department
strengthened its forces dedicated to digital preservation,
and fostered preservation expertise tasks. A “Preservation
charter” was issued, dedicated to formalizing good
practices and gathering energies around conservation
activities, including digital preservation responsibilities.

Digital preservation activities and organizations
Regarding the digital preservation activity, from 2003
it became a priority for BnF and its development was
shared between the Conservation and Preservation
Department, the IT Department, and the Digital Library
Department. Preservation and Conservation was in charge
of defining guidelines and standards for digitization and
archiving, as well as assessing the needs for the
infrastructure together with the IT. A tender for the digital
preservation and archiving storage infrastructure was
issued in 2005. The IT also conducted a comparative study
on the state of the art of existing OAIS implementation
frameworks. The Digital Library Department got involved
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Regarding the digital curation activity, the suppression
of the Digital Library Department also led to a strong
reorganization of the National Bibliographic Agency which
became, on this occasion, the Bibliographic and Digital
Information Department. This new name was associated
with a broadening of its functions, now involving digital
information management as well as traditional
bibliographic expertise, along with a reinforcement of the
links with the IT in the process of designing the
information system. These activities include a contribution
to digital preservation activities, but rather focussed on
metadata issues.

change, and later on as an open session for the whole
library staff in 2009.
This training includes an introduction to digital
libraries, digital documents, and digital preservation, and
then three optional tutorials, one on metadata and protocols
(including semantic web technologies), one on useroriented design (including usage studies, accessibility and
usability, and the Web 2.0), and one on digitization and
preservation (including rights management, preservation
metadata and persistent identifiers).
1. Digital
information
initiation

Bibliothèque
nationale de France

-Definition of the
digital Library and
user-oriented
design

Collections

-Definition of
digital material /
digital heritage

Digital curation (not as an organization
but as a disseminated activity)

-Search and
retrieval
mechanisms,
search engines,
protocols

Networks & services
IT department

-An introduction
to digital
preservation and
the OAIS model

Legal deposit
Web archiving
Cooperation

-An introduction
to XML (optional)

Gallica (contents)

2. Data models
for digital
information

3. Project
management in
the digital
environment

4. From
digitization to
long term
preservation

-Metadata
standards :
Dublin Core,
MPEG21 DIDL,
MarcXchange

-Project
management
methodology

-Presentation of
the digitization
workflow

-User studies

-File formats for
digitization

-The OAI-PMH
protocol

-GUIs usability
and accessibility

-An introduction
to Semantic Web
technologies

-An introduction
to the Web 2.0 :
use in libraries

-Semantic Web
technologies
tutorial (RDF and
SPARQL)

-Functional
requirements for
digital libraries,
search engines
and catalogues

-An introduction
to SPAR, the
digital
preservation
repository
-Persistent
identifiers
-Preservation
metadata (METS,
PREMIS)
-Digital rights
management

Figure 3 - Training programme for Digital information
management, as of 2009

Bibliographic and
digital information

In 2009, about 100 staff members took the
introductory training, and 20 to 50 staff members attended
at least one of the other tutorials. These figures may seem
low compared to the total staff of the library (around 2500
full-time equivalents) but they're still significant when
compared with the number of staff actually involved in
digital operations.
Third, targeted actions in the organization and human
resources perspective were initiated in collaboration with
the Human Resources Direction, aiming at facilitating the
definition of needed processes and human support for
digital tasks (including digital preservation), and at
preparing further change and adoption of digital activities
within BnF. This specific challenge will be addressed more
in-depth in the following sections of this paper.

Prospective,
standards, metadata
Preservation &
Conservation
Digitization
Digital Preservation

Figure 2 - Organization chart in 2009: dissemination of
digital activities

In the meantime, the IT Department also changed
some of their processes in order to have a project
management based organization and to merge the
development of the bibliographic information system with
the development of the digital information system.

Pressing need for clarity: trying our hand at
digital organizational studies

Skills and staff solutions
Second, a complete training session of seven days on
digital information management was created to disseminate
the skills in the library. This training session was first
proposed only to the staff from the former National
Bibliographic Agency, as a support for the organizational

Changes initiated by the dissemination of specialized
staff have been amplified by the growing reach of digital
activities, in particular mass digitization and digital
preservation. Organizations and workflows in digital
preservation always were a concern, from the beginning of
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the SPAR project. However, in 2008, the instruction of a
digital preservation related project faced obstacles in such
a way as to make conducting an organizational study
across BnF, and a long-term project on the impacts of
digital changes in the library, unavoidable.

deeper analysis of users’ needs, to greatly increase
awareness of intellectual property issues and to rally
energies to the development of Solon. Further analysis of
the future integration of Solon in existing workflows is still
needed.

A two-fold plan

Lessons learnt

The implementation of a digital preservation system at
BnF has been tied from the beginning to the development
of an application named Solon, aimed at managing digital
rights in a dynamic way (Martin 2007). In the fall of 2008,
the working group in charge of this application was
nearing completion of its work on GUIs when it realized
that its knowledge of existing workflows in digital rights
management was insufficient to ensure Solon would match
the requirements of all its potential users. This led to
acknowledge the need for a broader evaluation of BnF’s
changes under digital influence. A two-fold plan was set up
by a dedicated working group.
The agents that had been working on Solon would
conduct a survey of existing practices in digital rights
management, in order to allow the development of the
application to continue. This was named Solon-ORH,
which stands for Organization and Human Resources;
A longer-term study of the impact of the
multiplication of all things digital across the library would
also be launched. The project is called ORH-ION
(Organisation et Ressources Humaines, Impacts
Organisationnels du Numérique: Organization and Human
Resources under Digital Influence)

Solon-ORH also provided interesting lessons for
further studies on BnF’s organizational and digital issues.
The study was conducted by librarians, with no specific
training in such work: more professional guidance and inhouse feedback might be required in the future.
The library world is not as uniform as one would
imagine, even on such crossover subjects as intellectual
property rights, which have been permeating the library’s
activities for close to 30 years. There might be hope for
faster adoption of digital preservation best practices,
provided that efforts in raising awareness in this field are
maintained. Last but not least, schedule slips are to be
expected, as always. Given the variety of profiles in BnF,
and the relative newness of digital preservation challenges,
time to make these issues one’s own cannot and should not
be compressed: speed might be counter-productive.

Betting on the long term: a study of learning
organizations
Organizing a study on organizations proved to be a
challenge on its own. The working group was composed of
as many representatives as possible from every library
department involved in or impacted by digital preservation,
but it faced issues of legitimacy vs. inertia, innovation vs.
good enough, inside knowledge vs. outside supervision, or
pragmatism vs. long-term thinking. It proved a lesson in
patience and caution: the bigger the institution, the more
coordination is needed, and the harder it is to recruit a large
number of participants.
The strong commitment of the Department of Human
Resources was instrumental in bringing the project to
fruition: they are a natural ally on these questions, and
were able to provide methodological support in this type of
study, although they are also unsure about these new
developments in BnF’s structures and skills.
In the end, in spite of delays in both the projects
motivating the study and in the organizational study itself,
the results obtained as of summer 2009 turned out to be a
useful survey of BnF’s current situation and a stepping
block for the future.

Solon-ORH: a tryout in digital organizational
studies
Digital rights management is a library-wide concern,
from the legal to the publishing services, including the
many departments that contribute to the digital library. The
Solon working group, composed of half a dozen people,
had to mobilize a vast array of staff. To do so, they
convened a meeting with the library executive board in
December 2008. The goal of the meeting was to identify
the names of agents who have to do with digital rights
issues in their day-to-day activity. These agents would be
interviewed for the study after being introduced to the
project through two additional meetings. This system was
meant to build a panel of interviewees based on reliable
knowledge of the services’ activities.
48 names were submitted and 38 people’s testimonies
were recorded between March and May 2009, and a formal
presentation of the end results to the concerned parties took
place on September 25. This represented a respectable
amount of work for the six interviewers, who had no
formal training in sociology or statistics, nor any dedicated
time allotted for this study. A detailed questionnaire was
used, in order to compare answers more easily, but
quantitative analysis proved impossible due to the variety
of situations. Nevertheless, Solon-ORH results allowed the
working group to detail and revise its planning based on a

A scoping study
ORHION started with a very ambitious plan and a
very tight schedule. The working group was composed of a
dozen members, 4 from the Department of Human
Resources and 8 from library services closely involved in
collection digitization and digital preservation. Its initial
mandate, as approved by BnF’s management, was to
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bandied about by agents working on digital documents, in
training sessions on digital preservation, or in discussions
on the library’s evolution, particularly in the context of
digital “collection management” or “curation”. This notion
emerged as part of the work on the OAIS functional model
and the ways to implement Preservation Planning in BnF’s
preservation system, but it is truly far-reaching in its
implications. The definition of what the digital collection
(collections?) is, and what it actually means to curate it,
can only be found in relation to the library’s collections as
a whole and to the diversity of users’ practices; it will
require clarification at a strategic level as well.
For now, we can already see that digital projects
require more collaboration between services than most of
the library’s former tasks. What the preliminary study
confirmed is the tight integration of all activities that
revolve around digital preservation, from the selection of
digital documents to create or collect, up to the delivery to
the end user. BnF’s current structure is quite hierarchical,
with entities focusing on certain types of collections, or
certain technical workflows. Transverse committees do
exist, but they are perceived as lacking decisional power.
Most interviewees felt work was needed to develop
workflows that span easily across organizational borders,
as it is tentatively done with the introduction of project and
product managers for digitization campaigns or BnF’s
digital library.

supervise a three-folded action over the course of a year: a
preliminary study, a detailed enquiry with the help of a
consultant, and a first implementation. Speed seemed
essential then due to the digital preservation and digital
rights management systems schedule; as their starting date
was pushed back, the preliminary study did not have to be
so rushed, and more time was available to reflect on what
the study’s ultimate goals should be.
This scoping study was conducted from October 2008
to May 2009, when 17 key players in BnF’s digital domain
were interviewed, following a half a dozen themes. Its
objective was not to find solutions to whatever
organizational problem might appear, but to identify what
the problems were, and to learn from the ideas and doubts
expressed by the staff working in the digital domain. To
analyze the answers, strong positions and notable ideas that
came forward in the interviews were written down when
they appeared in repeated readings, whether in a positive or
negative way. From this first sifting through the collected
data, six main wishes emerged, as well as a list of what
was expected of ORHION.

Six wishes
1. Clarify the institution’s policy
2. Define priorities
This first couple of wishes reflects concerns about
BnF’s digital strategic vision and leadership: although the
library has always been clear on setting digital as one of its
top priorities, more detailed guidelines were needed.
Digital is a relatively new, fast evolving domain. The
foundations of BnF’s policy have been stated in several
official documents: the library’s performance contract with
the Government, and its Digital Roadmap, a high-level
document charting the library’s activities and objectives
related to new technologies. These documents do not seem
sufficient yet to establish the new array of missions as a
permanent part of the library’s life: these initiatives are still
considered by many agents as temporary experiments, and
there is no drive to conduct a thorough exploration of what
digital entails for BnF as a whole.
Moreover, many worry about digital activities as
additional work, while financial and human resources
remain constant: executives wonder what they should
focus their agents’ efforts on. They look forward to a more
thoughtful approach to balancing the workload, and expect
decision making processes designed to determine whether
an activity should be reduced or phased out, while keeping
in line with BnF’s missions.

5. Develop skills
6. Analyse the evolutions of job qualifications
These last two wishes fall more closely in the
traditional realm of human resources: revisiting job
requirements and updating staff skills in order to meet
them.
Up to now, the skills needed to cope with BnF’s
projects in the digital domain have been acquired mostly
on the fly, with a small community of experts at the lead.
While the agents have maintained the required level of
knowledge so far, they worry about their ability to continue
to do so in the long run as digital missions become more
and more complex and permeating, and about the
capacities of others outside this core group to step up to the
challenge. There seems to be a wish for guidance in skills
management, through an offer tailored to the variety of
staff in contact with all things digital, from the IT
engineers who run the storage facilities to the electronic
resources acquisition librarians who must be able to
evaluate the persistence of the material they gather. Due to
this diversity of situations, and to the informal ways of
gathering knowledge that have found their place in the
library so far, the preliminary study’s results point to a
wide-ranging training plan, including formal lectures as
well as tutoring or self training.
This need for a comprehensive and flexible training
plan is further challenged by the blurring borders between
previously well separated jobs. A strong theme in some of
the interviews was the evolving relationships between the
functional experts, developers and systems administrators

3. Define what a digital collection is
4. Facilitate transverse workflows
While the first two needs expressed in the study
involved BnF’s policy and top level decisions, other
concerns were expressed about the operational level of
digital developments at the library.
First and foremost is the quasi philosophical question
of what exactly a “digital collection” is. The phrase is

28

awareness by word of mouth, over the long term. BnF
might need to monitor the impact of new technologies on
its organizations, create a knowledge base from
observations inside and outside the library, facilitate
experience sharing among staff and foster library-wide
participation in mapping BnF’s changes. How such goals
could be met, and what means would be required to do so,
is next on ORHION’s agenda.

of the Information Systems Department, and the librarian
majority. In the past few years, a bigger part of BnF’s staff
that was originally trained exclusively in library science
has taken an interest in IT matters, through individual
inclination and necessity, in order to participate more
actively in BnF’s digital projects. We have to determine
whether this hybridization of skills is bound to develop on
a large scale, or whether BnF needs to recruit people with a
different record than the homogeneous majority of
librarians, or both. The library will have to update its job
descriptions accordingly.
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Innovative solutions needed
The main lesson from the ORHION experiment could
be that there is no ready-made solution to BnF’s
organizational challenges, and that this is particularly true
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are still being defined at the international level. It should
also be no surprise that analyzing organizations in
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— the first phase of ORHION, which was estimated as a
trimester’s work, actually took a year to complete. As long
as digital has not become an ordinary task in the library, it
might be necessary to adjust to the measured rhythm of
these learning organizations.
That being said, all the work accomplished on BnF’s
digital organizations so far shows that there is interest
among the agents involved in these subjects and BnF’s
management as well, in a closer investigation of the
changes in the library’s structures and skills. In order to
reconcile the need to reflect on organizations and job
requirements, and the prospective nature of most things
digital at BnF, we are looking into unconventional
solutions as well.
BnF’s digital strategy will be further detailed through
its work on a national and an institutional “digital
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Department of Culture and Communication in 2008 to
coordinate a working group that will submit a blueprint for
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integration of the digital components of its activities in its
traditional missions. The comprehensive accompanying
document that will detail each of these activities could be
the answer to wishes 1 and 2, and clarify BnF’s policies
and priorities.
As to the study’s fifth and sixth wishes, the
Department of Human Resources is planning to review
BnF’s job descriptions guide while paying special attention
to the requirements of digital projects.
Questions 3 and 4, what a digital collection is, and
how to facilitate transverse workflows, find no clear-cut
satisfying answers in BnF’s existing array of structures and
actions so far. Given the changing scope of the digital
domain in the library, we may have to look for an
innovative solution, aiming mostly at developing
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and their frequency. For example, corporate logos are often
implemented with dedicated fonts containing a single
glyph. There may be no substantive information loss from
a missing logo for most purposes. In contrast, substitution
for mathematical symbols may result in total information
loss. For example, our experimental data include 9
documents with program listings for the Texas Instruments
TI-83 series calculators rendered with the Ti83Pluspc font
which provides various mathematical symbols; these
program listings are incomprehensible when rendered
without this obscure font. This is illustrated in Figure 1.
Compounding the problem, Texas Instruments has
published a variety of calculator fonts with different
internal names and possibly incompatible glyphs.

Abstract
For millions of legacy documents, correct rendering
depends upon resources such as fonts that are not generally
embedded within the document structure. Yet there is
significant risk of information loss due to missing or
incorrectly substituted fonts.
In this paper we use a collection of 230,000 Word
documents to assess the difficulty of matching font
requirements with a database of fonts. We describe the
identifying information contained in common font formats,
font requirements stored in Word documents, the API
provided by Windows to support font requests by
applications, the documented substitution algorithms used
by Windows when requested fonts are not available, and the
ways in which support software might be used to control
font substitution in a preservation environment.

LBL A:ClrHome
If N<4:Goto Ø
CubicReg L1,L2:3→T:"aX3+bX2+cX+D"→Y1
Disp "aX3+bX2+cX+d"

Overview
Q. I need ‘font x’. ... Can you tell me where I can get it?
A. This is very unlikely, as there are over 100,000 digital
fonts in existence.1

Correctly Rendered

Lbl A:ClrHome
If N<4:Goto 0
CubicReg L ,L,:3üT:"aXÓ+bXÜ+cX+d"üY
Disp "aXÓ+bXÜ+cX+d"

Doubtless, many readers have witnessed PowerPoint
presentations where the slides were clearly missing glyphs
(visible characters) or were otherwise poorly rendered. In
most cases, this unhappy event is the direct result of
copying the presentation from the machine upon which it
was created to a machine provided for the presentation
without ensuring that the target machine has the required
fonts. The reason is not always clear to the presenter
because Microsoft Office performs font substitution
without warning.
Annoying font substitutions occur frequently. For
example, symbols such as apostrophes and quotations
are rendered with the “WP Typographic Symbol” font in
WordPerfect Office 11. When these documents are
migrated to Microsoft Word, this font dependence is
preserved, and when the documents are rendered on
machines without this font, these symbols become “A” and
“@” as in: “in the AStrategies and Assessment@
Column”.2
The degree of information loss due to substitution
depends both upon the importance of the glyphs substituted
1

http://www.microsoft.com/typography/FontSearchFAQ.mspx

2

http://www.wpuniverse.com/vb/showthread.php?threadid=16756

Default Substitution

Figure 1: T183plus font samples
In the process of preparing this paper we found several
documents with barcodes rendered using the font “Barcode
3 of 9 by request”. When rendered with font substitutions,
the bar codes of the numbers are replaced by Arabic
numerals. Thus, the substitution preserved the numeric
meaning, but not the functional ability to be scanned!
Unfortunately, there are many barcode fonts and we were
unable to find the required font; however, we were able to
find a suitable substitute and to configure Office to accept
our substitute as illustrated in Figure 2.
*0260931*

Default Substitution

Forced Substitution of “Code39Azalea”

Figure 2: Barcode Rendering
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gathering information from fonts and font vendors, we
have created a database containing several thousand
popular fonts. We then describe the information available
in Office documents, and our use of open source libraries
to extract the names of fonts referenced by these
documents. Finally, we describe experiments to match font
names extracted from Microsoft Office documents with
names in our database.

It is difficult to create portable documents that will not
suffer from font substitution when moved to another
machine. Fonts are installed on a platform by the operating
system, by applications, and by individuals. A user has no
way to distinguish between standard fonts offered in an
Office menu and those that have been installed by other
applications. For example, ESRI provides fonts with its
various GIS applications. While these are relatively
specialized applications that are unlikely to be present on
most platforms, there is nothing preventing an Office user
from utilizing the associated fonts. Furthermore, even the
set of standard fonts changes over time – the fonts installed
by Windows XP are not identical to those installed by
Vista. Because of significant differences in the machine
environments, there is a high probability that transferring a
document between machines will result in missing fonts.
A solution to the problem of missing fonts for
document preservation requires three components –
identification of missing fonts, acquisition of the fonts or
suitable substitutes, and configuring a suitable rendering
environment including all fonts or their substitutes. In this
paper we focus on the problem of font identification. The
issues we discuss include extraction of font identification
data from digital documents, the use of that information to
match against a database of known font identifiers, and
techniques for controlling font substitution.
The central analysis in this paper is based upon two
large collections of Word documents – one described in
(Reichherzer and Brown 2006) gathered using glossary
queries to Google, and the second exclusively gathered
from “.gov” sites. The second collection was created to test
an hypothesis that government documents might use more
restricted font sets; however, that did not prove to be the
case.
To test our ability to match font requirements with
font names we gathered font name information from
several major vendors and application software. Names
were extracted from fonts, from published lists of fonts,
and from tables of names provided by vendors.
While the results initially appear depressing – a
common desktop environment can correctly render around
75% of a document collection – there are indications that
with modest work the fonts required to faithfully render
92% of a collection can be readily identified. The problem
of identification is unsolvable in an absolute sense – in any
collection of documents there are likely to be required
fonts that cannot be reasonably identified. There are simply
too many fonts which have been in use and the data on font
names available from font foundries or the fonts
themselves too sparse to guarantee identification.
Furthermore, some documents may include fonts with
corrupt name information – we have seen examples of
documents with indecipherable font names.
The remainder of this paper is organized as follows.
We begin with a discussion of font formats (e.g. TrueType)
and the available font identification information. By

Background
Fonts
A font consists of a set of glyphs indexed by
codepoints (integers) within one or more codepages (a
defined codepoint to a character mapping such as the latin
alphabet) along with various geometric rendering
information. Two fonts may be suitable substitutes if they
contain similar glyphs for all codepoints. While this is
frequently the case where the glyphs represent characters
from common alphabets, there are many special case of
symbolic characters (e.g. mathematical, scientific, or icons)
where substitution of glyphs from another font destroys the
underlying meaning of the document.
While there have been many font formats in use, the
two most common formats for Windows platforms are
PostScript and TrueType. There are still bitmapped fonts
distributed with Windows for MS-DOS compatibility
(FON files) which do appear to be used in some Office
files. However, other than noting that they contain name
strings that can be extracted, we do not discuss them
further.
Although PostScript fonts appear to be in the decline,
they were the dominant font format for at least a decade.
There are several PostScript font formats (e.g. types 0, 1,
and 2) but many of the differences relate to how glyphs are
defined. For font identification, the key information
provided in every PostScript font includes ASCII strings
identifying the font version, family name, font name, and
full name (Adobe Developer Connection 2009). The full
name shows the complete name of a typeface including
style and character set information, and is typically used in
font menus. The font name generally contains much of the
same information as the full name, but in a compressed
form limited to 29 characters. There are conventions for
this compression (for example a rule that reduces the
“words” to a string with 5,3 and 3 characters); however, it
can be challenging to relate the font name strings with
published lists of fonts (Microsoft 2009a).
TrueType was developed by Apple as a competitor to
PostScript fonts and was subsequently adopted by
Windows. Today, TrueType is the most common font
format for Mac OS, the XWindows platform, and
Microsoft Windows. The file format for TrueType is now
covered by the OpenType specification (which can serve as
a container for PostScript fonts). OpenType files are
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“Raster fonts”, “Vector fonts”, “True-Type fonts”, and
“Downloadable fonts”.
Word documents store their knowledge about fonts in
a similar structure table of “font family names” (FFN),
which include the name string (from the LOGFONT
structure), a flag indicating whether the font is TrueType,
the character set, the font weight and style, PANOSE
number, and a 20-byte “font signature” (Microsoft 2009c).
The name string is either in UTF-16 or ASCII depending
upon the version of Word creating a document. The font
signature indicates the Unicode (16 bytes) and Windows
code pages (8 bytes) for which the font contains glyphs.
Similar data exist in the OS/2 metrics table for OpenType
fonts and might be useful for verifying that a font file
matches the font referenced by a Word document.
PANOSE numbers were developed in the 1980’s
(Bauermeister 1987) as a mechanism for classifying fonts
with the explicit goal of identifying good substitutes.
While TrueType fonts include PANOSE numbers, and
Word retains those numbers in its font tables, published
research suggests that PANOSE has not been widely
implemented correctly – many fonts have “default” values
(Impson 2005). Furthermore, where PANOSE is correctly
used the information is likely to be of little added value for
font identification because these fonts tend to be those
distributed by major vendors such as Microsoft for which
accurate font name data has been recorded.
In our work, we rely upon the font name strings
extracted from Office documents. While every Word
document contains a single font name table, not all fonts
listed in this table are used by the document. Furthermore,
our experience suggests that as a document evolves, Word
fails to properly delete unused entries and empty or
“garbage collect” name strings. Thus, extracting the set of
valid name strings requires walking the document
character by character.

organized as a set of tables. The most important tables for
our work are the naming tables (name) and the table (OS/2)
containing Windows metrics including the Unicode and
Windows code page ranges. The name table includes
various strings keyed by platform, encoding, language, and
name. Platforms include Windows and Macintosh.
Encodings are platform specific – on the Macintosh these
correspond to script manager codes (e.g. Roman, Japanese,
etc.). On Windows, common encodings include Unicode
UCS-2 and UCS-4.
OpenType language IDs are platform-specific, and are
used to indicate various language specific translations of
the name strings. The types of names include copyright,
font family, font subfamily, full font name, and PostScript
names. The language used in font name strings within
Office documents corresponds (where available) to the
language for the Windows platform upon which the
document was created; for example, “Arial Bold”, “Arial
Negrita”, “Arial Vet”, and “Arial Gras” are the English,
Spanish, Dutch, and French names for the same font. In
gathering font data for this paper we found that only the
most widely used fonts tend to have name strings in
multiple languages and several large foundries provided
only English names strings with the majority of their fonts.

Fonts in Windows and Word
In this paper we concentrate on the legacy Microsoft
Word binary format. While we have performed no specific
work with other formats (e.g. WordPerfect) there is good
reason to believe that the conclusions will be similar
because application programs such as Word and
WordPerfect depend upon the underlying operating system
API for access to and rendering of installed fonts. The font
information embedded in a document is ultimately based
upon the information available from the system API. Thus,
we begin with a brief examination of the Win32 font
functionality as described in the MSDN documentation
(Microsoft Developer Network 2009). A complete analysis
examining the APIs of other operating systems (e.g. for the
Macintosh) is beyond the scope of this paper.
The central data structure used by an application to
exchange font information with the Windows operating
system is the “logical font” or LOGFONT structure that is
used to describe the most significant features of a font.
Applications create LOGFONT structures to request that
Windows find a matching font and Windows enumerates
available fonts for applications by generating LOGFONT
structures. The structure provides information such as
weight, orientation, and style (e.g. script, decorative,
roman) as well as a (maximum) 32 character (Unicode or
ASCII) name for the font. The metrics provide geometric
information such as pitch and width, style information such
as italic or underlined, and information about the range and
type of the character set supported (e.g. ANSI, Symbol,
Turkish). The type information can be used to distinguish

Font Matching Experiments
In this Section we use two data sets totaling
approximately 230,000 Word documents to evaluate the
difficulty of identifying referenced fonts given a database
of font information. The primary identification technique
we utilize is based upon name matching; however, we also
evaluate the utility of the other font metrics recorded in
Word documents.
We had hoped to build a database of font information
extracted from the fonts published by the major foundries;
however, we found most foundries reluctant to provide the
requested information and the cost of purchasing fonts not
justified by this exploratory research.3 We resorted to
combining information from a variety of sources including
font files and font name information provided by several

3

We are grateful to Bitstream for providing a large collection of fonts,
FontFont and URW for providing tables of font name information.
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Foundry
Source
Adobe
Bitstream
FontFont
URW

Data Type
Published Table
TrueType Fonts
Foundry Supplied Table
Foundry Supplied Table

Number of
Fonts
2,374
1,556
11,973
2,358

Operating System
Microsoft Windows +
Office
Mac OS X + Office
Adobe PostScript 3 Fonts
Microsoft Applications
WordPerfect

Font Files
Font Files

444
332

Application
Published List
Published List
TrueType Fonts
Table 1: Font Data

collections include fonts provided with various Mac OS X
and MS Windows distributions, fonts distributed with
applications such as Microsoft Office and WordPerfect,
and fonts donated by Bitstream. The font data we
collected are summarized in Table 1.
To determine the fonts used in Word documents, we
wrote a custom application based upon the open source
library libwv which is the basis for file import in
Abiword and other applications (Lachowicz 2009).
Through comparing key aspects of libwv with the
published specification, we believe libwv is relatively
correct – there are aspects of the specification that are far
from clear, and specific notes point to items requiring
further work. The libwv software provides a basic
document processing function with application-specific
callback functions. For our work, it was necessary only to
provide a function to track the fonts specified at the
beginning of a text run and a function to process each
character in a text run. For each font in the document
name table, we record both the codepoints used and the
number of characters referencing the font. Selection of the
correct font for a given character is actually done
incorrectly in libwv – the code does not implement the
“font calculation” described in Appendix B of the Word
2007 Binary File Format document (Microsoft 2009c).
We corrected this error in our work. Our code generates
reports including the active font names with the number
of codepoints and characters from each font as well as the
other font metrics recorded in the Word document.
Given the font information extracted from a
collection of Word documents and a database of font
names we can determine which extracted names exactly
match names in the database. While there appear to be
opportunities to apply various heuristics for inexact
matching (for example longest matching prefixes), our
examination of the names suggests there are many special

103
537
1,080

cases, thus we studied exact matching as a baseline. We
matched names against three distinct name sets – our
complete collection, the names extracted from an
installation of Windows XP and Office 2007, and the
single name “Times New Roman” which is the most
common font referenced in our data sets.
Our metric for each font collection is the percentage
of documents whose font requirements can be completely
met (satisfied) by that collection. We compare these
results with the percentage of “satisfied documents” given
font collections of the N most referenced fonts for all
values of N. The results for our glossary based collection
(3910 fonts) are illustrated in Figure 3 and those for the
“.gov” (1920 fonts) documents are illustrated in Figure 4.
Although the total number of referenced fonts differs, the
overall results are quite similar – roughly 31-39%
satisfied by Times New Roman, 72-79% satisfied by XP
and Office, and 90-94% satisfied by our more
comprehensive collection. Notice that in both cases the
top 100 fonts satisfy approximately 92% of the
documents.
As mentioned above, exact name matching is
probably too pessimistic. For example, we noticed many
variations on fonts including the word “Times”. Some of
this variation is due to similar fonts published by different
vendors, some is due to changes in name conventions
from the early bitmapped fonts to PostScript fonts to
Truetype, and some is due to significant differences.
The top 10 “Times” fonts and their fraction of reference
from the two document collections is illustrated in Table
2. The complete list comprises 375 fonts and 49% of all
font references. Note that the values in Table 2 are
calculated from the total number of references rather than
the percentage of documents satisfied.
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Figure 3: Font Usage for Glossary Documents
Even if all variations on Times, after suitable
analysis, proved to be equivalent, the overall problem
isn’t significantly simplified. The extremely long tail on
font usage means achieving a 95% satisfaction level for a
document collection is tractable, achieving 99% may not
be feasible. Furthermore, our experience suggests that
finding many of the identified fonts will be quite
challenging.
Ultimately, preservation of documents will require
selection of suitable font substitutes either because a
particular font cannot be obtained or identified. Thus, we
examined other data that might aid in characterizing
suitable substitutes or in determining whether a required
Times New Roman
Times
CG Times
Times New Roman
Times New Roman Bold
Times New Roman, Bold
Times New (W1)
CG Times (W1)
Times New Roman PSMT
Times-Roman < 0.5%
...
Total (375)

font is critical to preserving the information content of a
document.
The primary additional font metrics available from
Word documents include the font family (Roman, Swiss,
etc.) and pitch, the font weight, Panose number, and Code
sets (Unicode and Windows). The two font families that
are likely to be safely substituted are Roman and Swiss
(serif and san serif fonts respectively). It is less clear
whether Modern or Script can be substituted, and
Decorative generally cannot be substituted. As illustrated
in Table 3 and Table 4, either the font family or pitch
information has a “default” value for nearly 40% of all
referenced fonts. The font family categories are described
in (Microsoft 2009b).

42%
3%
1%
0.5%
< 0.5%
< 0.5%
< 0.5%
< 0.5%
< 0.5%
< 0.5%

Default
Fixed Pitch
Variable Pitch

40%
3%
57%

Table 3: Font Pitch

Unicode range and Codepage information can be used to
analyze font data at a finer granularity, providing a clearer
picture of why a particular font may be used in a given
document (e.g. in order to satisfy the need for particular
glyphs) and potential guidance on selection of a suitable
substitute. We intend to explore the use of such
information in future research.

...
49%

Table 2: Times Variations. Percentages calculated from
number of times each font variation is encountered.
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Figure 4: Font Usage for Government Documents

Default
Roman
Swiss
Modern
Script
Decorative

Do not care or
don’t know
Serif fonts with
variable stroke
width
San serif fonts with
variable stroke
width
Constant stroke
width
Handwriting
Novelty or other

large databases, they are often incomplete, inaccurate, and
cannot be automatically queried. We encountered a
variety of problems with names containing non-ASCII
characters, compressed names, variations of known
names, and rare or specialized fonts. Processing
compressed names in particular may be platform specific.
For example, the Windows fonts named “Helv” and “Tms
Rmn” in Windows 3.0 were renamed to “MS Sans Serif”
and “MS Serif”, respectively, in Windows 3.1. Modern
iterations of the Microsoft operating system maintain a
system-accessible map in the font substitution registry
subkey to correctly map these names. However, on
Macintosh platforms the proper substitutions remain
unavailable.
Font substitution in Microsoft Windows is performed
according to a “closest match” criteria calculated as a
weighted sum from a vector of information corresponding
to the LOGFONT structure. As the name suggests, this
information does not correspond to a “physical” font (e.g.
the data that defined a font installed or loaded into the
task environment) but rather a “logical” font composed of
a sequence of properties requested as a result of a user
action or application request during the loading of a
document.
When an application is tasked with displaying text in
a given font, it performs an API function call populated
with values from the LOGFONT corresponding to the
desired (logical) attributes. Windows realizes a best match

42%
28%
21.5%
4.5%
2%
2%

Table 4: Font Family

As mentioned, many fonts are used for a single or
few glyphs. In the case of the document collections
studied, nearly 10% of all referenced fonts were never
used for more than a single glyph of these. Unfortunately,
even assuming all these fonts are known (by adding the
names to our database) doesn’t appreciably alter our
“satisfaction” rate.

Font Substitution
Locating missing fonts using name strings as a
primary identifier is challenging. While a number of
websites providing font search (one-at-a-time) based upon
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to font mapping functions within GDI+. This is important
because it exposes a significant preservation issue; even
when document specifications are well documented (or
fully open), the behavior of the application most
commonly used to render those documents becomes the
defacto standard for all rendering services. If the behavior
of such an application depends on code or API functions
that are not generally exposed, the “openness” of the
format is not necessarily a guarantee of preservationfriendliness.
David Levy notes that the severity of the risk posed
by font substitution depends on a variety of factors, that
“even in these simplest of cases, sensitivity to the
circumstances of use is crucial to determining what is to
be preserved—what counts as successful preservation”
(Levy 1998). Font selection algorithms are complex, and
the substitution actions performed may be opaque to
anyone who is not a typographer or software developer.
However, simple tools can assist the user in determining
the degree to which a rendered document is well-formed
(or exhibits information loss). In the following section, we
briefly describe a prototype to provide this service.

to the desired font by searching the installed fonts to find
one with values closest to this attribute set. As previously
noted, these attributes include font family names, font
weight, font width, and font slope. An obvious
consequence of this is that the (absolute) best match may
correspond to a font not installed on the system.
Font matching information is precalculated and
cached from existing font collections according to a
detailed algorithm designed to support efficient font
matching on request. In addition to the attributes noted
above, this process includes the generation of combined
Family and Face names, extraction and resolution of
various terms for style and weight (for example, “Bold
Face” to be treated the same as “Bold”), and the
extraction of canonical numerical representations.
Fonts are subsequently matched by location of an
exact (or longest-substring match) FontFamily name, a
matching face from the candidate face list (computed as a
weighted attribute vector based on FontStretch, FontStyle,
and FontWeight - prioritized in that order), and
localization settings.
Microsoft provides detailed information on font
matching in Windows under the Windows Presentation
Foundation (Microsoft 2009d). In some cases, a matched
font may not contain the required glyphs (for example, a
font with a Latin-only glyph-set requested to render
glyphs in an unsupported codepoint range). The Microsoft
Unicode rendering service, Uniscribe, will automatically
render the unsupported script in the appropriate fallback
font (Kaplan 2009).
In order to provide more accurate mapping from
logical to physical fonts and account for improved
rendering technologies, Microsoft introduced improved
APIs in Windows XP (moving from GDI to GDI+) and
Windows 7 (with the development of DirectWrite). As a
result, the font substitution actions performed by different
versions of Microsoft Office may be inconsistent.
Additionally, the default font substitution algorithm
implemented in GDI+ may be overridden within an
application. Because of this, it can be difficult to
accurately replicate substitution actions performed by a
proprietary application such as Microsoft Word. This can
be demonstrated via a simple experiment using fonts
provided with the operating system. If a LOGFONT
structure is populated completely with information from a
font loaded into the system font table using an API call
such as AddFontResourceEx(), and that font is then
unloaded, a subsequent call to the function CreateFont()
under Windows XP (GDI+) will frequently result in
mapping that differs from the substitution performed by
Microsoft Office.
Furthering the problem, there is not enough
information included in a legacy Word (.doc) file for any
font used to completely fill the LOGFONT structure. Font
information that is available, such as the PANOSE
number or a substitution “hint”, cannot be passed directly

Discussion
We have shown that the majority of digital
documents obtained from a wide range of sources (up to
79%) can be rendered accurately using fonts appearing in
modern desktop environments such as the combination of
Microsoft Windows and Microsoft Office. With a small
amount of additional work—using information drawn
from font foundries, performing family name matches for
legacy fonts or commercial fonts for which distribution
has ceased, we can expect to increase this coverage to
92%.
This nevertheless leaves a large number of
documents unaccounted for. Microsoft’s own search
engine indexes nearly 60 million documents currently
available on the web. At this level of coverage, 1.8
million documents are guaranteed to be rendered
inconsistently on a typical workstation. For many of these
documents, the loss of information may be negligible. It is
impossible, however, to quantify this without appropriate
software tools to analyze the risk to a particular
collection.
Even with access to the full documentation for a
legacy proprietary format, replicating the behavior of the
original environment used to render that document can be
extremely difficult—or impossible—for tasks as
seemingly basic as font selection and use. While
publishers and institutional archives build support around
work-flows optimized for “born archival” documents, the
majority of the documents produced in the world today
continue to be created using proprietary office software
with font embedding disabled. With an open syntactic
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specification for the documents, the font identification
and selection problem remains.
Automated tools to simplify the identification and
location of missing fonts in document sets can
significantly reduce the risk of information loss in an
archive. As part of our ongoing research, we are
developing tools to assist archivists in processing and
analyzing font information from large collections of
documents. Our current tool is capable of automatically
preprocessing collections of Microsoft Word documents,
identifying ranges of characters for which fonts are not
available, and rendering those ranges separately from the
remainder of the document for examination. In concert
with this tool, we have developed a plug-in for Word
which automatically locates and highlights ranges for
which fonts or characters have been substituted.
Our research demonstrates the need for simple,
effective tools to correctly identify font information and
locate missing font data in order to facilitate lossless
rendering. We show that effective rendering of
heterogeneous document collections can only occur when
supported by a database of information drawn from
multiple vendors; no existing identification technology
provides universal or even adequate coverage. Proper
archival handling of these digital objects should include
tools to rapidly and selectively present to a human
relevant document segments for quality assurance in order
to mitigate risk during subsequent archival and access
events.
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Abstract
TIPR, Towards Interoperable Preservation Repositories,
is a project funded by the Institute of Museum and Library
Services to create and test the Repository eXchange
Package (RXP). The package will make it possible to
transfer complex digital objects between dissimilar
preservation repositories. For reasons of redundancy,
succession planning and software migration, such
repositories must be able to exchange copies of archival
information packages with each other. Every different
repository design, however, describes and structures its
archival packages differently. Therefore each type produces
dissemination packages that are rarely understandable or
usable as submission packages by other repositories. The
RXP is an answer to that mismatch. Other solutions for
transferring packages between repositories focus either on
transfers between repositories of the same type, such as
DSpace-to-DSpace transfers, or on processes that translate a
specific dissemination format into a specific submission
package. Rather than build translators between many
dissimilar repository types, the TIPR project has defined a
standards-based package of metadata files that can act as an
intermediary information package, the RXP, a lingua franca
all repositories can read and write.
In this paper we present the assumptions and principles
underlying the TIPR concept of repository-to-repository
exchange, and proceed to describe three aspects of the TIPR
project: the RXP format itself; the tests we are conducting
to prove and improve the use of the RXP; and finally, issues
that have arisen in the course of the project so far.

to it, say a university-operated institutional repository. A
few years later a new preservation repository specifically
tailored to Geographic Information Systems opens for
business. The library may want to collect its archived GIS
content from the institutional repository and deposit a copy
in the special GIS repository.
In a second use case, the institutional repository
posited in the first case ceases operation, perhaps because
the university has an opportunity to become a member of a
larger shared repository with more preservation
functionality. In this case the entire stored content of the
institutional repository must be transferred to the shared
repository.
In a third case, the university might decide to change
repository systems from the old institutional repository it
was running to a second-generation preservation repository
system. In this case again the entire content of the
institutional repository must be transferred to the new
preservation application.
In the OAIS model, digital objects are submitted to
preservation repositories as Submission Information
Packages (SIPs); the process of Ingest transforms a SIP
into an Archival Information Package (AIP) for storage;
and the process of dissemination transforms an AIP into a
Dissemination Information Package (DIP) for export. In
OAIS terms, then, transferring a copy of a stored object
from repository A to repository B is a matter of A
transforming an AIP into a DIP to be ingested as a SIP by
B. Because different repository systems describe and
structure their archival packages differently, a DIP
produced by one repository is unlikely to be directly usable
as a SIP by another. Therefore A's DIP must be somehow
be transformed into a SIP that B can ingest.
The TIPR approach to this problem is to define a
common exchange package format, the Repository
Exchange Package (RXP). In this model, every repository
need only understand two package formats, the RXP and
its own native DIP, in order to be able to exchange
packages with all other repositories. The TIPR model is
shown in Figure 1. (An alternate model called Hub and
Spokes or "HandS" is used by the Echo Depository project,

Introduction
Towards Interoperable Preservation Repositories
(TIPR) is a two-year project partnership between the
Florida Center for Library Automation, Cornell University
and New York University, funded by the Institute of
Museum and Library Services (IMLS). The goal of the
project is to develop, test and promote a standard
interchange format for exchanging stored information
packages among OAIS-based preservation repositories.
The use cases for transferring copies of stored
information packages from one repository to another are
entirely practical. For example, at this time there are few
true preservation repositories and most are operated for the
use of particular constituencies. Imagine a library that
archives its digital content in the only repository available
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images were migrated from JPEG to JPEG2000, a third
representation would be created, and again, a given
repository could treat the three representations as one, two
or three AIPs. The three TIPR project partners have
implemented preservation repositories with quite different
approaches to representations, so they provide a good
testbed for these requirements.
Requirement (4) is possibly the heart of the project
and what distinguishes TIPR from other exercises in
package exchange. The TIPR partners believe that package
transfer is not a matter of the mere duplication or
replication of data. Certain information critical to digital
preservation must be not only stored but also understood
by the target (receiving) repository. Understanding in this
context means that the metadata elements and values can
be mapped to equivalent elements and values in the
receiving system. A meaningful exchange in the
preservation context dictates that interoperability must be
semantic as well as syntactic.
A major early task of the project was to decide which
types of metadata potentially maintained by the sending
repository would need to be understood by the receiving
repository. Various categories of administrative,
preservation, and format-specific technical metadata were
analyzed in turn. The project decided that most types of
metadata could be recreated by the receiving repository,
simply stored as received, or covered by a repository-torepository Service Agreement. However, information
pertaining to rights and to digital provenance (the history
of ownership and actions affecting the object) must be
understood. The case for rights metadata is
straightforward, since actionable rights information may
control what access to the object is allowed and what
preservation actions can be performed.
The case for digital provenance information deserves
some elaboration. An OAIS-based preservation repository
will perform many actions on a SIP in order to transform it
into an AIP, which may or may not include creating
transformed versions of source files. A common
preservation strategy for both libraries and archives is to
guard against format obsolescence by reformatting
archived content files. A normalized version of a source
file may be created in a format considered to be more
preservation-worthy
(stable,
well
understood,
nonproprietary, etc.). A migrated version may be created in
a more current version of the format, or a successor format.
The original source file may be retained in archival
storage or discarded in favor of the derivative version(s). In
a preservation environment in which transformations may
occur, the only way to guarantee the continued authenticity
of the digital object is to maintain an unbroken record of
digital provenance.
In PREMIS, rights and permissions relevant to the
preservation of the object are described by the Rights
entity, and digital provenance is described by Events. Both
Rights and Events can be associated with Agents, which

in which a central Hub application performs the
translations on both sides.)

Figure 1: The TIPR model of package exchange

Design Issues
The RXP was designed to meet the following
requirements:
1) The exchange package must use well known and
accepted standards in the cultural heritage
preservation community. The project did not want to
burden the community with yet another "standard"
conflicting with or overlapping with standards
already in use.
2) The exchange package must be flexible enough to
accommodate any repository's AIP; that is, it must
be agnostic to the internal structure of the AIP. 3)
The exchange package must contain enough
information for the target repository to know what it
is receiving both at the package level and the
representation level.
3) Some selected information provided by the sending
repository must actually be understood by the
receiving repository.
Because of requirement (1), the TIPR RXP is based
upon METS and PREMIS. TIPR assumes that the
preservation community knows (or ought to know) how to
interpret METS syntax and PREMIS semantics. These two
standards represent the core of a meaningful exchange.
Requirements (2) and (3) mean that any repository
system can use the RXP no matter what their treatment of
representations with no change to their internal AIP
architectures. In the PREMIS data model, a representation
is defined as the set of files needed to fully render an
intellectual entity. For example, a particular journal article
might consist of 14 data files: an XML file, a stylesheet,
and a dozen images. An alternate representation of the
same article might consist of a single PDF file. Depending
on the repository architecture, an archive could treat the
two representations as a single AIP or two AIPs. If the
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The files directory contains the files of the
representation(s). Any files which must be preserved to
fully describe and create the AIP should go in this
directory. Whereas the information contained in the RXP
metadata files must be understood and preserved, the
metadata files themselves need not be retained. All files in
the files directory, however, must be preserved as indicated
by the Service Agreement between the sending and
receiving institutions.
The RXP specification and schema are available on
the TIPR project site.

can be persons, organizations or software. TIPR uses
PREMIS as a meta-language for expressing these concepts
regardless of the way they are represented in the sending or
receiving repository system.

The Repository Exchange Package (RXP)
A minimal RXP consists of exactly five required XML
metadata files and a directory of files from the sending
repository's AIP. Additional files may be included as
shown in Figure 2.
The three files rxp.xml, rxp-digiprov.xml and
rxprights.xml contain information about the exchange
package itself. rxp.xml is a METS document identifying
the package and the sending repository. The METS root
element must have an OBJID attribute with an info:uri that
is unique to the sender, and the METS header must have an
AGENT attribute identifying the sender. It uses METS
mdRef elements to point to three (or more) of the
remaining XML files defined in the RXP specification.
The only metadata files not referenced directly by mdRef
elements are those which contain representation-level
digital provenance (rxp-rep-n-digiprov.xml, described
below).

The Transfer Tests
The transfer tests are designed to ascertain the extent
to which the partner systems can send and receive
packages with minimal loss of information and maximum
understanding. The project is unconcerned with the
mechanics of file transfer, which would in reality be
negotiated between repositories and specified in a Service
Agreement. For the purpose of the project, test RXP
packages were bundled according to the BagIt
specification and transferred by HTTP.
The first step in testing was to make each system
capable of outputting a conforming RXP. In most cases
partners did not change their repository systems but rather
wrote code to transform their native DIP to RXP format.
Validation
scripts
using
Schematron
(www.schematron.com) were written to validate the
resulting RXP XML files.
Each partner then created two RXP format exchange
packages, including digital signatures, and sent these to the
other partners for ingest. This type of broadcast transfer
tests that different AIPs can be transformed into RXPs, and
that each receiving repository is capable of transforming an
RXP format package into an ingestible SIP.
A third milestone will test a "ring transfer," where
repository A sends an RXP to repository B; repository B
ingests the packages and exports it as an RXP to repository
C; repository C ingests the package and exports it as an
RXP to repository A. Repository A ingests the package and
compares the resulting AIP to the original AIP in the chain.
Following completion of the ring transfer, the focus in
testing will shift to the selection of sufficiently varied
source AIPs to exercise the range of issues likely to be
encountered in real-world transfer.
As the transfer tests have proceeded, some
deficiencies with the RXP exchange format were exposed
and rectified. For example, initially the partners preserved
RXP identifiers by using the OBJID and LABEL attributes
in the top METS element of rxp.xml. This was found to be
insufficient for preserving the history of exchange if the
same package was transferred to two or more institutions
(e.g., from repository A to B to C). This led to the
definition of rxp-digiprov.xml which can now track the full
history of a particular RXP.

Figure 2: RFP minimal structure
rxp-digiprov.xml is a PREMIS document containing
digital provenance (Event) information pertaining to the
RXP package itself. rxp-rights.xml is a PREMIS document
with package level Rights information. Optionally, a fourth
package level file may be present, rxp.xml.sig, containing a
digital signature in OpenPGP format generated using the
sender's private key and rxp.xml.
The remaining two files in Figure 2, rxp-rep-1.xml and
rxp-rep-1-digiprov.xml, describe the first representation in
the sending repository's AIP. rxp-rep-1.xml is a METS
document describing the structure of the representation.
rxp-rep-1-digiprov.xml is a PREMIS document containing
digital provenance information for the representation. This
pair of files should be repeated for every representation n
in the AIP, as rxp-rep-n.xml and rxp-rep-n-digiprov.xml.
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5) archiving and preservation treatment of the ingested
RXP by the target repository;
6) financial arrangements between source and target
repositories;
7) legal aspects of the arrangement.

Each institution’s repository had its own method for
identifying objects, events, and agents. To avoid potential
conflicts between these identifiers when transferring digital
provenance, the RXP specification was amended to require
all PREMIS identifiers to be info:uris. This requirement
makes identifiers universally exchangeable between any
number of repositories.
Other technical issues that arose from the first transfer
test included:
 complications exchanging public keys (FCLA gave
multiple keys, one for use in rxp.xml.sig and one for
exchange, which confused NYU and CUL)
 some complications posting data to a public HTTP site
(NYU had a large package broken into many parts)
 bags were hassle free, but CUL’s tools reported that
FCLA bags were missing an optional fixity value
 size limitations for large data files required some
patches to certain FCLA services

The first three items are quasi-technical, assuring the
mechanics of transfer are addressed. Stipulations
concerning (3), for example, would include what
acknowledgement the sending repository can expect to get
(if any) at the time the RXP is received by the target
repository and when it is ingested. Item (4) is necessary
because the PREMIS Rights entity lacks the
expressiveness required to describe some complex rights
without referencing external documents. At this time, a
service agreement should detail how these rights are to be
interpreted. In the future, as PREMIS rights become more
expressive, a deeper exploration of rights will be
necessary. The last three items are of critical concern to the
owners of the content, and might influence decisions like
which repository(ies) to designate in succession planning.

Transfer Issues
Some longer-term issues have also arisen in testing so
far. One exposes a limitation of the project's reliance on
PREMIS. Receiving repositories need some description of
the exchange package itself, including its own digital
provenance and what high level rights adhere to it.
PREMIS is capable of describing this, but the highest level
of description in PREMIS is a representation object. An
RXP package can contain multiple representations, and is
more comparable to an Intellectual Entity than to anything
else in the PREMIS data model. Unfortunately, the
Intellectual Entity is out of scope for PREMIS as currently
conceived. The TIPR project has requested that the
PREMIS Editorial Committee consider allowing PREMIS
elements describe intellectual entities when applicable. In
the meantime, the project is using PREMIS anyway, in
violation of that standard.
A second issue concerns limits on what an exchange
package can reasonably be expected to communicate. It
was evident very early that successful exchange will
require an agreement between participating repositories to
supplement the information contained in the RXP. At a
minimum, the service agreement must document the
following:
1) details of RXP composition by the source repository
in this particular transfer, where the RXP
specification allows options;
2) how the RXP will be transferred from source to
target repository;
3) actions to be performed by the target repository on
receipt of the RXP;
4) rights and permissions agreed upon by the source
and target repositories;
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which prove to be important for the interpretation or
analysis of data.
This method seeks to design the optimal research
asset by capturing key information which facilitates reuse.
We aim to demonstrate with comparative examples from
the DCC SCARP project case studies how judicious
analysis permits the design of Archival Information
Packages (AIP) which deliver a greater return of
investment by both improving the probability of the data
being reused and potential outcome of that reuse.

Abstract
The challenge of digital preservation of scientific data lies
in the need to preserve not only the dataset itself but also
the ability it has to deliver knowledge to a future user
community. A true scientific research asset allows future
users to reanalyze the data within new contexts. Thus, in
order to carry out meaningful preservation we need to
ensure that future users are equipped with the necessary
information to re-use the data. This paper presents an
overview of a preservation analysis methodology which
was developed in response to that need on the CASPAR
and Digital Curation Centre SCARP projects. We intend to
place it in relation to other digital preservation practices
discussing how they can interact to provide archives caring
for scientific data sets with the full arsenal of tools and
techniques necessary to rise to this challenge.

Provision of measureable and testable solutions
The methodology incorporates a number of analysis
stages into an overall process capable of producing an
actionable preservation plan for scientific data, which
satisfies a well defined preservation objective. In this
paper we will discuss how the creation of an archival
information package using preservation actions selected
on this basis ensures a measurable and testable solution.
Using an example from the SCARP Atmospheric
Sciences case study [3] we will show how we developed
such an objective and how this facilitates a testable
solution giving an archive the necessary assurance in any
preservation action taken.

Introduction
This paper presents a brief overview of the
preservation analysis methodology which was developed
on the CASPAR [1] and Digital Curation Centre SCARP
projects [2]. After describing the main stages and purpose
of the method we intend to place it in relation to other
digital preservation and existing archival practices
discussing how they can interact to provide archives
caring for scientific data sets with the full arsenal of tools
and techniques necessary to rise to this challenge. We
then intend to illustrate the benefits of preservation
analysis with examples from the SCARP case studies and
solutions we have implemented on the CASPAR project
with a focus on the following key areas.

Management of research assets through the
modeling of preservation networks
The analysis method facilitates modeling of
information networks based on the archival information
package solution. Using illustrative examples from the
CASPAR testbeds we intend to show how these network
models are a representation of the digital objects,
operations and relationships which allow a preservation
objective to be met for a future designated community.
The models provide a sharable, stable and organized
structure for digital objects and their associated
requirements. They expose the risks, dependencies and
tolerances within an archival information package. This
allows for the automation of event driven or the periodic
review of archival holdings by knowledge management
technologies.
The clear definition of relationships also facilitates
the identification of reusable solutions which can be
deposited within registry repositories of representation

Maximizing return on investment
Good preservation analysis is essential in order to
design a truly reusable asset. This methodology
capitalizes on a community’s expertise and knowledge by
appreciating the nature of data use, evolution and
organizational environment. When scientific data is used
by a community it develops a history. During its lifetime,
the custody of a data set may pass through several bodies
generating rich documentation which explains the
scientific purpose of the dataset and how it has evolved
over time. Organizations also develop around branches of
science publishing or producing grey materials over time
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information, thus sharing preservation efforts within and
across communities.

Informing preservation activities in the wider
institutional environment
Preservation
analysis
clearly
exposes
the
requirements and issues associated with an individual data
set thereby supplying audit, certification and repository
planning activities with essential information. Archival
Information Packages are likely to be held by or
transferred between institutional repositories. These
repositories need to be designed planned and managed,
competing for resources within complex organizational
structures. In this paper we intend to conclude by
touching upon how preservation analysis can inform audit
and certification processes such as DRAMBORA [4] and
TRAC [5] or planning activities for new repositories such
as PLATTER [6]. By doing this we allow preservation
analysis at the data set level to be placed within the
context of institutional planning and operations.

Overview of the Preservation Analysis
Method
The challenge of digital preserving scientific data lies
in the need to preserve not only the dataset itself but also
the ability it has to deliver knowledge to a future user
community. This entails allowing future users to
reanalyze the data within new contexts. Thus, in order to
carry out meaningful preservation we need to ensure that
future users are equipped with the necessary information
to re-use the data.
The Digital Curation Centre SCARP and CASPAR
projects have a strong focus on the preservation and
curation requirements for scientific data sets. These
projects engaged with a number of archives based at the
STFC [7] Rutherford Appleton Laboratory. In particular
we carried out extensive analysis work to consider the
preservation requirements of the British Atmospheric
Data Centre [8], the World Data Centre [9] and the
European Incoherent Scatter Scientific Association
(EISCAT) [10]. During these studies it became clear that
there was a need for a consistent preservation analysis
methodology.

Figure 1. Preservation Analysis Workflow

In the resulting methodology we sought to
incorporate a number of analysis techniques, tools and
methods into an overall process capable of producing an
actionable preservation plan for scientific data archives.
Figure 1 illustrates the stages of this methodology. In the
rest of this paper we shall discuss the stages in detail,
illustrated with examples of work with the scientific
archives.

Preliminary investigation of data holdings
The initial step is to undertake a preliminary
investigation of the data holdings of the target archive.
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The CASPAR project developed a questionnaire [11]
containing key questions which allowed the preservation
analyst to initiate discussion with the archive. It critically
allows the analyst to.
–
–
–
–

– Specific well defined and clear to anyone with a basic
knowledge of the domain
– Actionable the objective should be currently
achievable.
– Measurable it is critical to be able to know when the
objective has been attained in order to assess if any
preservation strategy developed is adequate.
– Realistic based on findings from the previous stages
of analysis

Understand the information extracted by users from
data
Identify Preservation Description and Representation
information
Develop a clearer understanding of the data and what
is necessary for its effective re-use
Understand relationships between data files and what
constitutes a digital object within the archive

Defining a designated user community
The Designated Community is defined in OAIS [13]
as “An identified group of potential Consumers who
should be able to understand a particular set of
information. The Designated Community may be
composed of multiple user communities”
An archive defines the Designated Community for
which it is guaranteeing to preserve some digitally
encoded information and must therefore create AIPs with
appropriate Representation Information.
The designated community will possess a skills and
knowledge base which allow them to successfully interact
with a set of information stored within an AIP in order to
extract required knowledge or recreate the required
performance or behavior. In common with the
preservation objective the analysis up to this point may
present one with a range of community groups which the
archive may chose serve.
The definition of the skill set is vital as it limits to the
amount of information which must necessarily be
contained within an AIP in order to satisfy a preservation
objective. In order to do this the definition of the
designated community must be

While it is appreciated that this questionnaire is not
an exhaustive list of questions which one may need to ask
about a preservation target, it still provides sufficient
information to commence the analysis process .The full
questionnaire and results from the Ionosonde WDC
holdings [12] can be obtained from the CASPAR website.

Stakeholder and Archive Analysis
After carrying out the questionnaire process for each
an archive it is necessary to carry out a stakeholder
analysis. This is because
–
–
–

Stakeholders may hold different views of the
knowledge a data set was capable of providing an end
user
Stakeholders can identify different end users whose
skill sets and knowledge base vary
Stakeholders may have produced or be custodians of
information vital for re-use of data

– Clear with sufficient detail to permit meaningful
decisions to made regarding information
requirements for effective re-use of the data.
– Realistic and stable in so far as there is reasonable
confidence in the persistence of the knowledge
base and skill set.

The stakeholder analysis classifies stakeholders into a
number of categories each with their own concerns. In
addition to identifying the stakeholders from the different
categories it is also beneficial to understand how an
archive has evolved and been managed. This process can
be used to illuminate the different uses of data over time
and highlight the existence of associated Representation
Information.

Preservation information flows
Once the objective and community have been
identified and described an analyst should be in position
to determine the information required to achieve an
objective for this community. An analyst proceeds by
identifying risks which are to be addressed by
preservation action. We advocate the creation of an OAIS
preservation information flow diagram at this juncture.
An OAIS preservation information flow diagram is
graphical representation and analysis tool which is a
hybrid of an information flow diagram and the OAIS
information model. It provides a convenient format to

Defining a preservation objective
The analysis carried out before this point may present
one with a natural easily defined preservation objective or
alternatively there may be a greater number of options
which overlap and are more difficult to define. It is
important to note that this type of analysis cannot advise
you as to which preservation option to choose but merely
clarifies the options available to you. Preservation
objectives should be
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facilitate group discussions over preservation plans and
strategies. A preservation information flow diagram we
created for the MST data is shown below:

– Costs to the archive directly as well as the
resources knowledge and time of archive staff
– Benefits to future users which ease and facilitate
re-use of data
– Risks inherent to the preservation strategies and
accepted impact to the archive.
Once this analysis is complete the optimal plan can be
selected and progressed to preservation action. If no plans
are deemed suitable then the process must begin again
with an adjustment to the preservation objective and/or
the designated community to be served.

Maximizing return on investment
When we examined different archives we discovered
there was the potential to create different research assets
for data depending and how one might choose to support
reuse of a data set. We observed the following sorts of
factors influencing the use and re-use of data over time:
Figure 2. OAIS information flow diagram for the MST data set

– Birth and development of a science
– Events which influence data use such as the second
world war or global warming
– Development of technologies and the emergence of
global networks
– Publication of journals technical manuals,
interpretative handbooks, conference proceeding,
minutes of user group meetings, software etc.
– Emergence of branches of science and associated
organisations
– Stewardship of data and the influence of different
custodians

The OAIS reference model specifies that within an
archival system, a data item has a number of different
information items associated with it, each performing a
different role in the preservation process. The
preservation objective for a designated community should
be is satisfied when each item of the OAIS information
model has been adequately populated with sufficient
information. The information model provides a checklist
which ensures that the preservation objective can be met.
All information objects must be mapped to at least one of
the element of the OAIS information model.
In addition to information objects and the standard
OAIS information model the diagram contains a number
of other components.
As multiple strategies can be developed a number of
competing preservation plans are available. A
preservation plan should consists of a unique
–
–
–

This is not an exhaustive list as many factors influencing
data re-use are domain specific as is the categorization of
the stakeholders. Naturally most of these can only be
expected to be dealt with in the most cursory way in any
practical study nevertheless even this can be extremely
important in understanding the situation. As after this
evaluation you should be in position to scope what types
of reuse may be realistically achieved.
By comparing two data sets we can demonstrate how
an appreciation of a data sets previous use and
stakeholder relationships can inform the design of an AIP
allowing an archivist to select the optimal set of
information to realize return through improving the
probability of the data being reused and the outcome of
that use.
The Mesosphere Troposphere Stratosphere (MST)
[14] data set is extremely well documented and tightly
managed. Access to the data is restricted, with end users
required to report back on how they have used the data.
The Archivist is the key manager of these data for a
number of reasons

Set of information objects
Set of supply relationships
Set of preservation strategies

Each plan will allow an archive to carry out a series of
clear preservation actions in order to create an AIP. The
archive should now be in a position to take a number of
plans to the cost/benefit/risk analysis stage where they can
be evaluated and a preferred option chosen.

Cost/Benefit/Risk Analysis
The final stage of the workflow is where plan options
can then be assessed according to
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– Contains a record of winds sampled continuously,
with a cycle time of a few minutes over a long
period of time
– Provides a record not only of the horizontal but
also the vertical air velocity which additionally has
high temporal and spatial resolution.
Give the challenge of digital preservation lies in the need
to preserve not only the dataset itself but also the ability it
has to deliver knowledge to a future user community. In
order to carry out meaningful preservation we need to
ensure that future users are equipped with the necessary
Information to re-use the data
Use of atmospheric data may involve format
conversion to make it interoperable with other data sets.
Specialist visualisation of time related data may be
needed to study some kinds of atmospheric behaviour.
Interpolation, subsetting or different forms of statistical
analysis may also be employed. Identification of
atmospheric phenomena and behaviours is achieved
through the creation or application of data to established
models of dynamic atmospheric systems. The same data
may be used to study different aspects of atmospheric
behaviour; listed below are some which we identified in
peer reviewed literature resulting from studies which
employed the MST data.

– He is the project scientist involved in production of
the data
– He is a field expert and practising scientist in close
contact with relevant scientific organisations
– He provides support, runs and keeps records of
user group meetings.
When we consider these factors we can see that it is
reasonable to try to capture information from current
users which facilitate the re-use of data by future
scientists. The information has been captured in user
group minutes, conference proceedings and scientific
papers resulting from the study of MST data. The capture
and determination of value of these resources is possible
as a result of the archivist’s domain knowledge and close
connection to users.
We now contrast the scenario above with that of the
ionosonde data holdings of the World Data Centre. Whilst
being a skilled individual with some domain knowledge
he does not have the same strong connection with users.
The data currently comes from 252 geographically
diverse locations and current users are simply required to
provide an e-mail address to gain access. As a result it
would be completely impractical to capture user
generated information even if it might facilitate re-use.
We make the judgment that the archive would realize a
return on the large investment required to source capture
and asses information from these user groups.
The added value of information which contributes to
reuse must be assessed against the likely cost of its
capture and maintenance If creation of asset reliant on
such information is deemed viable and cost effective an
archive may then proceed by developing a preservation
objectives and which accommodates the information in
scope.

– Precipitation. Clouds contain moisture; when the
droplets in clouds coalesce they become sufficiently
large to cause precipitation. A recent evolution of
knowledge surrounding the MST radar data allows
the data to be used to study precipitation
– Convection. Convection is the transfer of heat by
movement within a substance. The MST radar data
permits you to study the convective circulation of air
within the atmosphere.
– Gravity Waves. Gravity waves are generated in the
troposphere by frontal systems or by airflow over
mountains. The geographic position of the MST radar
site is ideal for studying this phenomenon.

Measurable and Testable Solutions
We shall now examine how a preservation objective
developed for the MST data set in accordance with the
methodology produces a testable solution.
The importance of the MST dataset lies in the fact that it
is an irreplaceable earth observational record: once lost,
these data cannot be replaced by the repetition of the
experiment. The dataset is valuable because it

– Rossby Waves. Rossby waves are a subset of inertial
waves. These atmospheric waves are large scale
motions with wavelengths of up to 6000 km. The
continual monitoring of a discrete region of the
atmosphere over a long period allows for the analysis
of such waves.

– Contains data from the UK’s most powerful and
versatile wind-profiling instrument
– Provides information about atmospheric stability,
turbulence, humidity fields, precipitation and a
variety of atmospheric phenomena
– Contains measurements of winds up to many
kilometres from the ground

– Mesoscale and Microscale Structures. The
frequency of observation and the resolution of the
MST radar also permit analysis to be carried on
mesoscale (~50km) and microscale (atmospheric
lasting a matter of minutes) structures.
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– Fallstreak Clouds. Cloud formations can be
associated with atmospheric conditions such as
turbulence and waves which the MST radar is
capable of observing.

designing an information network which a future data
user can navigate and effectively engage with. Solutions
are also not permanent with dependencies and associated
risks which must be monitored by an archive. These risks
must be monitored and managed by an archive as the
realization of these risks may result in a critical failure
where the network cannot fulfill the defined objective.
A preservation information network model is a
representation of the digital objects, operations and
relationships which allow a preservation objective to be
met for a future designated community. The model
provides a sharable, stable and organized structure for
digital objects and their associated requirements. The
model also directs the capture and description of digital
objects which need to be packaged and stored within an
OAIS compliant AIP.

– Ozone Layering Atmospheric dynamics can also be
correlated with chemical composition of the
atmosphere
We set the preservation objective as follows. A user from
a future designated community should be able to extract a
specific set of 11 parameters from data files for a given
time and altitude. These include typical measurements
such as vertical wind shear and tropopause sharpness. In
addition we would want the data user to be able to
correctly interpret the scientific parameter definitions and
to be able access and read the following materials.
– Scientific output resulting from use of the data set
– The MST international workshop conference
proceedings
– The MST user group meeting minutes
This objective has the desired qualities of being specific,
actionable, measureable and realistic. While it could be
tempting to try and specify a replication of current use
this may not be advisable. If we had set the preservation
objective as the being the ability to study gravity waves or
ozone layering occurring in the atmosphere above the
MST site we would rapidly discover that this is too vague
an objective. This opens too many avenues of
investigation when determining the skill and knowledge
base needed to correctly interpret or analyze the data for
these purposes. The unfortunate consequence would have
been a time consuming analysis process and a lack of
certainty that this objective had been achieved for future
users.
An objective developed in accordance with
methodology is heedful of the scope and preservation
value of the data set whilst facilitating a measurable
testable solution.

Figure 3 MST preservation network model

Figure 3 is preservation network model of a solution
implemented on the CASPAR project. This model
describes object and the functions which fulfill the
preservation objective. Frequently more than one strategy
can fulfill a required function this represented by the
diamond symbol in the diagram above as an “or”
relationship. Where more than one element is required to
satisfy a prescribed function this represented by the circle
as an “and” relationship. By modeling these functional
relationships, attaching dependencies to the objects
monitoring and review of solutions can be automated
using knowledge management technologies allowing
critical failure of solution to be detected when risks are
realized.

Management of research assets through the
modeling of preservation networks
Preservation analysis produces a solution whereby a
number of digital interact to fulfill a preservation
objective for a designated community. The preservation
solution consists of a number of digital objects and
sources of information which will have been subjected to
preservation action such as format conversion or the
addition of representation information. A future user may
be required to interact with a number of unfamiliar digital
objects in order to achieve meaningful reuse of data. As a
result an archivist will be confronted with the task of
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We view preservation analysis as being a
complimentary activity as it exposes the risks and
objectives of a research assets created via the preservation
analysis process. Drambora can then proceed to assess
these exposed risks in terms of their likelihood and
potential impact taking advantage of the clarity provided
by preservation network modeling. Auditors are
encouraged to conceive of appropriate risk management
responses to the identified risk. The DRAMBORA
process can then enable effective resource allocation,
enabling repository administrators to identify and
categorize the areas where shortcomings are most evident
or have the greatest potential for disruption.
Figure 4 Preservation network model of a NetCDF
reusable solution

TRAC
The TRAC checklist is an auditing tool used to assess
the reliability, commitment and readiness of institutions to
assume long-term preservation responsibilities. The
repository checklist is under the care of the Center for
Research Library's [16] who are utilizing it in several
independent projects. Preservation analysis provides
evidence that a repository meets audit and certification
criteria. The checklist is divided in the three sections

If we look at the network section above, which performs
the function of allowing a user to extract the desired
parameters from NetCDF formatted files. There are eight
different strategies a user can employ all of which must
fail before there is a critical failure of the solution. As this
section of the network has a specific well defined function
which is to allow a user to extract parameters form
NetCDF formatted files, the solution can be deposited
within repository of representation information such as
RRORI [15]. It can then be reused as part of wider
solution for different atmospheric data sets which utilize
the format.

A. Organizational infrastructure
B. Digital object management
C. Technologies, technical infrastructure
security

and

Informing preservation activities in the wider
institutional environment

Below are some example of how preservation analysis
provide this evidence:

Preservation
analysis
clearly
exposes
the
requirements and issues associated with an individual data
set thereby supplying audit, certification and repository
planning activities with vital information. We intend to
conclude by touching upon how preservation analysis can
inform audit and certification processes such as
DRAMBORA [4] and TRAC [5] or planning activities for
new repositories such as PLATTER [6]. By doing this we
allow preservation analysis at the data set level to be
placed within the context of institutional planning and
operations.

– By establishing duties the repository needs to
perform
– By identifying skills that staff require proving an
adequate professional development program is in
place
– Providing a definition of a repositories designated
community
– Through preservation network modeling supporting
periodic review
– By preservation analysis providing transparency.
– Repository will have identified properties it needs to
preserve for digital objects.
– The repository will have clearly specified the
information that needs to have associated with digital
material at the time of deposit.
– The repository will have documented preservation
strategies it has employed.

DRAMBORA
DRAMBORA describes digital curation as being
characterized as a risk-management activity; where the
job of digital curator is to rationalize the uncertainties and
threats that inhibit efforts to maintain digital object
authenticity and understandability, transforming them into
manageable risks. Six stages are implicit within the
process. Initial stages require auditors to develop an
organizational profile, describing and documenting the
repository's mandate, objectives, activities and assets.

PLATTER
The Planning Tool for Trusted Repositories
(PLATTER) provides a basis for a digital repository to
plan the development of its goals, objectives and

48

performance targets over the course of its lifetime.
PLATTER is designed to be complimentary to existing
audit and certification tools.
The process is centered on a group of strategic
objective plans. Preservation analysis can again inform
this process by providing information on data complexity,
data specialization, acquisition through clearly identifying
that which needs to be covered in a deposit agreement,
specialization, the technical by having highlighted the
technical risks to the digital object within an AIP and of
course the preservation plan
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Abstract

1.2 Contributions

Effective digital preservation depends on a set of
preservation services that work together to ensure that
digital objects can be preserved for the long-term. These
services need digital preservation metadata, in particular,
descriptions of the properties that digital objects may have
and descriptions of the requirements that guide digital
preservation services. This paper analyzes how these
services interact and use this metadata and develops a data
dictionary to support them.

This paper draws on the practical experience gained in
Planets [10], a four-year project co-funded by the
European Union to address core digital preservation
challenges. It analyzes how preservation services interact
and use preservation metadata. From this, it derives
information needed to capture key preservation metadata
elements, such as property, characteristic, and requirement.
Finally, it develops a data dictionary to support the
analysis. The approach handles conflicting values from
multiple sources. It also supports dynamic preservation
processes, in addition to static recording of characteristics
and events. It is based on a conceptual model of digital
preservation that is theoretically and empirically founded
[7, 8]. The model has consequences for implementations of
preservation metadata dictionaries, property registries, and
preservation services.

1 Introduction
Effective digital preservation requires a set of
preservation services that work together to ensure that
digital objects can be kept alive for the long-term. In order
to work together, these services need digital preservation
metadata such as descriptions of the properties that digital
objects may have and descriptions of the requirements that
guide digital preservation services. This paper analyzes
how these services interact and use this metadata. From
this it develops a data dictionary to support them.

2 Properties, Values, Characteristics and
Requirements

1.1 Related Work

In order to write with a reasonable level of precision,
we need to introduce a basic vocabulary [6]:
 Entity – Anything whatsoever.
 Class – A class is a set of entities. Each of the entities
in a class is said to be an instance of the class.
 Individual – Entities that are not classes are referred to
as individuals.
 Property – A property is an individual that names a
relationship.
 Characteristic – A property / value pair associated
with an entity. The value is an entity.
 Facet – A facet is a property / value pair associated
with a characteristic. The value is an entity.
 Constraint – A Boolean condition involving
expressions on entities.
 Requirement – A constraint in a specific context.
Unless otherwise specified, a characteristic is directly
associated with entities. Furthermore, we say that a
property applies to classes if it can be meaningfully
associated with some instances of these classes. We can
use this language in the domain of digital objects and
preservation. For example, file is a class; f1.txt is an
instance of the class file; fileSize is a property; the property

Digital preservation metadata is the information that is
essential to ensure long-term accessibility of digital
resources. Analyses of the goals of long-term digital
preservation have led to a solid understanding of the types
of metadata that are needed. Good overviews are provided
in Caplan [3] and Lavoie [13]. In 2002, OAIS [4] provided
a framework to unify the concepts and terminology in the
community. Its information model [19] defines categories
for preservation metadata. In 2005 the PREMIS data
dictionary consolidated several earlier efforts [e.g. 5, 14,
17, 18] to produce conceptual models and concrete
metadata dictionaries for implementers of digital
preservation services. Now in its second version [20], it
has been widely accepted and plays a key role in creating
coherence in the digital preservation metadata community.
PREMIS provides a foundation to support interoperability
across systems and organizations. Many of the entries in
today’s data dictionaries are, however, still vague. They
await increased practical experience to establish the proper
level of granularity. They also tend to be focused on
statically recording characteristics and events rather than
on dynamically supporting preservation processes.
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Figure 1 shows how properties, characteristics and requirements interact
the legal system, and other internal and external factors.
An environment or sub-environment can be associated
with a preservationObject or preservationAction.

fileSize applies to file; the file f1.txt has the characteristic
fileSize = 131342.

The constraint language can be used to express richer
relationships. For example, suppose a is a
bitPreservationAction, fIn is the initial file, and fOut is the
result of applying action a to fIn, then the constraint
fileSize(fIn) = fileSize(fOut) should hold.
Important additional information about a characteristic,
such as how a value is encoded, the unit of measure, or the
algorithm or tool used to compute it can be specified using
facets.
The core classes in the digital preservation domain are
preservationObject, preservationAction and environment.
The preservationObject concept corresponds to those objects
in need of preservation. In our conceptual model [7, 8, 9] it
has the subclasses bitstreams (including bytestreams and
files), representations of logical objects consisting of
representation bitstreams that are needed to create a single
rendition of a logical object, and logical objects such as
intellectualEntities and components. An intellectualEntity is a
distinct intellectual or artistic creation, a set of content that
is considered a single intellectual unit for purposes of
management and description. Finer grained components of
an IntellectualEntity are needed to characterise its parts.
The preservationAction concept corresponds to actions taken
by custodians of digital content to mitigate the risks that
they identify.
The environment concept corresponds to hardware and
software environments, the community, budgetary factors,

3 USES
Figure 1 illustrates the roles that properties, values,
characteristics and requirements (represented by ovals)
play in preservation services (represented by boxes). By
analyzing the specific roles that they play in these services,
we can derive additional requirements for our data
dictionary. This will be discussed in the following sections.

3.1 Uses of Properties and Controlled Vocabulary
Properties and controlled vocabulary can be captured
in registries so that they can be referred to in other
services. Alternatively they can be defined locally for local
use in a system. File format registries, such as PRONOM
[15] or UDFR [22], can associate file formats with their
applicable properties. Characteristics extraction languages,
such as XCEL [21], additionally describe how values for
these properties can be extracted from files in a given
format. Preservation metadata dictionaries, such as
PREMIS [20], define common preservation metadata
elements to describe properties of preservation objects or
environments. Controlled vocabulary registries, such as the
planned Authorities and Vocabularies service of the
Library of Congress, capture these properties' permissible
values (Figure 2). We can use this information to
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 link a format to characterization services that can
determine values for its applicable properties - for
example, a service to determine the fonts used in a
1
.doc file (Figures 1A, 3).
 create a testbed service that measures the degree to
which applicable properties are preserved by
preservation services - for example, measure the
degree to which a service preserves imageWidth by
evaluating it on many objects. In addition to the
service characteristics (e.g. preservesImageWidth = “no”)
it could capture the degree to which or under what
condition this characteristic holds (Figures 1A, 3).
 enable metadata storage services to refer to properties
unambiguously and ensure interoperability and
exchange across institutions and systems (Figure 1B).
 identify properties that are shared across file formats
and can therefore be preserved by a migration between
them (Figure 2).

 characteristics may be stored in metadata storage
services or produced on demand (Figure 1C).
We refer to file formats via common file extensions as a
shorthand for improved readability. A precise statement
requires a unique identifier corresponding to an exact
version of the format.

Controlled Vocabulary Description
Controlled
Vocabulary
Registry
E.g. LoC
Authorities and
Vocabularies
service

Describe

Controlled
Vocabulary
Describe
Metadata
Dictionary
E.g. PREMIS,
MIX

Property
Registry

Figure 3: Characterisation

3.3 Business Modelling
Business modelling results in the formulation of
requirements from properties and controlled vocabulary
(Figure 1D). Requirements reflect the stakeholders’ values,
goals and constraints with regard to objects and guide
preservation services.

Use to
express
characteristics
and
requirements

Describe
Describe

Properties

E.g. PRONOM,
XCEL

Property Description
Property

Figure 2: Properties

3.2 Characterization

Figure 4: Requirements

Characterization services determine the characteristics
of preservation objects. Characteristics are property/value
pairs. They are used to describe preservation objects,
environments, and preservation actions. In particular,
 characteristics can be extracted automatically by
characterization tools [11, 16, 21] or assigned
manually (Figure 3).
 characteristics of preservation services can be
determined experimentally in preservation testbeds
[e.g. 1] (Figure 3).

They may be captured in preservation guiding
documents, such as policy, strategy or business documents.
They may also be part of the preservation metadata
captured in metadata storage services that documents the
constraints that have been or should be applied to specific
preservation objects (See Figure 1C). The PREMIS data
dictionary for preservation metadata [20] accommodates
recording "significant properties” which are a form of
preservation guiding requirement. Requirements may also
be captured in reusable, customizable user profiles which
describe the requirements of a default designated
community. (Figure 4)

1

We refer to file formats via common file extensions as a
shorthand for improved readability. A precise statement
requires a unique identifier corresponding to an exact
version of the format.
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provenance of a repository’s objects. For each object, it
may record the preservation actions that created it and the
set of requirements that applied at the time. It can also
store the object’s degree of compliance with respect to
each requirement in the requirements set, especially its
significant characteristics. Sometimes characteristics that
are not referenced by any requirement are, however, lost
during a preservation action; it is not, in general, possible
to record their loss as they can not be listed exhaustively
(Figure 1G).
Actions can create new preservation objects and
environments. Their characteristics may differ from those
of the input preservation objects and environments (Figure
1H). Some requirements may articulate constraints on the
relationship between preservation action input and output.

3.4 Uses of Characteristics and Requirements
Optional pre-selection services (Figure 1E) may
provide an optimization step which rules out implausible
preservation actions. They analyze requirements to
eliminate actions which can from the outset be determined
to be violated by characteristics in a given context.
Knowledge about the characteristics of preservation
services, which has been obtained in testbed services, is
particularly helpful in this step.
Preservation
Monitoring

Preservation
Planning
E.g. Plato

Preservation
Execution

Evaluation of Output
Identified
Preservation
Risks

Score for
Preservation
Alternatives

Degree of
Compliance for
each
requirement

Evaluate
Business Modelling

Match with
characteristics

Requirements

Characterisation
Characteristics

4 SOME OBSERVATIONS

Requirements Evaluation
E.g.Comparator, such as XC*L comparator
Risk
Specifying
Requirements

Preservation Guiding
Requirements

Actions

Match with
requirements
Monitoring

Preservation
Planning on
Sample Data

Recommend

Choose
and
execute

4.1 Observations for Properties

Preservation
Service
executing
Preservation
Action

Figure 5: Uses of Characteristics and Requirements
Primarily, requirements guide actions, such as
preservation monitoring, preservation planning and
preservation execution services (See Figure 5).
Preservation monitoring services determine whether risk
specifying requirements are violated and, therefore,
preservation risks exist. A preservation monitoring process
should trigger the preservation planning process once this
happens. Using a sample data set, preservation planning
services (e.g. Plato, [2]) determine the best choice of
preservation service to mitigate this preservation risk, with
respect to preservation guiding requirements. The
preservation execution service itself uses them to evaluate
and validate each preservation action’s output.
Once an action, such as preservation monitoring,
preservation planning or preservation execution, has been
chosen and executed it is validated in a requirements
evaluation step. Requirement evaluators [e.g. the XCDL
comparator, 21] determine the degree to which
characteristics of the preservation objects, preservation
actions and environments before, during and after actions
comply with requirements. The output is either an
assessment of the presence and severity of a preservation
risk, or a measure of the degree of compliance of an action
with the set of requirements (Figure 1F and 5).
Requirements can also serve as explicit provenance
information. A metadata storage service may document the

Figure 6: Applicable properties are mapped to formats via
the preservation object type
Observation 1:
Many properties are applicable to only a subset of
objects. For example, the property fontSize is applicable to
formats which may contain text; it would not be applicable
to an audio format.2 In order to achieve a normalized
representation, we link properties to the type of class to
which it applies (see appliesTo in the data dictionary), rather
than directly to file formats. Examples include bytestream,
representation, intellectualEntity (e.g. eBook, soundRecording),
component (e.g. textComponent, tableOfContents),
preservationAction or environment (e.g. legalEnvironment,
operatingSystem). This approach makes it easy to express
that the fontSize property applies to textComponent objects.
Figure 6 illustrates how it is straightforward to map
properties to subclasses of component and file formats in
turn.
2

The association of properties with digital object types of
files is discussed in the Planets testbed [12]. We are
refining this to the type of a component of the digital
object, since a logical object might well contain, for
example, text, sound, and image components together.
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standards, controlled vocabularies, etc. This should be
specified as part of the value origin.
 Assigned automatically as a side-effect of a service
(stored). Regular internal operations, such as ingest of
digital objects, purchase of hardware and software,
decommissioning of equipment, hiring, training and
laying-off of staff, getting and spending money, or
executing
preservation
actions,
all
change
characteristics of preservation objects or their
environments. Equally, external operations, such as
introducing a new file format or a new preservation
service, change characteristics. These value changes
need to be captured if they serve as a basis for making
preservation decisions. E.g. the contentType of objects
in an eJournal ingest system is always set to
“eJournal” upon ingest. E.g. the budget of an
institution may be set during the execution of a
preservation
action:
preservationBudgetSize:=
preservationBudgetSize – preservationActionCost.
 Extracted (stored or on demand). The original source
of derived values may be a bitstream or the set of
representation bitstreams of a representation of a
logical object. Values are extracted using a tool which
implements an algorithm. The value origin should
specify the algorithms and tools used. Examples:
bytestreamSize may be extracted from the bytestream
object. colorFidelity can be measured by averageColor or
by histogramShape. wordCount can count hyphenated
words as one or as multiple words. MIME type can be
extracted using the JHOVE format characterization
tool.
 Inferred (stored or on demand). Values may be
inherited in the preservation object hierarchy, derived
through a function from values of other properties, or
logically inferred.

Observation 2:
Properties sometimes refer to a combination of
preservation objects, environments, or actions. Consider
the relative size of two images, the absolute distance of a
line from the text, and the metrics describing column
layout. These all refer to several objects. The language that
we use to define properties must be expressive enough to
capture this.
Observation 3:
Properties are related to each other and their
relationships have to be modelled explicitly. For example
duration can be calculated from dateTimeRange.
Furthermore, many file formats have similar, but not
identical properties. Therefore, the language that we use to
define properties must be able to capture the relationships
between them and specify how to compare or convert
them. Figure 7 illustrates this.
The association of properties with digital object types
of files is discussed in the Planets testbed [12]. We are
refining this to the type of a component of the digital
object, since a logical object might well contain, for
example, text, sound, and image components together.

Figure 7: Properties: value origins and relationships
between properties

The value origin should specify the algorithm that can be
used to infer it. E.g. the aspectRatio of an image may be
imageWidth / imageHeight.

Observation 4:
In many cases, it is useful to define one property in
terms of others. For example, the aspectRatio of an image
might be defined as imageWidth / imageHeight. As a result, it
is essential to record how such properties are defined and
derived in order to ensure consistency.

4.2 Observations for Characteristics
Observation 6:
Values for characteristics may be stored or derived on
demand. On demand derivation can take place through
characterization services or through retrieval from
registries or inventories. 3 Whether they are stored or
derived needs to be recorded since different preservation
services will be chosen based on this property.

Observation 5:
For each property, it is essential to specify the tool or
algorithm that can be used to determine a value and the
types of sources from which they can be obtained. We
refer to this as the value origin. Values originate when they
are
 Assigned manually (stored or on demand). When
values are assigned manually they often need to
comply with conventions, such as cataloguing rules,

3
Such as software licenses, hardware inventories,
standards and XML schemata in use, staff skills, etc.
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Observation 7:
There may be multiple values for a property of an
object, since there may be several representations (sources)
which form the basis of measurement for the value and
several different measurement techniques (technique) and
tools (creation agent). Characteristics and requirements
need to specify which value origin is meant.

to allow for synonyms. Different Properties may have
the same names, but must have unique identifiers.
 propertyDescription (0...n): a meaningful human
readable description of the Property (data constraint:
Description)
 appliesTo (1...1): a list of Classes. This property can be
meaningfully associated with Instances of these Classes
(data constraint: vector of PreservationObject,
Environment or PreservationAction subclasses). The
vocabulary of subclasses is extensible and includes
many subclasses not shown in this paper. See Dappert
et al [7] for a sample vocabulary.
 hasRange (0...n): the range of the property.
Mathematically, the range is the set of possible values
that the property can take on.
o hasUnit (0...1): (data constraint UnitID).
o hasDataConstraint (1...1): The range is specified via
a constraint, which may be a class, a URI for a
defined vocabulary, or a constraint expression.
Data constraints are combined with the unit
definition, as different units may have different

4.3 Observations for Requirements
Observation 8:
In many cases, a stakeholder may express
requirements dependent on additional conditions, e.g. If
environmentType = “preservation” then image resolution must
be preserved. As a result, the language that we use to
define requirements must be expressive enough to include
conditionals. Requirements can be expressed as
constraints, such as through OCL [23] or other informal or
formal languages.
Observation 9:
Not all requirements are equally important and not all
have to be precisely satisfied. To accommodate this, it is
useful for a stakeholder to add an importance factor, as a
measure of relative importance, and potentially a tolerance
factor, as a measure of the tolerable degree of deviation
from the specified value, with each requirement. For
example, preserving the number of lines on a page might
be less important than preserving the number of pages.
During requirements evaluation of a preservation action
the importance and tolerance factors can be combined into
a weighted measure.

data constraints. (E.g. K: ≥0, °C: ≥ -273.15, °F: ≥
-459.67).
o isDefault (0...1): indicates whether this is the
default range for this Property (data constraint:
Boolean)
o hasDefaultValue (0...1): a default Value for this
Property.
 hasValueOrigin (0...n): How the Values for the Property
may be obtained or updated (if it is stored).
o hasValueOriginID
(1...1):
(data
constraint
ValueOriginID).
o isDefault (0...1): indicates whether this ValueOrigin
is the default for this Property (data constraint:
Boolean)
 hasRelationship (0...n): specify a relationship to another
Property.
o hasRelatedProperty
(1...1): (data constraint:
Property ID)
o hasRelationshipType (1...1): a type specification of
the relationship to another Property (data
constraint: taken from an extensible set; common
types include generalizationOf, specializationOf,
siblingOf, inverseOf, disjointOf, smallerThan).
 hasEvent (0...n): unique identifiers to each of the
Property’s Event objects, such as versioning, virus
checking, ingest. (data constraint: Event ID).

5 CONCEPTUAL DETAILS
In this section, we build on the preceding analysis to
specify the data model more completely. For each concept,
we describe its key attributes and basic information such as
its data type and whether it is mandatory or repeatable. We
also introduce supplementary concepts such as ValueOrigin
and Unit that are needed to represent properties. This data
dictionary is informed by analysis undertaken in the
Planets project. It will only be partially implemented
during the project, but it serves as a basis for further
development and implementation.

5.1 Property
Definition: An abstract attribute, trait or peculiarity
suitable for describing a preservation object, action or
environment.
 propertyIdentifier (1...1): a unique identifier of the
Property (data constraint: Property ID).
 propertyName (0...n): a meaningful human readable
name (data constraint: string). It is repeatable in order

Value Origin
The ValueOrigin concept provides a way to specify where a
specific Value comes from or how it can be obtained. There
can be multiple ways of obtaining the Value of a Property
that do not produce conflicting results. For example, they
might be measured from different sources, measured by
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different techniques, using different tools, or obtained
through different agents.
 valueOriginIdentifier (1...1): a unique identifier of the
ValueOrigin (data constraint: none).
 valueOriginName (0...n): a meaningful human readable
name (data constraint: string).
 valueOriginDescription (0...n): a meaningful human
readable description (data constraint: Description).
 hasSource (0...n): a type specification of the sources
from which the Value can be measured or derived (data
constraint: none). Sources might be registries or
inventories, Values of other Properties from which the
Value can be derived, or Representations of the
IntellectualEntities from which the Value can be derived.
There may be a chain of ValueOrigins where one
ValueOrigin is the source for another.
 hasTargetUnit (0...n): a specification of the Unit of the
Value to be created by this ValueOrigin. (data constraint:
Unit ID)
 hasTechnique (0...n): Rule, algorithm or logic used for
obtaining the Value (e.g. assigned according to AngloAmerican Cataloguing Rules, extracted from .tiff file
metadata) (data constraint: none). Techniques can be
manual or automated.
 hasAgent (0...n): For automatically derived Values:
software tool and version; for manually assigned
Values: person role (data constraint: Agent ID).
 hasTrigger (0...n): a trigger for Value assignment: e.g.
ingest, PreservationService, etc. (data constraint: none)

(data constraint: none) There may be multiple
ways of deriving the Value.
o hasAgent (0...n): conversion software tool and
version; (data constraint: Agent ID) There may be
multiple possible agents.

5.2 Characteristic
Definition: A Characteristic of an Entity is the concrete Value
which this Entity has for an abstract Property in a defined
context.
 characteristicIdentifier (1...1): a unique identifier of the
Characteristic. Having a unique identifier for a
 Characteristic supports different Values for the same
Property at different times. (data constraint:
 CharacteristicID)
 associatedWith (1...1): vector of unique identifiers of
PreservationObject, Environment or PreservationAction
Instances with which the Characteristic is associated. It
can be meaningfully associated with Instances of the
 Classes defined in the appliesTo element of the
corresponding Property concept (data constraint: vector
of
 PreservationObject, Environment or PreservationAction
IDs).
 hasProperty (1...1): a specification of the Property to
which this Characteristic refers.
o propertyIdentifier (1...1): It specifies for which
Property the Characteristic’s Value holds (data
constraint: Property ID)
o annotation (0...1): chosen from the allowable
values specified in the corresponding Property
definition.
 hasUnit (0...1)
 hasValueOrigin (0...1)
 hasSource (0...1)
 hasTechnique (0...1)
 hasAgent (0...1)
 isOnDemand (0...1): a specification of whether the Value
is stored locally or should be derived on demand (data
constraint: one of local, onDemand). Registry look-up is
an on-demand access.
 hasValue (0...1): Value of the Characteristic, if it is stored
locally (data constraint: none).
 hasCreationEvent (0...1): a unique identifier of the Event
which created the Value if it is stored locally (data
constraint: EventID) including the date the Value was
set. In addition, information to capture versioning
information such as a date range of applicability of the
Value, previous Values for the same Property and
objects, etc. are desirable.

Unit
Every Property can have several Units. This is particularly
important for preservation characterization. bitDepth, for
example, is described as one non-negative number in .png
and as three non-negative numbers (one for every colour
channel) in .tiff. It is important to be able to specify which
Unit is chosen and how values in this Unit can be compared
to others.
 unitIdentifier (1...1): a unique identifier of the Unit (data
constraint: none).
 unitName (0...n): (data constraint: string) allows for
synonyms; e.g. inches, Zoll.
 unitDescription (0...n): a meaningful human readable
description of the Unit (data constraint: Description).
 hasDataConstraint (1...1): permissible Values; a type
definition for the Value; possibly a URI for defined
vocabulary (data constraint: taken from an extensible
set of data constraints).
 hasConversion (0...n): How Values may be converted
from another Unit to this Unit. This is important for
preservation characterization and comparison.
o hasSource (1...1): Identifier of the source Unit (data
constraint: UnitID)
o hasTechnique (1...n): Rule, algorithm or logic used
for mapping or converting the Value (e.g. FFT)
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conceptual model supports dynamic preservation
processes, rather than the static recording of characteristics
and events. The data dictionary has been motivated by
observations about its intended uses and the interactions
between preservation services. The model has
consequences for implementations of preservation
metadata dictionaries, property registries, and preservation
services. This work has been conducted within the larger
context of defining a conceptual model and specific
vocabulary for supporting preservation services within the
PLANETS project and is theoretically and empirically
founded [7, 8].

5.3 Requirements
Definition: A constraint which limits the space of
allowable preservation activities.
 requirementIdentifier (1...1): a unique identifier of the
Requirement (data constraint: RequirementID)
 requirementName (0...n): a meaningful human readable
name (data constraint: string)
 requirementDescription (0...n): a meaningful human
readable description (data constraint: Description).
 hasRequirementsSet (0...n): a unique identifier of the
RequirementsSet to which the Requirement belongs
(data constraint: PreservationGuidingRequirementsSetID)
 hasStakeholder (0...n): (data constraint: AgentID)
 requirementSource (0...n)
 requirementApplicability (0...1): Time range during
which the Requirement is applicable. If it is not
specified explicitly, then it defaults to the Value of the
applicability
element
of
the
PreservationGuidingRequirementsSet in which the
Requirement is captured.
o startDate (0...1): The date the Requirement is
projected to become valid (data constraint: date)
o endDate (0...1): The date the Requirement is
projected to cease, if it is not subsequently
extended (data constraint: date)
 requirementSpecification (1...1):
o context (0...n): Specifies the objects for which the
constraint holds
o pre (0...1): Specifies a pre-condition for applying
the Requirement
o post (0...1): Specifies a post-condition for
applying the Requirement
 requirementImportanceFactor: Measure of the relative
significance of the Requirement for the stakeholder
(data constraint: none)
 hasEvent (0...n): unique identifiers to each of the
Requirement’s Event objects (data constraint: Event ID)
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TIPR1, SHERPA2, MathArch3, etc. can rely on the
adoption of a common standard container like METS. The
adoption of a common standard involves the fact that the
project’s participants share the same knowledge base about
the metadata container.
The scenario of a cooperative project where
participants have not only different archiving technologies,
but also different metadata frameworks, and their own
business rules, has to be explored and faced on both levels,
organizational and technical.
This is the case of ARTAT Italian project which deals
with different knowledge base and different technology
applications. The project will experiment a solution for
harmonizing
both framework and management of
preservation metadata increasing the strategic importance
of preservation metadata in a cooperative context.
The overcoming of interoperability issues, by means
of the achievement of a flawless exchange of digital assets
to preserve, enables the feasibility of applying distributed
digital preservation policies, even in a network of multifaceted architecture repositories.

Abstract
The long term preservation is a responsibility to share
with other organizations, even adopting different
preservation methods and tools. The overcoming of the
interoperability issues, by means of the achievement of a
flawless exchange of digital assets to preserve, enables the
feasibility of applying distributed digital preservation
policies.
The Archives Ready To AIP Transmission a PREMIS
Based Project (ARTAT-PBP) aims to experiment with the
adoption of a common preservation metadata standard as
interchange language in a network of cooperating
organizations that need to exchange digital resources with
the mutual objective of preserving them in the long term.

Introduction
Existing digital repositories have implemented
customized management repository system and metadata
infrastructures that manage their own Archival Information
Packages (AIPs) (CCSDS 2002).
The cooperating organizations ability of exchanging
resources in a distributed digital preservation scenario,
opens interoperability issues that involve as the
organizational level, as the technical level. Whereas
organizational interoperability issues can be generally
identified with difficulties in mutual understanding because
of different languages and semantics, technical
interoperability issues can be identified with differences of
systems and procedures adopted.
The ARTAT project aims to face this double layered
problem of interoperability, on the principle which states
that technical level problems can’t be solved without
improving the communication among organizations on a
common knowledge base.
In order to achieve better organizational interaction to
solve technical interoperability issues, the experiment will
test the impact of a translation into a common language
supported by a common structure formally defined.

Aim and Objectives
The project aims to provide existing digital repository
with a layer of preservation metadata exchangeable with
other repositories. This aim entails to create the ideal
conditions for resources exchange, making the Archives
Ready To the AIPs Transmission (ARTAT).
The focus is not changing existing archival systems,
but strengthening their own management with a view to the
long term preservation.
ARTAT is a PREMIS Based Project (PBP) and
experiments the arrangement of a preservation metadata
layer, encoded in PREMIS standard which will integrate
repositories' preservation metadata. The export of
repositories' AIPs with provision of a PML it is supposed
to be received by selected repositories and ingested into its
own repository system. Hopefully, thanks to the PREMIS

Background and Motivation
The long term preservation is a responsibility to share
with other organizations. Many existing examples
represent the evidence of good practices in the distributed
digital preservation achieved by means of the
organizational cooperation. A massive on-line literature
documents methodologies, tests, and activities that are
running in order to overcome the interoperability issues
emerging in a cooperative context. However, project like

1

http://fclaweb.fcla.edu/content/news-about%E2%80%9Ctowards-interoperable-preservation-repositoriestipr-grant

2

http://www.jisc.ac.uk/media/documents/programmes/preservatio
n/sherpa%20dp%20final%20report.doc
3

http://www.library.cornell.edu/dlit/MathArc/web/index.html
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translation the recipient should be able to “parse the
information, map it to the structure and semantics of its
own stored metadata, and even take action based on it”
(Caplan 2008), in other words it should be able to
“technically understand” metadata structures, and
semantics.
The building of Preservation Metadata Layer (PML)
will originate from archival management system and
through a controlled data flow will feed the PML.
In case of exchange’s need, the outcome of this
workflow would consist of a DIP composed by the objects,
the archiving metadata, essentially the AIP content, and
PML.
In order to model PML, it is necessary to pursue
objectives like to make emerging preservation metadata
gaps in the AIPs management processes from participants’
repositories, and to consolidate and to harmonize the
preservation metadata framework of participating archival
systems into a conforming PREMIS framework.

The translation will be based on a data model deriving
from the analysis of archival system architecture, the
repository management processes and metadata
framework. The analysis will be also documenting how
repository’s metadata structure flows into PML.
The translation is “a rendering from one language into
another”4 and the ARTAT choice of translating the
preservation metadata into PML has been originated taking
advantage from the communication among people coming
from different countries. If they speak a language in
common they can communicate, the more the common
language is well known, and the more they can understand
each other, without loss of information.
Consequently, PREMIS metadata standard will be used as
interchange language because it was created by a
community of experts, coming from different competence
domains, and therefore it is applicable in disparate
contexts. Furthermore, because it is platform independent,
and it provides a common ontology of terms and
definitions, used by a growing international community; it
is supposed to be more “technically understandable”.
These characteristics make PREMIS the ideal
candidate as interchange language for archival systems,
that need to transmit their own AIPs to selected repository
in order to preserve them.
The characteristic of being platform independent
allows a flexibility which makes organizations free of
using “the specification as a key piece of its infrastructure
and to adapt it to its own needs” (Guenther 2008) and
consequently PML well customizable to different archival
infrastructure.
When repository will be ready to test the exchange, it
will export the content of AIPs into DIPs which will
contain not only Information Package but also the PML
built by the ARTAT software components. The addition of
PML entails that the repository is able to produce XML
metadata files describing the content of Information
Package, even in those cases where digital resources are
stored in a database management system.
The software components will effectively make the
translation, complying with the defined requirements and
following the directions of the resources' model. Software
components will be designed and updated by the
participating repositories themselves in order to fill in
PML, which will be produced by a repository customized
process. It is expected that all ARTAT partners will be
following the methodology building, improving their own
implementation practice of standard and knowledge base
of preservation metadata management.
In order to build PML, the methodological approach starts
examining current repository’s practices in management of
preservation metadata, identifying what metadata standard
the partners have adopted and how it is possible to extract

Expected Benefits
Providing repositories with a comprehensive set of
preservation metadata, is supposed to be more
interoperability-oriented because has been adopting by an
enlarging community. The adopting organizations, will
probably benefit from:
 increasing opportunities of cooperation in digital
preservation;
 sharing and spreading the knowledge base about the
strategic importance of preservation metadata and
technical knowledge;
 deepening into PREMIS knowledge, experience and
implementation;
 improving the conditions for preservation metadata
management and good practices in the long term
digital preservation.

Approach
The ARTAT project will work in a multi-repositories
scenario, where it is likely to find differences in archival
management system, in metadata application approach, and
in adoption of metadata standard. In fact, it’s expected that
the project will deal with three different standard: MAG
(Metadati Amministrativi e Gestionali) which is an Italian
application profile connecting descriptive, administrative,
structural and technical metadata, very similar to METS
but more prescriptive; METS which is very common in the
digital library community; MPEG21-DIDL which is also
common in digital repositories management and comes
from multimedia industry.
The methodology points to provide AIPs with PML as
translation language, understandable by all projects
partners, overcoming the repositories differences, and
consisting of a preservation metadata set which integrates
the resources' metadata.

4
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http://www.merriam-webster.com/dictionary/translation

preservation metadata from the repository archival
systems. The examination will detect lacks or will identify
locations or procedures where useful preservation metadata
could be hidden.
Consequently, the general approach will consist of a
“water fall model” development where the result of each
phase is one or more documents that fall into the next
phase (Royce 1970). The approach consists of two phases:
inquiry and PML production.
The first inquiry phase will be carried out by every
partner and will gather all necessary information about the
objects, the repository, and the metadata.
The outcome of the first phase will allow to model the
PML data structure and to design the software components
necessary to PML production, which is the second phase of
the project.
The workflow of the two phases is visible into the
Figure 1. The outcomes of different steps will result into
documents and the following steps are strongly based on
the previous ones.

the documentations coming from all phases executed by
every partner.

Partnership and Application Context
The ARTAT project is supported by Fondazione
Rinascimento Digitale, which has constituted a partnership
with Union Catalogue of Italian Libraries and
Bibliographic Information, a representative institution of
the Ministry of Cultural Heritage and National Library of
Florence. The partnership agreement has established a
Task Force (ARTAT-TF) to manage the start up, the
promotion and the coordination activities of the assumed
network. The network will include partners that do not
necessarily have the capability to sustain the long term
preservation strategies, but are willing to submit copies of
their own resources into assigned partners’ repositories that
can provide the commitment for the long term.
The ARTAT-TF supports the start-up work packages,
provides directions for the overall ARTAT workflow,
promotes and organizes training events focused on the
preservation metadata and PREMIS implementation.
Participating organizations will be involved in the
experiment by means of an agreement in which they share
with other partners, objectives, conditions, requirements,
and methodologies.
Furthermore, they have to engage their own selected
digital resources, to make available the necessary human
and technological resources, to participate in inquiry phase,
to collaborate on the PML modelling, and to comply with
the requirements of software design for the
PML
production.
The experiment application will start with three
repositories:
 the ICCU5 institutional repository which collects
resources from geographically dispersed Italian cultural
heritage institutions. The repository named MAGTECA,
is the grounding archive of the Italian national Digital
Library Portal and Cultural-Tourist Network. The portal
proposes an integrated access system to the digital and
traditional resources of libraries, archives, and other
Italian cultural institutions, in order to promote and
enhance the knowledge and availability of the cultural
heritage to a national and international level. The
grounding digital repository, contains more than
2.000.000 of digitalized images with the corresponding
metadata consolidated in more than 29.000 documents.
The metadata framework is encoded in MAG.
 Magazzini Digitali6 is a project undertaken by
Fondazione Rinascimento Digitale and National Library
of Florence. The selected objects from the repository are
Doctoral Thesis that are harvested by the repository

Figure 1 – ARTAT workflow

The PML Repository Documentation will feed the
general ARTAT project’s documentation, which gathers
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5

http://www.internetculturale.it

6

http://www.rinascimento-digitale.it/index.php?SEZ=28

from the Italian universities institutional repositories.
The metadata framework is encoded in MPEG21-DIDL.
 The digital repository of the Library & Archive of the
British School at Rome7 “a residential centre for postgraduate research in the archaeology, history, art history
and culture of Italy, supporting a specialist reference
Library and Photographic Archive which have produced
and catalogued digital images of items from the
collections of historic photographs, prints and maps.
The experiment will involve all digitalized collections,
that comprehend around 40.000 images with more then
13.900 metadata document. The metadata framework is
encoded in METS.

Participating Repository Questionnaire
The conception of the participant repository
questionnaire has taken into account the features that
diversifying the repositories as materials, archival system
and framework metadata standard. The aim is to explicit
the information about the selected objects, the repository
management processes and the differences in metadata
adoption and structuring.
The questionnaire has been structured into two panels.
The first panel encompasses questions about type of
selected materials and corresponding digital objects,
amount of files distinguished in objects files and metadata
files, and corresponding dimensioning. The information
will be useful to have relevant information to get a real
picture of the experiment patterns, and will be useful at the
organizational level, in relation to the cooperative context,
like for example to have clear information about storage
needed to the AIPs exchange.
The second panel of the participant repository
questionnaire will gather information about metadata and
how they are recorded into the archival system, how many
standards have been adopted, how metadata are connected
to the objects, and how or if metadata is incapsulated into
the container.
An important but difficult part is the way the metadata
has been implemented, which means to provide evidence
of the external relationships among metadata files and the
internal structure of metadata files. Consequently, the
repository have to provide a representative data model of
external and internal relationship of the metadata structure.
Well known examples are MIX8 files that can be
incapsulated into the METS or externally referred, or
objects that can be individually associated to one complete
MIX file or associated to one individual MIX file, and to
one MIX file containing technical information shared also
by other objects.
A reference model of repository’s metadata structure
is necessary to build the metadata relationships of the PML
core.

Participants’ Inquiry Phase
The inquiry phase is the starting point to gather
information by the partners' repository in order to
document and analyze types of objects, management
procedures, and the preservation metadata status of the
repository. The inquiry phase consists of two kinds of a
semi-structured questionnaires. The first gathers
information about architecture, storage and preservation
process characteristics, and is based on a questions'
selection from the OCLC/RLG report of the survey about
current practice of digital repositories (OCLC/RLG
PREMIS 2004). The second gathers information about
preservation metadata status, and is based on the study
commissioned by the Library of Congress PREMIS
Maintenance Activity on implementation of the PREMIS
semantic units (Woodyard and Robinson, 2007).
The recipient of questionnaires are participant
repositories managers and/or technologists, and since
ARTAT is dealing with heterogeneous archival systems,
the collaboration of repository personnel has an essential
role, and will be explicitly specified in the partnership
agreement.
The questionnaires will be submitted to the
participants as start-up work-package and will point to
make clearer concepts and definitions that belong to the
knowledge domain of preservation metadata management.
Moreover, it is expected that will improve the faculty and
quality of partners network to communicate about digital
preservation, by means of the adoption of common
semantics.
Other outcomes expected will be the self-documenting
of the ARTAT project background and developments. The
inquiry phase will be conducted with the support of the
ARTAT-TF by means of interviews that will be based on
the questionnaires. The interviews have been considered a
better interaction with the partners and could collect also
unpredicted information which would be useful to the
project purpose.

7

Preservation Metadata Status Questionnaire
The second questionnaire aims to get a picture of
repositories
preservation
metadata
management.
Consulting PREMIS Data Dictionary9 and analyzing
semantic units, the questionnaire was conceived with the
assumption that some preservation metadata is certainly
managed by the repository, some can be simply extracted
from the objects, and some can be collected from the
preservation processes. Consequently, the questionnaire
content has been derived from a Semantic Units Roadmap
(Fig. 1) which is the reference document for understanding

http://digitalcollections.bsrome.it/
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8

http://www.loc.gov/standards/mix/

9

http://www.loc.gov/standards/premis/v2/premis-2-0.pdf

clearly how the values of semantic units will be gathered
by the project, and how it classified them in relation to the
application context. The roadmap classifies the semantic
units in: questioning unit, automatically assigned by the
ARTAT add-ons, automatically ascertain by the ARTAT
add-ons, assigned as default, requirement base assigned.
The project has restricted the object categories
applicability only on files, in order to ease the approach of
participants with PREMIS semantics.
Another expected questionnaire’s outcome is to collect
entries for controlled vocabularies from partners or test the
applicability of predefined controlled vocabulary. For
example, the eventType controlled vocabulary entries were
selected from the “comparison table of controlled
vocabulary in use for eventType” in PREMIS semantic
units survey (Woodyard and Robinson, 2007).
Resulting controlled vocabularies will be shared and
used by network partners.

preservation metadata, already encoded in some standard
(objects and signs) and will translate them in PREMIS
(interpretant) with the integration of those metadata which
were not provided in an explicit form. However, the
translation effort, as said, has to be sustained not only at
technological level, but also at organizational level.
The first requirement for building PML is the
PREMIS conformance. The second requirement is to
achieve as much as possible the PREMIS metadata
comprehensiveness, since the repository could have some
missing or implicit preservation metadata. The third
requirement is the independence of PML from the AIPs,
making its reuse easier and its preservation feasible also in
different technological contexts.
The PREMIS conformance requirement demands to:
 follow the specification of PREMIS Data Dictionary
(DD) names and definitions of semantic units,
 adhere DD applicability guidelines,
 conform to repeatability and obligation,
 encompass mandatory semantic units as a minimum
amount of metadata useful to preserve digital objects in
the long-term.
This minimum amount of information will be the
minimum necessary for the PML, and PREMIS
conformance is an obligation to respect in the PML
production processes. Since it is a necessary condition
under that the AIPs receiving repository can “accept
custody of the digital object and assume responsibility for
its long-term preservation” (PREMIS 2008).
The comprehensiveness requirement of PML
encompasses preservation metadata and the more will be
exhaustive and the more will be technically interpreted by
other repository systems. Furthermore the knowledge of
partners, both sending and receiving, achieved for
capturing as much as possible information to include into
PML, could lead them to find solutions for improving their
repository management and for enabling long term
strategies.
The limited use of extensions containers will be a subrequirement
of
comprehensiveness.
The
comprehensiveness meaning has to be related uniquely to
the PREMIS semantic units and not to the unconditional
use of extensions, that have to be used only when it is
strictly necessary.
The PML independence from AIPs is important to
allow third party to rebuild connections among objects, and
to technically understand and interpret the AIPs
redundancies produced by the duplication of some kind of
metadata into the PML. Because it is supposed that all
participating repositories will be well-acquainted about the
PML structure, its independence will facilitate the AIPs
interpretation process.

Reporting of Inquiry Phase
The conclusion of inquiry phase of individual partner
will be reported in a basic document containing the results.
The report will be used for the specification of the
requirements and the PML model, customized for the
repository's context. The architectural model will be
submitted to the partners to negotiate the software design
and development for producing PML.
Software components will be build by the partners with
support of ARTAT-TF that will ensure the compliance to
the PML requirements.

PML Production Phase
The outcomes of inquiry phase will consist of a
metadata mapping document where will be traced the
correspondence of repository's metadata and the PREMIS
semantic units. The dataflow mapping will be the
foundation for PML modelling which will drive the design
and development process for the software component
building. The software components will enable the
repository to extract from the repository all metadata
necessary to the exchange, in other word will produce the
PML. The PML production workflow will be opportunely
documented by the repository with support of ARTAT-TF.

PML Details
The Preservation Metadata Layer will be composed by
the repository’s AIP and an addition of a preservation
metadata set which will result from the previous workflow
phases.
The translation process is more than a simple
communication process. It is not only encoding and
decoding but first of all it is an interpretive process,
composed by sign, object and interpretant as American
philosopher Charles Peirce asserts (Petrilli S. 1999). As
translation layer the PML will copy the repository’s
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metadata standard contained in the hypothetical AIP and
includes merely values for significantPropertiesType and
significantPropertiesValue separated by semicolon.

PML Structure
The PML will consider as its target the repository’s
AIPs, and in particular the XML metadata, describing
content, which is supposed to be produced from a database
or held into filesystem. The layer will be added by means
of populating PREMIS semantic units from repository
preservation metadata and from other source of
information located by the inquiry phase.
The layer will be composed by an XML layer which
describes characteristics of the Information Package’s
metadata and duplicates and integrates the preservation
metadata of the objects.
In other words the layer will describe technically and
structurally the AIPs content.

Figure 2 – Preservation Metadata Layer

The PML part describing the XML metadata files
referring to the objects is considered the core of PML and
it can be also defined as meta-metadata part. Because XML
metadata files are objects themselves the description will
follow the same procedure of another type of objects.
What will differentiate these “special” objects from
the others will be the characteristics considered like
significant properties. Therefore, the significantProperties
container will be required as mandatory in the PML
production, and values will be provided under selection
from a controlled vocabulary.
The PREMIS identifier systems will support the
connections between PML core and the Information
Package’s metadata, and PML non-core part and the
objects.
The Figure 3 shows an abstract of a representative
example of a PML. The principal mandatory containers
like objectIdentifier, objectCategory etc. are included only
as reference.
The sample values are included in square brackets.
The significantProperties container is repeated for every

Figure 3 – PML sample

By means of this significant properties description, it
is evident that the Information Package’s metadata file has
been encoded in METS, and contains MODS and MIX
metadata. The relationship container will describe
structurally the AIPs and internal relationships between
metadata and objects. The more the vocabulary entries will
be detailing relationships and the more the PML core will
be meaningful for receiving partners.
Appropriate
controlled
vocabularies
for
significantProperties and relationship have to be refined
during the inquiry phase, and feasible models of metadata
structures have to be investigated.
The PML objects will be referred to the event PML
production by means of linkingEventIdentifier and the
event conversely will link all objects with
linkingObjectIdentifier.
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awareness about the preservation metadata strategic
importance, tests an a posteriori implementation of
preservation metadata and assesses the impact of such
solution on existing systems and on established
organizational procedures. The project will start in
November 2009 and the methodological approach will be
improved during the remaining months of 2009. The
project will involve other network partners during 2010.
First outcomes’ report is expected by June 2010. Partners
interested in experiment of PML implementation comes
from different domains like museums, archives, academic
institutions and public administrations. The ideal scenario
to test strongly the PML solution is disparate application
domains. Results of experiment as emergent critical
situations, as lesson learnt and successful practices will be
published in order to share the experience of implementing
preservation metadata set in existing archival systems.

“Translation In” and “Translation out”
Because metadata describing packages, should
constitute an XML object, what has been underpinned as
significant properties is the structure connecting different
functional metadata. To note down that the container
standard like MAG, METS or MPEG21-DIDL encompass
descriptives like MODS or DC and technical MIX
metadata, becomes extremely useful information for
receiving partners. They will be able to locate not only
different metadata section but also metadata redundancies.
Indeed, the administrative metadata can be
conveniently reproduced into the PREMIS entities
semantic units, For example, the METS administrative
sub-sections can be mapped into the PREMIS semantic
units.
METS:techMD,
METS:digiprovMD
and
METS:sourceMD can conveniently mapped into the
PREMIS:Objects semantic units and connected by means
of PREMIS identifiers system as well as METS:rightsMD
sub-section can be mapped into the PREMIS:rights
semantic units.
A partner repository which receives the AIPs supplied
with PML, even without knowledge about METS can have
a preservation metadata package ready to be submitted to
its own management processes, on condition that it is able
to intepret the PML and has adopted strategies to manage
preservation metadata.
The receiving repository will preserve the METS file
like other objects.
Whereas a preservation event occurs you can depict
two distinguished types of events: a low impact event
where only PML has been involved, because the repository
has left the alien AIPs 'as is', and the event's trace will be
annotated, as preservation metadata, only into PML; a high
impact event where not only the PML, but also the objects
and/or metadata objects have been involved. In the last
case, redundant metadata probably will be involved and
updated by means of checking differences obtained by the
comparison of original AIPs metadata and PML
duplication metadata. The fact of changing the original
AIPs objects forces to find solutions about the creation of
new one AIP and how it should be structured.
The success of PML solution, strongly depends on the
correct interpretation of the PML, which entails that the
systems, and obviously before the organizations, have
knowledge base of PREMIS standard and PML
structuring, as “interpretant” of translation process.
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of Significant Properties. In addition this leads, in a
consistent manner, to a way in which the concept of
Significant Properties can be extended to scientific data.
We also suggest why the digital library community stresses
Significant
Properties,
while
largely
ignoring
Representation Information, other than structure
Representation Information (formats). We discuss the new
proposed definitions as they exist in the draft revision of
OAIS [2].

Abstract
The term “Significant Properties” has been given a
variety of definitions and used in various ways over the past
several years. The relationship between Significant
Properties and the OAIS term Representation Information
has been a puzzle.
This paper proposes a definition of Significant Properties
which provides a way to clarify this relationship and
indicates how the concept can be used in a coherent way.
We believe that this approach is consistent with the actual
use of the concept and does not invalidate the previous
pieces of work but rather provides a clear and consistent
view of the concept. It also links together Authenticity and
Provenance which are also key concepts in digital
preservation.

Significant Properties
The notion of Significant Properties has emerged as a
key concept in preservation within the library community
but has not been a concept that is much used in the context
of the preservation of research data that is not normally
viewed as a document. A number of definitions of
Significant Properties have been proposed.
The CEDARS project [7] defined Significant Properties as
“those characteristics [both technical, intellectual,
and aesthetic] agreed by the archive or by the
collection manager to be the most important
features to preserve over time”.
Sergeant [13] on the other hand proposed that
“Significant Properties are those attributes of an
object that constitute the complete (for the intended
Consumer) intellectual content of that object”
However the example given of
Significant Properties for an e-thesis of the
– complete text, including divisions into chapters
and sections
– the layout and style - particular fonts and
spacing are essential
– Diagrams
– (perhaps web adverts are not Significant for
our ejournals).
does however seem more oriented to the rendering of the
document in print or on screen, rather than its intended
intellectual content. These could be consistent with OAIS
concepts if the Designated Community (DC) had the
appropriate knowledge base to understand the rendering,
but would have problems if the knowledge base of the DC
changes, for example if the language of the DC changes

Introduction
The concept of Significant Properties is one which has
been much discussed within the preservation community as
a way of characterising, in some way, the essential features
of a digital object which must be maintained over time.
However, there is no consensus on a single definition of
the concept of Significant Property or on how the
Significant Properties are categorised and tested. OAIS [1],
a widely recognised ISO standard concerned with systems
which preserve digitally encoded information for the longterm, does not currently consider Significant Properties,
but precisely defines a number of key concepts including
Authenticity, Provenance and Representation Information
and indeed one key function of OAIS has been to provide a
consistent terminology. Clear and consistent terminology is
a requirement for clear discussions about digital
preservation. This leads to the question of how Significant
Properties are related to these concepts and how
Significant Properties can be adequately defined.
This paper attempts to draw together and provide a
coherent view of Significant Properties, Authenticity,
Provenance and Representation Information. This view
clarifies the complementary roles of Significant Properties
and Representation Information and their links to
Authenticity. It also clarifies why the concept of
Designated Community, which is so important in the
OAIS, plays only a minor role, if any, in most discussions
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from, say, English to, say, Chinese. There must be
underlying Representation Information that supports the
expression, or encoded value, of the Significant Properties
listed for the e-thesis information object.
The OCLC/RLG Working Group on Preservation
Metadata [12] proposed the definition:
“Properties of the Content Data Object’s rendered
content which must be preserved or maintained
during successive cycles of the preservation
process”
Hedstrom and Lee [6] defined Significant Properties as
“those properties of digital objects that affect their
quality, usability, rendering, and behaviour”.
In that paper they have a number of links to the OAIS
Reference Model, for example
“whether or not colour, for example, is a
significant property of the given digital object or
collection will depend on the extent to which
colour features affect the quality and usability of
the preserved object for a designated community”,
and
“decisions about which Significant Properties to
maintain will depend on institutional priorities,
anticipated use, knowledge of the designated
community, the types of materials involved, and the
financial and technical resources available to the
repository”
Within the InSPECT project, Wilson [4] defines
Significant Properties in a similar fashion as
“the characteristics of digital objects that must be
preserved over time in order to ensure the
continued accessibility, usability and meaning of
the objects”.
He categorises these Significant Properties into
Content, Context, Appearance, Structure, and Behaviour.
Knight [3] built on Wilson’s work and proposes a
framework of description for Significant Properties which
includes identifier, function, level of significance,
optionally the designated community, and optionally notes
of any property constraints. The project has applied this to
a number of digital object types (structured documents,
raster images, audio files, email messages). Four further
studies considered Significant Properties of vector images
[19], moving images [20], software [21], and learning
objects [22]. It is notable that each of these studies took a
different view on what constituted a Significant Property.
Again, here we have notions of Significant Property which
cover some aspects of meaning (content and behaviour),
although it is not clear how these are to be supported. Thus
it can be seen that there is a lack of agreement on the
definition of what a Significant Property is, what its
primary role is, or how they should be categorised,
recorded and tested.

Limitations of Significant Properties
Clearly the uses of Significant Properties of necessity
focus on those aspects of digital objects which can be
evaluated in some way and checked as to whether they
have been preserved. However, the meaning associated
with a value of the Significant Property is nowhere
defined. Therefore it must be the case that the Significant
Properties, while useful, do not strictly contribute to
understandability of the Information Object. For example a
Significant Property might be that a text character must be
red, however the meaning of that “redness” is not defined.
That is, can the following type of questions be answered:
“what is the meaning implied by the fact that this test is
red, and what would be difference be if it were not red”?
OAIS, as described further in section 3, proposes that
to ensure preservation, one must have enough
Representation Information to allow the defined
Designated Community to understand the information,
given that Designated Community’s knowledge base. This
must include, for example, information used to express the
value (i.e. how it is encoded into bits) of a Significant
Property or the values used to derive it. This is consistent
with the comment
“As with file formats, the Representation
Information for a digital object should allow the
recreation of all the significant properties of the
original digital object.”
from the PARADIGM project [23].
It should be noted that even those studies of
Significant Properties which include Designated
Community only have it as an optional item and for
example [3] states “By leaving the Designated Community
value blank, the archive declares that the property is, as far
as they are aware, important for all user communities”.
Thus the stress in this definition is on importance. It leaves
open the issue as to whether the value of that Significant
Property is understandable to that very broad Designated
Community.
Comparing the various definitions only [4] includes
“meaning” in its definition, and therefore seems somewhat
out of step with the other definitions; [13] includes what
might be interpreted as a more ambitious phrase “complete
(for the intended Consumer) intellectual content”; [4] is the
only one to include “accessibility”. Both [6] and [4]
include “usability” in their definitions which is plausible
but hard to see, for example, with “redness”. The terms
“appearance” and “experienced” is used in [5] while [6]
includes “rendering” and “behaviour”; [12] refers to
“rendered content” and, as noted above, the example in
[13] makes it fairly clear that the rendering is the main
concern.
With such a diversity of definitions and a seeming
clash with the OAIS definition of preservation, what is the
real purpose of Significant Properties? In order to explore
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this, we first discuss a number of important related
concepts which are identified within OAIS.

very well but the much improved working draft revision
[2] defines Authenticity as:
“the degree to which a person (or system) may regard
an object as what it is purported to be. The degree of
Authenticity is judged on the basis of evidence”.
This definition is consistent with InterPARES and
makes it clear that authenticity cannot be judged as a
Boolean quantity, i.e. not simply true/false, and moreover
it is not an absolute quantity. Instead it must be a question
of evaluation by each user on the basis of evidence. For
example even two bit-wise identical copies of a digital
object may be judged to have different levels of
authenticity if they have been in the custody of two
different curators, handled with a different degree of
accuracy and reliability.
The evidence on which the judgment of authenticity is
made may consist of a mixture of technical and
nontechnical elements. The former includes items such as
digital digests, where the bit sequences are expected to
have been unchanged (covered by the OAIS term Fixity).
Examples of the latter type of evidence include such items
as details of the curator of the data, which is an item of the
Provenance of the Digital Object, supplemented by proof
of identity of the curator (i.e. was the curator the person
whom it is claimed to have been), plus perhaps evidence of
the degree to which that person might be trusted.
A new situation arises if the bit sequences of the
Content Data Object are changed (a Transformation in
OAIS terms, a special type of Migration), in which case
additional evidence must be supplied. Here the curator at
the time of the Transformation is assumed to have taken
steps, in particular performed some checks, to ensure that
the new Content Information will not have lost important
information and will continue to be judged to have the
same level of authenticity as the object which was the input
to the Transformation.
The question is the following: how did the curator
come to that decision about the steps to take and what
evidence can be supplied to future users to support
authenticity? The following sections of this paper attempt
to address those questions.

OAIS
The Reference Model for an Open Archival
Information System (OAIS) [1] is an ISO standard
primarily concerned with systems which preserve digitally
encoded information for the long-term. There are many
models specified in OAIS; in terms of the conformance to
the standard the most important of these is the Information
Model, which introduces the concept of Representation
Information. It is noteworthy that the 2002 version of
OAIS did not mention Significant Properties; however,
OAIS does define a number of concepts which capture
some related, and essential, ideas.
Capitalisation of terms in the text which follows
normally indicates that the OAIS definitions are being
used.

Information Model and Representation
Information
The information model within OAIS provides the link
between the encoded information and the Information
Object itself. Representation Information is defined
essentially as anything that is needed in order to
understand the associated Data Object. OAIS provides a
limited taxonomy of Representation Information made up
of Structural, Semantic and Other Information.
In order for preservation to be testable the archive that
is preserving the Data Object must define for whom it is
being preserved. Without such a definition it would be
impossible to test whether the preservation activities have
been successful, as the archive could not establish
sufficient criteria on the features required to be preserved
relative to the knowledge of the community. This leads to
the concept of the Designated Community and furthermore
one sees that the amount of Representation Information
needed is determined by the knowledge base of the
Designated Community, another key concept introduced
by OAIS. Digital preservation, in OAIS terms, requires
that the Information Object, encoded as a Digital Object,
must be understandable to the Designated Community. The
Representation Information may need to be updated as the
knowledge base of the Designated Community changes
over time.

Authenticity Model
The complexity of the preservation function in the
digital area requires the development of techniques able to
ensure that the main elements and procedures relevant for
the quality of the preservation are maintained, and that the
authenticity of the preserved information objects can be
evaluated. With reference to this crucial point, the
CASPAR project [18] is documenting an Authenticity
Model [14], and plans, as a reference solution, the
implementation of an Authenticity Management Tool
(AMT) with the ability to monitor and manage protocols
and procedures across the custody chain. This tool will
deliver, in the form of the documentation of the

Authenticity
In addition to understandability and usability, good
preservation also requires the concept of Authenticity.
Much work has been done in the area of authenticity of
digital objects, see for example within the InterPARES
project [9]. OAIS (2002) [1] did not deal with Authenticity
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preservation workflow, the benefits of authenticity into
information systems, from the creation to the preservation
phase. According to this approach the AMT has to identify
mechanisms for ensuring the maintenance and verification
of the authenticity in terms of identity and integrity of the
digital objects. That is to provide content and contextual
information relevant to the authenticity along the whole
preservation process by capturing and making
understandable over time all the required information.
The main components of are:
 the right attribution of authorship
 the identification of provenance in the life cycle of
information objects
 the assurance of content integrity of the whole relevant
digital components and their relevant contextual
relationships
 the provision of mechanisms to allow future users to
verify the authenticity of the preserved information
objects or at least to provide the capability of
evaluating their reliability in term of authenticity
presumption.
In summary, every relevant aspect should be described and
documented at every stage in the life cycle with the aim of
providing, at any time, a sort of ‘Authenticity Card’ for any
object in the repository.
The Authenticity Model as here outlined is based on
the fact that the preservation is a process, which requires –
for the assessment of its quality in terms of the authenticity
presumption of any object in the repository – the definition
of specific procedures, referred to as Authenticity
Protocols (AP), and their documentation (in the form of
Authenticity Reports and their Authenticity Protocol
History). The evolution of an AP may concern the
addition, removal or modification of any step making up
the AP, and the change of the sequence defining the
workflow. In any case both the old and the new step and/or
sequence must be retained for documentation purposes. An
example of managing authenticity of data objects on the
basis of CASPAR model has been successfully
implemented by the IBM Research Laboratory in Haifa in
conjunction with the University of Urbino with reference
to the data transformation as part of the storage component
[15].

Provenance Information should be provided by the
Producer. Provenance Information adds to the
evidence to support Authenticity.”
OAIS also remarks that Provenance is a special type of
Context. It should be clear from the discussion of
authenticity that while Provenance provides only one kind
of the evidence required, nevertheless it is a very important
type of evidence.

Authenticity and Significant Properties
Given the logic that authenticity requires evidence,
some of this evidence is technical, for example Fixity, and
some of the many types of Provenance are non-technical,
for example that they tell one how trustworthy an
individual is or was regarded to be.
As noted above, if the bit sequences are unchanged
then there are well established mechanisms for checking
this although, of course, issues arise over the long term as
to, for example, the security of any particular message
digest algorithm. If however the bit sequences of the digital
object are changed then these mechanisms are ineffective.
For example a Word file may be converted to a PDF; in
that case the bit sequences will have been changed
extensively. In such cases the curator presumably would
have satisfied himself or herself that the object as
transformed had not lost required information content and
therefore was still being adequately preserved. The curator
would see the new object has continuing to maintain
authenticity.
This may have been done by, for example, checking
that the words were the same, comparing the Word file and
the PDF file; that the rendering of the pages was
reasonably consistent between the two versions; that text
which had been emphasised in the Word version by
highlighting or by changing colour, was also emphasized
in some appropriate way in the PDF version.
It will be recognised that for the Word to PDF
conversion the curator checked and documented various
properties that are often called out as Significant
Properties.
Thus it will be seen that the function of Significant
Properties, consistent with Wilson in [4], is the
identification of “those characteristics [both technical,
intellectual, and aesthetic] agreed by the archive or by the
collection manager to be the most important features to
preserve over time”. Wilson presents a related argument in
[10]. Also Rothenberg and Bikson [5] suggest, with respect
to authenticity criteria:
“the intent of these criteria is to ensure that
preserved records retain their original behavior,
appearance, content, structure, and context, for all
relevant intents and purposes”
which echoes Significant Properties.

Provenance
Provenance is defined [2] as:
“The information that documents the history of the
Content Information. This information tells the
origin or source of the Content Information, any
changes that may have taken place since it was
originated, and who has had custody of it since it
was originated. The archive is responsible for
creating and preserving Provenance Information
from the point of Ingest, however earlier
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However the important point to note is that their real
significance is that Significant Properties provide some of
the evidence about the Authenticity of the digital objects
after Transformation (a point emphasized by Wilson), and
are selected by the curator, who may or may not take the
Designated Community into account, and moreover
different curators may make different choices. Wilson
considers the notion of Performance as a test of the
authenticity of preservation with respect to Significant
Properties. This is an important feature, which as we shall
see, can be transferred into a science data context.

to maintain these numerical values, had been used in the
transformation and thus implicitly those important values
would automatically be the same in the two versions. In
that case details of the tool would need to be available and
the adequacy of its preservation of significant values can
be evaluated. Thus in these two cases, we can identify how
the Performance of the transformed format can be
evaluated to test the Authenticity of preservation.
By analogy one can see that (some) Significant
Properties of the data in this case are the pixel data values,
units and the co-ordinate values. However of course this
would not provide enough information to use the image.
For example - what frequencies of light were collected,
what instrument was used, when was the data collected.
All these, and more, would be needed to understand and
use that data and, unless very specific definitions of the
Designated Community were made which included this
knowledge, all would therefore be required to be described
in appropriate Representation Information.

Significant Properties and Data
Scientific data has yet to be dealt with in studies of
Significant Properties. However some clarification may be
gained by considering another Transformation, this time of
a FITS1 file converted to a CDF2 file. Again the bit
sequences will have been changed extensively. In such a
case it could be asked how a curator could have satisfied
himself or herself that the object as transformed had not
lost required information content and therefore was still
being adequately preserved. This is the way in which the
curator would see the new object has continued to maintain
authenticity.
The FITS file might contain an image; the CDF file
should contain a similar image. However just comparing
the two images rendered on screens would be inadequate
for scientific purposes. Instead the curator would need to
be satisfied, for example, that the data values of the pixel
elements were identical in the two images at corresponding
points; that the co-ordinates associated with each pixel in
the two images were identical, for example the same
latitude and longitude; that the units associated with the
numerical values were the same in both images.
Science data is largely numerical or documentary. In a
transformation the way in which the numbers are encoded
may change, for example from an IEEE real to a scaled
integer. In such a case a number in the old and the new
formats should be the same to within rounding errors or
predefined accuracy. Alternatively, co-ordinate system
transformations may also require changes to the numerical
values, which however should be reversible. Thus the
validity of the transformation in preserving these
significant data values is testable.
Alternatively the curator might simply document the
fact that the trusted application, which was widely believed

Significant Properties and Representation
Information
Rendered objects such as JPEG images or audio files
tend to be accompanied only by structural information; in
the OAIS terms this is equivalent to stating that the
knowledge base of the designated community includes
whatever is needed to interpret the contents of the JPEG
image or audio file; as this can be anything, the designated
community is not explicitly defined. This is analogous to
normal library practice where the onus is on the reader to
understand the printed document. Scientific Data on the
other hand tend to be numerical; even in the simplest case,
where the numbers are encoded in a document as text,
although it may be acceptable to assume that for an
implicit designated community with a general knowledge
of standard Arabic numerals in decimal notation, they will
be able to understand that the sequence of characters ‘1’
‘2’ means twelve. However it is not reasonable to assume
that the implicit designated community will understand
what the twelve signifies, for example 12° Centigrade or
12 metres or 12 apples (or even eighteen in hexadecimal).
In order to fill in this missing information some Semantic
Representation Information must be provided.
The normal library practice of ignoring, by default,
Semantic Representation Information, has allowed
Significant Properties, as usually considered without
attention to meaning of their values, to appear to play a
more general role in preservation, to the detriment of the
full use of the Representation Information concept. It is
only when looking at a broader class of digital objects,
including scientific data and software, and a broader
definition of preservation, that their true significance may
be seen.

1

FITS (Flexible Image Transport System) is the most
commonly used digital file format in astronomy.
2

CDF (Common Data Format) is a data abstraction
defined by NASA and used to handle multidimensional
datasets.
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For any Significant Property some aspect of the
information object has been encoded in a way which is
described by Representation Information (often structural).
However to be useful to the designated community the
meaning associated with this property’s value must also be
available in their knowledge base. If the knowledge base
changes then appropriate additions should be made in the
information object’s Representation Information to again
ensure understandability by the designated community.
On the other hand the Representation Information of
an information object by itself does not provide much
direct guidance as to what Transformation to apply. The
transformation will usually alter the digital object and
certainly new Representation Information must be
provided. Clearly one could check that any new digital
structure provided the capabilities needed to support the
semantics of the information object. However Significant
Properties provide a much simpler, albeit perhaps
incomplete,
way
of
choosing
an
appropriate
transformation, consistent with their use in a number of
testbeds [11]. For example for a Word document, if the
only Significant Property consists of the characters in the
text (including spaces and new lines) then an appropriate
transformation from Word to ASCII or UNICODE if the
text contains more than Latin characters. A database
(ACCESS or Postgres) for which the embedded queries are
Significant Properties, then an appropriate transformation
could be to MySQL whereas it is clear that transformation
to a CSV file would not be appropriate. A FITS file which
contains an astronomical image with Significant Properties
including a World Coordinate System, an appropriate
transformation could be to NetCDF, but additional
information about the World Coordinate System would
have to be added somehow.
In addition Significant Properties do provide hints on
how the Designated Community has been defined
(implicitly or explicitly) and what types of Representation
Information must be present. In these ways the use of
Significant Properties could supplement the role of
Representation Information.

concept of an Information Property and its associated
Information Property Description:
Information Property: That part of the Content
Information as described by the Information Property
Description. The detailed expression, or value, of that part
of the information content is conveyed by the appropriate
parts of the Content Data Object and its Representation
Information.
and
Information Property Description: The description
of the Information Property. It is a description of a part of
the information content of a Content Information object
that is highlighted for a particular purpose.
Having these definitions one can then go on to define
the concept which the discussion earlier in this chapter
suggests, namely something which comes into play when
digital objects are transformed:
Transformational Information Property: An
Information Property whose preservation is regarded as
being necessary but not sufficient to verify that the NonReversible Transformation has adequately preserved
information content. This could be important as
contributing to evidence about Authenticity. Such
Information Properties will need to be associated with
specific Representation Information, including Semantic
Information, to denote how they are encoded and what they
mean. (Note that the term 'significant property', which has
various definitions in the literature, is sometimes used in a
way that is consistent with it being a Transformational
Information Property).
Note that if the Transformation were reversible then it
is reasonable to take it that no information is lost. It is for
this reason that the above definition focuses on nonreversible transformations. For completeness the
definitions of the reversible and non-reversible
transformations are as follows:
Reversible Transformation: A Transformation in
which the new representation defines a set (or a subset) of
resulting entities that are equivalent to the resulting entities
defined by the original representation. This means that
there is a one-to-one mapping back to the original
representation and its set of base entities.
Non-Reversible Transformation: A Transformation
which cannot be guaranteed to be a Reversible
Transformation. The important point is that the definition
of nonreversible is drawn as broadly as possible.

OAIS and Significant Properties
In the draft revision to OAIS [2] the term Significant
Properties is not explicitly defined because it was felt that
this would simply add to the already very disparate list of
definitions. Instead a number of inter-linked definitions are
provided, which are introduced here with some explanatory
text. In particular a term, with a clear definition,
Transformational Informational Property is introduced
which provides a new term instead of Significant Property.
The Significant Properties concept, however loosely
defined, leads one to think that there are "Insignificant
Properties" i.e. properties which can be ignored from the
preservation point of view. Therefore OAIS introduced the

Summary and Conclusions
Examining the various definitions of Significant
Properties and comparing them with OAIS concepts, and
then looking at scientific data, has allowed us to present
what we believe is a clearer view of what underlies the
various attempts at defining a Significant Property. We
then put into context the new OAIS term for this
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underlying
concept,
namely
Transformational
Information Property. This new term was introduced in
order to avoid creating yet another definition of something
called Significant Property.
The role of a collection of these in preservation,
namely as partial evidence for Authenticity, and as
guidance for the choice of Transformations, is then, we
believe, consistent and clear. Their relationship to
Representation Information has also been made clear.
It is hoped that this new term will be taken up by the
digital preservation community in order to put the existing
work on what has been termed Significant Properties into a
consistent context, to see how such work might be
extended to scientific data, to allow clearer exchange of
ideas and better digital preservation activities.
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digital preservation is very general, but in fact its
approach makes it clear that digital preservation is even
harder than one might think. To preserve a digital object
requires effort which must be sustained over the long
term.
It might be argued that one could, for example, make
a digital object by carving 1’s and 0’s in stone – a very
durable way to preserve information as the ancient
Egyptians knew. However, a point we will return to, is
that while this may give one access (slow access but
nevertheless it is access) – it will not maintain
understandability.
Continued effort requires continued funding; it is
reasonable to say that no organisation, project or person
can ever say for certain that their funding is going to last
forever (or even for the next 3 years). What can be done?
Can anything be guaranteed? Probably not – but at least
one can reduce the risk of losing the information.
Expanding on this rather obvious observation, we
argue that if no single organisation, project or person can
guarantee funding or effort (or even interest), then
somehow we must share the “preservation load”, and this
is more than a simple chain of preservation consisting of
handing on the collection of bits from one holder to the
next. Clearly the bits must be passed on (but may be
transformed along the way). This can involve duplicate
copies – the analogy of multiple copies of books – and in
the digital world we have for example LOCKSS. But
something more is required – because of the need to
maintain understandability, not just access.
This article describes some of the fundamental
concepts in CASPAR as well as the metrics by which
CASPAR believes that it, and other projects which claim
to aid the practice of digital preservation, should be
judged.
Further details are available from the CASPAR web
site http://www.casparpreserves.eu; details of the software
is available at http://developers.casparpreserves.eu:8080
and source code at
http://www.sourceforge.net/projects/digitalpreserve
Two of the main aims of CASPAR are:

Abstract
To preserve digitally encoded information over the long
term following the OAIS Reference Model requires that
this information remains accessible, understandable and
usable by a specified Designated Community. These are
significant challenges for repositories, particularly when
dealing with scientific data where the semantics must be
associated with the data so that one can answer the basic
questions such as “what does this number actually
measure?”. Answering these basic questions lead to
techniques which fit naturally into a strategy for re-use of
information across disciplines.
The CASPAR project (http://www.casparpreserves.eu)
is an EU part funded project with total spend of 16MEuros
which is trying to faithfully implement almost all aspects
of the OAIS Reference Model in particular the Information
Model. The latter involves tools for capturing all types of
Representation Information (Structure, Semantics and all
Other types), and tools for defining the Designated
Community.
This paper will describe the tools and infrastructure
components which have been implemented by the
CASPAR project to support repositories in their task of
long term preservation of digital resources. We address
also the capture and preservation of digital rights
management and evidence of authenticity associated with
digital objects. Moreover examples of ways to evaluate a
variety of preservation strategies will be discussed as will
examples of integrating the use of these infrastructure
components and tools into existing repository systems.
Examples will be given of a rich selection of digital
objects which encode information from a variety of
disciplines including science, cultural heritage and also
contemporary performing arts. While there are many
common aspects this selection also provides a rich set of
distinct challenges both technically as well as
organisationally. We will compare other preservation
techniques which are in common use and show their
deficiencies when dealing with these challenges. For
example, even a relatively simple document may be a
container of separate objects which have their own, say,
provenance, and also have important and complex
relationships to other objects both within and outside the
containing document. We will demonstrate techniques for
dealing with this and the many other challenges and
compare them with other types of solutions from other
projects.

1. to produce tools and key infrastructure components
to support digital preservation of digitally encoded
information, strongly adhering to the concepts of
the OAIS Reference Model [1] and its update [2].
2. to validate this infrastructure, in other words – can
the project offer evidence that the tools and

Introduction
Preserving digitally encoded information over the
long term is hard, as many studies and articles will
confirm. The OAIS Reference Model [1] is one of the
most important standards in this area and its view of
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techniques claimed to be effective for digital
preservation are indeed effective.

Fundamental models and workflows of
digital preservation
CASPAR follows the OAIS Reference Model
concepts and terminology, extending them where OAIS
does not provide enough detail. OAIS contains a number
of models. The most important of these is the Information
Model, shown in Figure 1.

Representation Information
Figure 2 OAIS Archival Information Package (AIP)

As will be seen, besides Representation Information
there is also Preservation Description Information (PDI),
Packaging Information and Package Description.
Moreover CASPAR has developed [3] a set of workflows
which complement the static view of the AIP.

Preservation Information Flow

Figure 1 OAIS Information Model

The UML diagram (Figure 1) means that
 an Information Object is made up of a Data Object
and Representation Information
 a Data Object can be either a Physical Object or a
Digital Object. An example of the former is a piece
of paper or a rock sample
 a Digital Object is made up of one or more Bits
 a Data Object is interpreted using Representation
Information
 Representation Information is itself interpreted using
further Representation Information because it is itself
an Information Object which will have a Data Object
and its own Representation Information.

Figure 3 CASPAR Information Flow

Figure 3 shows one view that CASPAR has of the flow of
information over time.
Many details must be captured as a Data Object comes
into an archive, including
 access rights, Digital Rights Management (DRM) and
Access Control Lists (ACL)
 various types of PDI (not shown in Figure 3
 Representation Information of various types
o high level knowledge
o various types of descriptions including a the
way in which complex objects may be viewed
as a composite of simpler objects. Some of

Archival Information Package
For long term preservation an Archival Information
Package (AIP) must be (logically) created, containing all
the elements needed for preservation (here we use the AIP
from [2] which includes Access Rights as part of PDI).
This is shown in Figure 2.
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these objects may be discipline specific
whereas others are rather general.
o For example an image is a fairly general concept
– essentially an array of numbers, whereas an
Astronomical image is an image plus an
astronomical co-ordinate system and a way to
map to physical measurements.
o Details of the simple objects down to the bit
level must also be captured.
o Note that here, as well as elsewhere,
virtualisation techniques can be applied. Further
details of this and many other aspects of
preservation can be found on the CASPAR web
site and in particular the CASPAR Conceptual
Model [3].
 The digital objects must be stored, indicated here as a
Preservation Object Data Store.

• Termination of the Archive
Without permanent funding, any archive will, at
some time, end. It is therefore possible for the bits to
be lost, and much else besides, including the
knowledge of the curators of the information encoded
in those bits. Experience shows that much essential
knowledge, such as the linkage between holdings,
operation of specialised hardware and software and
links of data files to events recorded in system logs,
is held by such curators but not encoded for exchange
or preservation. Bearing these things in mind it is
clear that any repository must be prepared to hand
over its holding – together with all these pieces tacit
of information – to its successor(s).
• Changes in what people know
As described earlier the Knowledge Base of the
Designated Community determines the amount of
Representation Information which must be available.
This Knowledge Base changes over time.

Subsequently the process must be reversed when the
Data Object (possibly after various Transformations, is
needed for use and is taken out of storage, for example:
 Information must be extracted using the
Representation Information at various levels
 Access constraints must be understood and respected

Preservation Strategies
It is sometimes argued [4] and [8] that the two
preservation strategies available are emulation and
migration. In fact there are a number of strategies which
may be adopted, each having its limitations as discussed
next.

It is worth noting that much of these descriptions and
extra pieces of information (metadata) will themselves be
digitally encoded and will therefore also need to be
preserved, using the same techniques.

Preservation Strategy selection
Figure 4 shows the workflow appropriate for
selecting preservation strategies which includes analyses
of the archive, preservation objectives and, very
importantly, identification of the Designated Community.
Each strategy is evaluated in a cost/benefit analysis which
is, it must be admitted, still quite rudimentary.

What can change?
We can consider some of the things can change over
time and hence against which an archive must safeguard
the digitally encoded information.
• Hardware and Software Changes
Use of many digital objects relies on specific
software and hardware, for example applications
which run on specific versions of Microsoft Windows
which in turn runs on Intel processors. Experience
shows that while it may be possible to keep hardware
and software available for some time after it has
become obsolete, it is not a practical proposition into
the indefinite future, however there are several
projects and proposals which aim to emulate
hardware systems and hence run software systems.
• Environment Changes
These include changes to licences or copyright and
changes to organisations, affecting the usability of
digital objects. External information, ranging from
the DNS to DTDs and Schema, vital to the use and
understandability, may also become unavailable.

Figure 4 Preservation Strategy selection workflow
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 Replication: A Digital Migration where there is no
change to the Packaging Information, the Content
Information and the PDI. The bits used to convey
these information objects are preserved in the transfer
to the same or new media-type instance. Note that
Refreshment is also a Replication, but Replication
may require changes to the Archival Storage mapping
infrastructure.
 Repackaging: A Digital Migration where there is
some change in the bits of the Packaging
Information.
 Transformation: A Digital Migration where there
is some change in the Content Information or PDI
bits while attempting to preserve the full information
content. It is this type of migration which is usually
referred to in the context of “emulate or migrate”.

A number of these strategies are described next. The tools
which are needed are described in section “Tools and
Infrastructure”.

Emulation
Emulation has been defined as “the ability of a
computer program or electronic device to imitate another
program or device.” (Wikipedia, emulation, from
http://en.wikipedia.org/wiki/Emulation. Retrieved July 25
2008). The fundamental aim is to do with current
hardware and software what could be done in the past.
This is adequate for rendering documents and running
applications such as computer games on single machines.
However it is very limiting in the context of data because
at least sometimes (and perhaps most often) one does not
simply reproduce what has been done previously; rather
one wants to re-purpose and re-analyse archived data
using modern tools and techniques. In addition emulation
currently has difficulties with network aware applications
and processes.
It is worth noting that emulation systems may be
regarded as special types of Representation Information in
that it may assist the understanding of digitally encoded
information.

One important consideration is the need to analyse
the implications of any type of migration, and in
particular for repackaging or transformation. Regarding
transformation one needs to think carefully, for example
about:
 the potential loss of information – especially if
special conventions have been adopted on top of
particular formats, which are then embodied in
access software. In addition the underlying
information concepts which are captured in the
initial and final forms may not match – here the
virtualisation concepts from CASPAR can help.
 the associated costs of transformation, for example
whether it should be done in bulk or on-demand.
 the implications for authenticity – how can one
prove that the transformed version is indeed
sufficiently the “same” as the original, as discussed
in the accompanying paper [9]
 the preservability of the new form

Access software
Access Software [1] “presents some or all of the
information content of an Information Object in forms
understandable to humans or systems. It may also provide
some types of access service, such as displaying,
manipulating, processing, or sub-setting, to an
Information Object.”
This allows one to “plug-in” to new software to
access information encoded in digital objects. However
there may be a mismatch in concepts. CASPAR addresses
this through the application of virtualisation techniques
which attempt to identify common and discipline related
types of objects, for example images or tables, on the
assumption that future systems will employ these
concepts and so the “plug-in” is likely to be more easily
and reliably developed.

Create Representation Information
Representation Information includes the description
of the structure and the semantics of the digitally encoded
object. CASPAR is developing and bringing together
many techniques for producing and validating this type of
description. Amongst the tools are ones for creating
formal descriptions of Structure Information, for example
as EAST or DRB descriptions. Semantic Information
Data Dictionaries using DEDSL or ontologies, for
example in CIDOC, are also needed. Further details are
available in [3].
The question of how much Representation
Information and whether it is adequate is addressed in
OAIS through the concept of Designated Community.
Ways to formalize this are discussed below. CASPAR has
demonstrated techniques for validating the types and
quantity of Representation Information by parsing the
data using the descriptions, analogous to the way in which

Migration
The primary types of migration, ordered by
increasing risk of information loss, are [1]:
 Refreshment: A Digital Migration where a media
instance, holding one or more AIPs or parts of AIPs,
is replaced by a media instance of the same type by
copying the bits on the medium used to hold AIPs
and to manage and access the medium. As a result,
the existing Archival Storage mapping infrastructure,
without alteration, is able to continue to locate and
access the AIP.
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Figure 5 Delving into container files

XML is validated. In addition we use the descriptions in
generic applications to show to the satisfaction of the data
experts that one can process and analyse the data object
and produce the same results as with the software
normally associated with it . Note that these generic
applications are not meant as to replacement data specific
current applications not least because the generic
applications are slower and have limited functionality.

the creation of formal descriptions such as EAST, there
are also tools for describing, and adding Semantic
Information to, digital objects within containers. The
simplest such container is a ZIP file. However a Word file
can also contain, for example, images. Figure 5 shows an
example of delving into a ZIP file which contains,
amongst other things, a Word file. The Word file contains
a table which contains images. One such image is shown
and Semantic Information may be added, in an external
description file.
Authenticity Toolkit: for capturing evidence which can
be evaluated to judge Authenticity, and ensuring that it
cannot be tampered with or denied. The accompanying
paper on “Significant Properties, Authenticity,
Provenance, Representation Information and OAIS”
discusses some aspects of this. The Authenticity tool is
based around the Authenticity Model which has been
described elsewhere [7].

Tools and Infrastructure
All of these need to be created and maintained.
CASPAR provides a number of toolkits for creating this
information and a set of Key Components for maintaining
them.

Toolkits
RepInfo Toolkit: a framework for many different tools
for creating Representation Information. Besides tools for

78

Figure 6 Authenticity Model

It is important to capture properly and to preserve
the creation history, and not just the rights themselves,
because if something changes, like in the next scenario,
then one must reconstruct the rights starting from the
events that originated them.
The artifacts created by these tools are themselves
for the most part digital objects which require
preservation and therefore need their own Representation
Information, Provenance, Fixity etc. For example the
Digital Rights can take into account changes in the law
and derive changes in rights associated with these objects.

Access Rights Tools: for capturing Access Rights
including Digital Rights is based on an Intellectual Rights
ontology shown in Figure 8.
The Rights Ontology is harmonized with CIDOC
CRM. As a consequence, the two Provenance data objects
(the life cycle expressed in CIDOC and the rights
expressed in terms of the Rights Ontology) are integrated
(see Figure 7); this means that it is possible to navigate
from one part to the other, and thus to implement search
and retrieval of AIPs based on Provenance criteria,
involving both rights and creation history.

Figure 7 Intellectual Property and Provenance
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Provenance, Fixity etc. For example the Digital
Rights can take into account changes in the law and
derive changes in rights associated with these objects.

Infrastructure components
Figure 9 contains a number of workflows of
importance for preservation. The key components of
infrastructure are those components which are essentially
independent of the information being preserved and
therefore can be used for all types of information. The
toolkits tend to be more data type dependent.
Two of the workflows are described in the next
section.

Workflows for use of digital objects
The following workflow, extracted from Figure 9,
illustrates the way in which digital objects may be used
and understood by users.
The basic idea is that Representation Information
must be associated with the Data Object. Identifiers
(called here Curation Persistent Identifiers - CPID) which
can be associated with any data object, point to the
appropriate Representation Information in a Registry/
Repository, as illustrated in Figure 10. The
Representation
Information
returned
by
the
Registry/Repository itself is a digital object with its own
CPID.

Figure 8 Digital Rights Ontology
The artifacts created by these tools are themselves for
the most part digital objects which require preservation
and therefore need their own Representation Information,

Figure 9 Preservation Workflows

80

Figure 11 Orchestration / Communication
Figure 10 Use of Registry/Repository of Representation
Information

The above is not meant to imply that there must be a
single, unique, Registry/Repository, nor even a single
definitive piece of Representation Information for any
particular piece of digitally encoded information. The
Representation Information may be packed with the Data
Object or may be otherwise stored locally. The issue which
must be considered next is maintaining the Representation
Network. This is crucial because the allows the Data
Object to remain understandable despite changes in
hardware, software, environment and the Knowledge base
of the Designated Community. As a result of these changes
“gaps” will arise between the available Representation
Network and the Designated Community’s Knowledge
Base. The way in which these are filled is addressed in the
next section.

Figure 12 Representation Information dependencies

Support for automation in identifying such “gaps” ,
based on information received, is illustrated in Figure 12
which shows users (u1, u2…) with user profiles (p1, p2…
– each a description of the user’s Knowledge Base) with
Representation Information {m1, m2,…) to understand
various digital objects (o1, o2…).
Take for example user u1 trying to understand digital
object o1. To understand o1, Representation Information
m1 is needed. The profile p1 shows that user u1
understands m1 (and therefore its dependencies m2, m3
and m4) and therefore has enough Representation
Information to understand o1.
When user u2 tries to understand o2 we see that o2
needs Representation Information m3 and m4. Profile p2
shows that u2 understands m2 (and therefore m3), however
there is a gap, namely m4 which is required for u2 to
understand o2.
For u2 to understand o1, we can see that
Representation Information m1 and m4 need to be
supplied. Further details are available in the CASPAR
Conceptual Model [3] and [5] and [6].
This illustrates one of the areas in which Knowledge
Management techniques are being applied within CASPAR
to provide a way to define a Designated Community, in

Workflows for Maintaining the Representation
Information Network of Digital Objects
The Registry/Repository is supplemented by the
Knowledge Manager – more specifically a Representation
Information Gap manager which identifies gaps which
need to be filled, based on information supplied to the
Orchestration component.
Of course the information on which this is based does
not come out of thin air. People (initially) must provide
this information and the Orchestration Manager (Figure
11) collects this information and distributes.
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addition to the capture of Semantic Representation
Information.

usable only for limited aspects of preservation of a limited
number of types of digitally encoded information.

Validation Metrics

Acknowledgements

It is easy to propose some solutions – and extremely
easy to wave one’s hands. The difficulty is to provide
evidence of effectiveness - other than simply waiting a
long time! This in a sense brings us to the CASPAR
acronym – the reason we have science, arts and culture
(and more…) is that we need to test what we do, and test it
“for real” in a variety of scenarios involving science data
from ESA and STFC, Cultural Heritage data from
UNESCO and Performing Arts data from IRCAM,
University of Leeds, INA and CIANT.
It is, for example, relatively easy to claim that the
solution is to write everything out as XML – but how can
that be verified? One may claim that a technique, for
example emulation, works as can be shown for a certain
example, but does it work for all types of digitally encoded
information? What does the claim “I am preserving this
digital object” mean?
CASPAR proposes a number of rather general metrics
for validating itself and these metrics should, with minor
changes, be applicable to most other claims about digital
preservation techniques. These may be summarised as:
 demonstrate a sound theoretical basis for the approach
taken
 provide practical demonstrations by means of what
may be regarded as “accelerated lifetime” tests
involving:
1. hardware, software and environment changes
2. changes in the Designated Communities and their
Knowledge Bases
 show improved trustworthiness of repositories
It is fair to say that these cannot provide absolute
proof of effectiveness – only evidence to support the claim
of effectiveness.

This paper summarises part of the work of the
CASPAR project and represents the efforts of many
individuals to numerous to include in the list of authors.
Full details are available on the CASPAR web site
(http://www.casparpreserves.eu) .
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Conclusion
In order to maintain the understandability of digitally
encoded information there is a need to provide mechanisms
to allow people and organisations to share the burden over
time. The work undertaken by CASPAR attempts to
provide these critical components. There are many types of
metadata which must be created and maintained and
CASPAR has attempted to address and provide tools for
all of these.
Digital preservation approaches which focus only on
emulation and migration, or which address only formats,
rather than including all types of Representation, in
particular Semantic Representation Information, are able to
address only a small part of the problem space and are
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Abstract
This paper explores the purpose and development of best
practice guidelines for the use of preservation metadata as
detailed in the PREMIS Data Dictionary for Preservation
Metadata within documents conforming to the Metadata
Encoding and Transmission Standard (METS). METS is
an XML schema that provides a container format
integrating various forms of metadata with digital objects
or links to digital objects. Because of the flexibility of
METS to serve many different functions within digital
systems and to support many different metadata structures,
integration guidelines will facilitate common practices
among institutions. There is constant tension between
tighter control over the METS package to support object
exchange
versus
each
implementation's
unique
preservation metadata requirements given the different
contexts and implementation models among PREMIS
implementers. The PREMIS in METS Guidelines serve
primarily as a standard for submission and dissemination
information packages. This paper details the issues
encountered in using the standards together, and how the
METS document changes as events pertaining to the
lifecycle of digital assets are recorded for future
preservation purposes. The guidelines have enabled the
implementation
of
an
exchange
format
and
creation/validation tools based on the PREMIS in METS
guidelines.
.

Introduction
The challenge and urgency of preserving born digital
and digitized information has become a great concern of
all institutions responsible for maintaining the wide
variety of documentation of human knowledge.
Although there are clear advantages of digital over analog
media, digital assets risk becoming technically obsolete.
Recording key pieces of information about these assets is
imperative upon digital repositories that hope to preserve
them over time. The PREMIS Data Dictionary for
Preservation Metadata specifies the information that a
repository needs to maintain for the long-term
preservation of digital objects. PREMIS itself is a list of
data elements (in the Data Dictionary referred to as
“semantic units") with definitions, examples, creation
notes and usage guidelines. It is neutral in terms of the
type of system, database or encoding format that
implements it. Because many institutions managing
digital objects and their metadata use the Metadata
Encoding and Transmission Standard (METS) in digital
library applications as a container format, this standard is
an obvious option as an implementation path. Since an
important goal is the exchange of objects along with their
associated metadata between repositories, many
implementers of PREMIS are integrating METS with
PREMIS metadata along with other information about
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and links to the digital objects. For example, the project
Towards Interoperable Preservation Repositories (TIPR)
being undertaken by FCLA, Cornell and New York
University is using PREMIS embedded in METS as part
of a standard Repository Exchange Package format.
Because both PREMIS and METS allow for a great deal
of flexibility in their implementation, using these two
digital library standards together presents issues
concerning duplication and management of metadata. As
an attempt to address such issues, a working group
comprised of PREMIS and METS experts participated in
the creation of a set of guidelines for a common
exchange standard, which is now being tested in digital
preservation repositories.

or in an external registry, or whether metadata units are
recorded explicitly or known implicitly because of
repository policies. The principle of technical neutrality
allows for applicability in a wide range of contexts,
regardless of the specific type of implementation used for
collecting, storing, maintaining, and exchanging the
PREMIS metadata. This sort of flexibility allows an
institution to use the specification as a key piece of its
infrastructure and to adapt it to its own needs. However,
there is the disadvantage that implementers then must
make their own particular local system decisions and
establish local repository policies, which could affect the
ability to exchange digital objects and their metadata with
other institutions.
The PREMIS Working Group established a data
model, which was meant to clarify the meaning and use of
the semantic units in the Data Dictionary. It was not
intended to prescribe an architecture for implementation,
but defined the conceptual entities with which repositories
would need to interact. The entities in the data model are
Objects, Agents, Events, and Rights; Intellectual Entities
are largely out-of-scope but links to them are defined.

PREMIS Background and Principles
Many institutions of different types and environments
throughout the world have adopted the PREMIS Data
Dictionary for Preservation Metadata as they attempt to
assume responsibility for preservation of their digital
assets. This comprehensive specification was first issued
as version 1.0 in May 2005 and was then revised as
version 2.0 in March 2008. It is maintained by the
PREMIS Editorial Committee and Maintenance Activity.
In the years since its publication, some countries have
begun to embrace PREMIS as part of their preservation
infrastructure and mandated its use for certain projects.
For instance Spain mandates that PREMIS be
implemented in every digitization project funded by the
Ministry of Culture.
The PREMIS Data Dictionary defines “preservation
metadata” as the information a repository uses to support
the digital preservation process. Specific preservation
functions supported by the metadata are the maintainance
of viability, renderability, understandability, authenticity,
and identity of digital objects in a preservation context.
Different categories of metadata may be considered
“preservation metadata,” including administrative (i.e.
management metadata including rights and permissions),
technical (i.e. technical characteristics, often format
specific) and structural (i.e. information about the
relationships between parts of an object). The
documentation of digital provenance (the history of an
object) was considered particularly important as well as
the documentation of relationships, especially
relationships among different objects within the
preservation repository.
The PREMIS Working Group, which originally
developed the PREMIS Data Dictionary, worked on the
principle that the specification would be technically
neutral. No assumptions are made as to the specific
digital archiving system used, the database architecture,
or the archiving technology. In addition the Data
Dictionary does not specify details about metadata
management, such as whether metadata is stored locally

Figure 1: PREMIS Data Model

PREMIS may be implemented in a variety of ways,
but, since XML is commonly used for expressing
metadata, an XML schema is available to facilitate
implementation. Use of the PREMIS data model is
evident in the schema design, since it associates
appropriate XML elements with each of the PREMIS
entities (Object, Events, Agent, or Rights) to which they
apply.
The PREMIS Editorial Committee provided a new
feature in version 2.0 to allow implementations to include
additional local metadata or to provide additional
structure or granularity of metadata when PREMIS
semantic units were not adequate. This extensibility
mechanism is available for the following semantic units:
significantProperties,
objectCharacteristics,
creatingApplication, environment, signatureInformation,
eventOutcomeDetail, and rights. A container element
corresponding to each of these semantic units is available
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are Producers, Managers, and Consumers. Their roles
map to the exchange, archiving, and dissemination of
digital objects for which METS is well suited and widely
employed.
An information model is also defined within the
OAIS standard for the contents of the repository upon
which the agents fulfill their functions. An Information
Object is defined that is identical to the complex digital
objects discussed in this paper. The information object is
comprised of a data object and associated representation
information. The data object is all of the contents of the
information object, physical or digital. Representation
information is that which is included in a METS
document—the structure and associated metadata of the
components of a digital object. A METS package is a
good candidate for realization of an information object in
an OAIS repository.
These information objects fulfill the functions of
exchange, archiving, and dissemination via their
deployment as Information Packages.
Information
Packages, as defined by the OAIS information model, are
comprised of the information object, which can be
expressed as a METS package, and additional
representation information that is specific to preservation
of the content. This additional information is called
Preservation Descriptive Information.
Preservation
Descriptive Information is classified as four different
kinds—provenance, context, reference, and fixity. These
kinds of information are well defined within the PREMIS
Data Dictionary, making it an ideal candidate for
expressing
Preservation
Descriptive
Information.
Information Packages within the OAIS information model
can be expressed as a METS package with additional
preservation metadata encoded as PREMIS metadata The
OAIS information model describes three kinds of
packages that correspond to the aligned functions of
OAIS repositories and METS and PREMIS packages. The
Submission Information Package (SIP) is used for
exchange. The Archival Information Package (AIP) is
used for long-term storage and preservation.
The
Dissemination Information Package (DIP) is used to
provide instructions for display and dissemination. The
contents of each information package, especially the
METS and PREMIS metadata, may be different for each
kind of package. Guidelines for the use of PREMIS in
METS are crucial for this use as information packages in
an OAIS repository, providing clear instructions for the
use of the two standards to express each kind of package.
One of the areas in which guidelines are needed for
including PREMIS in METS documents is the way
representation
metadata,
including
preservation
descriptive information, may be included and associated
with package components. METS has defined several
container elements for including representation metadata
in the METS package. The elements categorize metadata
into different kinds. The kinds identified by METS are
descriptive metadata (via the dmdSec element) and

with "extension" added to the element name. This
mechanism provides the flexibility to include metadata
defined outside of PREMIS but to include it within the
same preservation metadata description. Of particular
interest is objectCharacteristicsExtension, which allows
for including format-specific metadata, which is out of
scope for PREMIS itself, into a PREMIS metadata
container.

METS as an OAIS Information Package for
Objects and Metadata
The Metadata Encoding and Transmission Standard
(METS) defines a single document format for describing
the structure of complex digital objects and associating
various kinds of metadata with their components. The
standard is maintained in the Network Development and
MARC Standards Office of the Library of Congress, and
is being developed as an initiative of the Digital Library
Federation. METS is expressed using the Extensible
Metadata Language (XML) syntax. The content of a
METS document may include: a structure map that
organizes the components of a digital object; references to
all the files that comprise the object; properly associated
metadata about the object and its components and files; a
map of the hyperlinks between the components; and an
association of executable behaviors with the components.
Both METS and XML have seen wide adoption, enabling
repositories to share digital objects and the responsibility
for their preservation. In the exchange of digital objects
between repositories, METS can be understood as a very
detailed packing slip. The METS document identifies the
content of a digital object, represents the content's
structure, and associates the contents with their metadata.
The METS document, all of the content files, and
any metadata files that are referenced by and not included
in the METS document may be considered a package of
information for the digital object that may be exchanged
or archived. These are called METS packages and they
are very flexible in the way they may be used to describe
and structure complex digital objects. Further definition
of guidelines and restrictions for the use of METS are
often needed to facilitate exchange and use of METS
packages within a particular domain of information
organization.
One such domain is Open Archival
Information Systems.
The Open Archival Information System (OAIS)
standard defines an open framework for the design and
function of preservation repositories. This definition
contains a reference model that defines the function,
organization, and interaction of content within
preservation repositories. The list of repository functions
that are defined by the reference model include three for
which METS is widely used, namely exchange, archiving,
and display or dissemination. OAIS also defines an
environmental model in which the agents who exercise
these functions are identified. In the environmental
model, the OAIS archive occupies a central position to
three kinds of agents that interact with it. These agents
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administrative metadata (via the amdSec). Administrative
metadata is broken down further into four kinds:
 Technical Metadata (via the techMD element)
 Rights Metadata (via the rightsMD element)
 Digital Provenance Metadata (via the digiprovMD
element)
 Source Metadata (via the sourceMD element)
The entities in the PREMIS data model (Events, Agents,
Objects, Rights), do not map perfectly to the available
metadata container elements in METS. The PREMIS in
METS guidelines seek to provide the needed rules for the
use of PREMIS in METS as a SIP, AIP, or DIP, as well as
instructions for including metadata about each of the
PREMIS entities in a METS document.

guidelines for a particular implementation are what tools
the repository is using for generating or storing METS
structures, whether METS or PREMIS is primary in terms
of maintenance and reliability, and whether the goal of the
repository is preservation or delivery. The answers to
these questions may influence implementation choices
made in encoding the metadata in the METS document.
Many institutions may require a more prescriptive
approach to allow for an efficient processing of METS
documents for exchange purposes, whereby it is
predictable what form the metadata will take and what
programs need to be written to process the document for a
variety of purposes.
One likely exchange scenario is converting data from
internal structures to PREMIS and wrapping it in METS
before transmitting it to the destination. At the
destination side the METS might get unwrapped. The data
then might be stored in different structures, for instance a
local database. Thus, the PREMIS data may become
separated from its METS wrapper once it has reached its
destination and later could be put together again.
Whether the METS document is an exchange object
intended for display and delivery may require different
encoding decisions than when it is primarily an object of
preservation. The guidelines suggest that when using
METS as a submission information package (SIP), a more
liberal approach is possible because the trusted repository
will likely have processes and internal requirements that
can generate data that is not in the submission. By
contrast, when using METS as a dissemination package a
more restrictive approach may be required with more
authoritative metadata. In the case of dissemination, the
distributing repository will need to make choices as to
how to output the data, which may then be stored in some
other form by whoever receives it. Repositories that
receive dissemination packages may have varying levels
of functionality, and predictability may be important.
Rather than produce two sets of guidelines for the
different use cases, the working group suggests that
institutions exchanging METS documents might establish
profiles to document the choices made.

The Development of Guidelines for Using
PREMIS with METS
The Guidelines for Using PREMIS with METS for
Exchange was developed by a working group of PREMIS
and METS experts to specify preferred implementation
choices in using these two flexible standards together. It
offers guidance and suggests best practices for using the
PREMIS schema as METS extensions within a METS
container, focusing on exchanging information packages.
The PREMIS Data Dictionary was built upon the
OAIS Reference and Information Models. The OAIS
information model provides a conceptual foundation in
the form of a taxonomy of information objects and
packages for archived objects and the structure of their
associated metadata. The PREMIS Data Dictionary is an
elaboration and translation of OAIS into implementable
semantic units, intended for Submission Information
Packages and/or Dissemination Information Packages
(key concepts in OAIS). Since METS itself can be
considered an information package in the OAIS sense, the
Guidelines for Using PREMIS with METS for Exchange
specifies an information package with preservation
metadata.
During the attempt to establish some common usage
scenarios for using PREMIS with METS it became clear
that the guidelines needed to focus on the METS
document as a mechanism for exchange of digital objects
and their metadata, whereby a repository is either
receiving a submission information package or producing
a dissemination information package for exchange. Using
METS within an archival information (storage) package is
out of scope for the guidelines, although an institution
may choose to use it internally if desired. The METS
document is considered to be an exchange vehicle to
facilitate communication when internal requirements and
technical environments vary considerably.
In the development of the guidelines there has been
an ongoing tension between allowing for flexibility and
being prescriptive to facilitate interoperability.
Additional usage scenarios beyond those suggested above
may emerge over time, resulting in revision of the
guidelines. Important considerations in using the

Implementation Issues for PREMIS in METS
Guidelines
It is likely that different preservation repository
implementations will result in different implementations
of PREMIS in METS. The Guidelines developed for these
implementations seek to balance the requirements of the
individual repositories with the need for restrictions to the
flexibility of METS in order to enable communication and
exchange between repositories. This balance is in part
achieved by restricting the focus of the guidelines to SIPs
and DIPs.
Individual repositories will organize
preservation metadata within their systems according to
their own local practices and data structures. The
PREMIS in METS guidelines suggest common practices
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Equivalent metadata elements may be used to describe the
object in two different administrative metadata sections
and in two different metadata schemas. For example, the
same metadata may occur in a PREMIS record included
in the digiprovMD element and a Metadata for Images in
XML (MIX) record included in the techMD element. The
MIX metadata record may also occur within the PREMIS
record, the PREMIS record contained within a METS
document.
Since the inclusion of an extensibility
mechanism in PREMIS version 2.0, PREMIS, like
METS, is a container for metadata from other schemas.
This overlap of function and description is addressed in
the guidelines with a list of questions repositories should
consider in choosing where to record metadata and
whether to store metadata redundantly.
METS records
the relationships between
components of digital objects in a structure map made up
of nested div elements. These relationships are primarily
content relationships, richly expressed in the METS
structure map.
PREMIS also contains relationship
elements that can record the content relationships of the
digital object. However, the METS structure map is
generally a richer representation of the object's structure
and its use is recommended by the guidelines. The
PREMIS relationship elements are recommended for use
in the preservation context, even though redundant with
the METS structMap, and to map relationships among
entities in the PREMIS data model (agents, events,
objects, rights).
PREMIS Agents do not have a natural METS
administrative metadata section. The guidelines identify
two sections in which Agent metadata could appear,
based upon the Agent's relationship to other PREMIS
entities. If the Agent is defined in the context of a
PREMIS Event, it should appear in the digiprovMD
section. If it is defined in the context of a Right, it should
appear in the rightsMD section. Agents could be involved
in multiple events or rights statements. The guidelines
recommend avoiding redundancy by placing an Agent's
metadata in either a single digiprovMD or rightsMD
section.
Both PREMIS and METS employ the XML ID and
IDREF attribute types to link between their document
sections. This is the primary mechanism by which
components in the METS structure map and files in the
METS file section are linked to their metadata, including
their PREMIS metadata. It is also the mechanism by
which PREMIS entities are related to each other. The
guidelines recommend the separation of these
mechanisms. METS elements referencing other METS
elements and PREMIS elements other PREMIS elements.

for structuring preservation metadata for exchange. They
do not offer recommendations for the structure of AIPs,
nor do they offer any restrictions to local definitions of
preservation metadata. The guidelines provide minimal
requirements for the structure of preservation metadata
that is designated for exchange.
The guidelines also balance flexibility and control by
not strictly prescribing practice in key recommendations.
The guidelines seek to provide recommendations in the
following areas without restriction to a single practice:
 the location of PREMIS metadata within METS
documents
 the use of metadata elements that occur in both
PREMIS and METS
 the inclusion of PREMIS in a METS document
whose purpose includes more than preservation
 the relationship of the different structural metadata
mechanisms in PREMIS and METS
 the recording of PREMIS Agent entities in METS
documents
 the use of identifiers to link elements in PREMIS
and METS
METS Documents have two kinds of metadata
containers, descriptive and administrative. Preservation
metadata is widely considered to be administrative
metadata. Among the types of administrative metadata
defined by METS (technical, rights, provenance, and
source), there is no provision for metadata whose purpose
is the preservation of digital objects. Additionally,
preservation metadata itself may contain technical, rights,
and provenance information. This poses a difficult
question when choosing a location for the inclusion of
PREMIS metadata within a METS document. Should the
entire preservation metadata record be contained within
one of the ill-fitting administrative metadata sections in
METS? Or, should the preservation record be split up
and put into different sections? The PREMIS in METS
guidelines are not prescriptive concerning which of these
methods should be chosen.
Instead, they provide
instructions for each method of inclusion.
Several metadata elements occur in both the METS
and PREMIS schemas. These elements share semantic
definitions. The PREMIS in METS guidelines do not
provide an order of preference for the use of identical
elements from the two schemas. They outline a number of
considerations for implementors as they choose an order
of preference for metadata in both schemas. These
considerations include the primary use of the metadata,
the expressiveness of the two schemas, and whether or not
to record the metadata in both schemas. The guidelines
encourage recording metadata redundantly between
METS and PREMIS when the specifics of consumption
and use of the metadata are unknown.
METS documents serve many different functions
within repositories. Preservation may be just one of the
intended uses of a single METS document.
The
document may also be used to provide access to
descriptive and technical metadata for its digital object.

Implementation of an Exchange Standard
PREMIS implementation tool
Successful implementation of any standard used for
exchange of data across a variety of institutions is often
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http://id.loc.gov. This will be part of the Library of
Congress Authorities and Vocabularies service that
enables both humans and machines to programmatically
access data at the Library of Congress. This service is
influenced by and implements the Linked Data
movement's approach of exposing and inter-connecting
data on the Web via dereferenceable URIs. It uses the
Simple Knowledge Organization System (SKOS) model
and markup, which defines “concept schemes”
(aggregations of one or more concepts with semantic
relationships defined) and “concepts” (specific units or
values within a concept scheme). The main application
provides resolvability to values and vocabularies by
assigning URIs. Each vocabulary possesses a resolvable
URI, as does each data value within it.
It is likely that initially controlled vocabularies for
event type, preservation roles, and cryptographic hash
functions (i.e. checksum type) will be available. Later
additional PREMIS controlled vocabularies will be
included. In cases where there is duplication of values
(with or without the same names) in PREMIS, METS
and/or MIX (NISO Metadata for Images in XML
Schema), these will be brought together in a collection
with relationships between names in different schemas
declared.
For example, a “cryptographic hash function” is a
general term for what is called in PREMIS and MIX
messageDigestAlgorithm (under objectCharacteristics)
and in METS as checkumType (an attribute for files).
There are also minor variations in the enumerated values
for cryptographic hash function within each of these
schemas. The SKOS data details relationships between
each list and between the values.

dependent upon adequate tools for creating and managing
the objects being exchanged. The Library of Congress has
contracted with the Florida Center of Library Automation
(FCLA) for a set of PREMIS-related tools. One tool will
convert between a METS document with embedded
PREMIS metadata into a stand-alone PREMIS document.
Another tool will convert a stand-alone PREMIS
document into a PREMIS in METS document by
segmenting the PREMIS data elements into the
appropriate METS sections. Types of file formats that
will be covered are text, image, audio, video and
software.
In developing these tools, it is clear that explicit
guidelines were needed to produce a predictable encoding
without human intervention that different systems would
know how to process. Where the guidelines offer
choices, the tool makes implementation decisions that are
followed by exchange partners.
In addition to the conversions described above, the
toolkit will also provide an application to describe any
single file in PREMIS-compatible terms. When a file is
submitted, the DROID application is used for format
identification and JHOVE for validation and extraction of
technical metadata. PREMIS elements are populated if
the information is available in the file and a PREMIS
XML instance that can be validated against the PREMIS
schema is the output. That file could subsequently be run
through the PREMIS-to-PREMIS-in-METS converter if
desired.
The toolkit will be made available during the fourth
quarter of 2009.
Using Controlled vocabularies
Since most preservation repositories will have to deal
with large quantities of data, metadata should be
automatically created and used as much as possible. A
number of PREMIS semantic units specify that best
practice is to use a controlled vocabulary for values; the
Data Dictionary generally gives starter lists which
implementers may adapt to their purposes. This allows
for values of PREMIS semantic units to be parsed
programmatically, validated against a list of allowed
values, or supplied automatically by ingest programs.
The PREMIS Maintenance Activity at the Library of
Congress is establishing a mechanism to register
controlled vocabularies in use with PREMIS semantic
units and expose them in a way that the PREMIS schemas
can include them for validation purposes. Repositories
may use these or define their own, but it should be clear
what the source of each controlled vocabulary is when
exporting metadata for exchange. Interoperability is
enhanced if common vocabularies are used and declared.
In the future LC will provide a mechanism for externally
created and controlled vocabularies to be registered
within this service.
The mechanism for documenting PREMIS controlled
vocabularies will be under the functions of the service
provided by the Library of Congress under
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Figure 2: Comparison of values for Cryptographic hash
functions in PREMIS, METS and MIX. Note that Adler32, CRC-32 and MNP were added to METS in April
2009.

Managing
Metadata

PREMIS

and

METS

Exchange

Individual repository implementations will define
their own practices for managing metadata documents
within their repository systems. Some may choose to
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choices according to the functions of the METS package.
Particular implementations will require more controlled
decisions based on agreement between exchange partners.

archive, update, and redistribute the METS document,
managing digital objects and their metadata through
manipulation of the stored document. Other repositories may
choose to disassemble METS documents, reassembling them
upon demand. In both cases, changes to this metadata need to
be tracked. This provenance metadata is usually reserved for the
content of a digital preservation repository. The use of METS
documents to exchange preservation metadata between
repositories creates a need to also record the provenance of the
metadata document.
A scenario may be imagined in which one repository
transfers content and metadata via PREMIS in METS to a
second repository with the stipulation that the version deposited
will always be available for retrieval regardless of any changes
that may take between deposit and
that retrieval. The repository that receives METS documents
with this stipulation either has to preserve that document, or be
prepared to recreate it exactly upon demand. Both strategies
will rely upon provenance metadata about the METS and
PREMIS metadata.
PREMIS structures for capturing
preservation metadata about digital objects may also be used to
record and communicate the provenance of metadata. Some
implementations have already used PREMIS event metadata to
record transformations or modifications of the PREMIS
metadata within the METS package. PREMIS Agent entities
may be used to record the authority that created or modified
metadata.
Sharing METS documents and their provenance metadata
poses interesting questions about the proper location of this
metadata within a METS document, how it may be distinguished
from provenance metadata about digital objects, and how it may
reference the METS document within which it is contained.
These and other open questions about the long-term
management of metadata within digital preservation repositories
may provide challenges that will require additional guidance for
using PREMIS with METS.
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are able to migrate it to a format that can be used in the
digital archive.
A popular storage media for home computers in the
early 1980s was the audio tape, also called a compact
cassette1. As devices that could read and write audio tapes
were readily available in most households for recording
and playing music, some home computer systems featured
connectors for the headphone and microphone jacks of
such audio systems that could be used to store and
retrieve data. The data was first converted into an
analogue waveform by the computer system and then
recorded to a standard magnetic audio tape through the
microphone input of the audio device. To retrieve the
data, the tape was played back on the audio device and the
audio waveform was read by the computer system
through the headphone connector. The waveform then had
to be digitized and the data decoded into a binary stream
that was then usable by the original system.
As there was no standardized format across the
different home computer platforms, tapes are usually only
readable by the system that was used to write them. To
retrieve the data from such storage media today we
therefore need access to the original system, a tape drive
and a person with the knowledge of handling the original
system. As audio tape playing devices are still readily
available and made of standard components, it is fairly
easy to track down a device able to replay tapes. Getting a
working specimen of the original system as well as a
person to handle the system can be a more difficult task.
In this paper we present a methodology and an
application we developed that allows us to retrieve data
written by the Philips G7400 home computer system
without access to the original system. By using a tape
drive and a common personal computer with a sound card
we record the audio output of the tape drive and decode
the waveform. The resulting bit-stream is then interpreted
and the data is migrated to a non-obsolete format that can
be ingested into an archival system. Our application may
also be used for carrier refreshment - storing the original
data again onto an audio tape, correcting errors introduced
by the decay of the waveform on the original tape.
We first present related work on the topic. In the
following section we explain how the physical format was
reengineered. After that we show how the different types
of data are stored logically. Next we present an

Abstract
Specimens of early computer systems stop working
every day. It is necessary to prepare ourselves for the
upcoming situation of having storage media and no
working systems to read data from these carriers. With
storage media residing in archives for already obsolete
systems it is necessary to extract the data from these media
before it can be migrated for long term preservation.
One storage medium that was popular for home computers
in the 1980s was the audio tape. The first home computer
systems allowed the use of standard cassette players to
record and replay data. Audio tapes are more durable than
old home computers when properly stored. Devices
playing this medium (i.e. tape recorders) can be found in
working condition or can be repaired as they are made out
of standard components. By re-engineering the format of
the waveform the data on such media can then be extracted
from a digitized audio stream.
This work presents a case study of extracting data
created on an early home computer system, the Philips
G7400. The original data formats were re-engineered and
an application was written to support the migration of data
stored on tapes without using the original system. This
eliminates the necessity of keeping an obsolete system
alive for preserving access to data on storage media meant
for this system. Two different methods to interpret the data
and eliminate possible errors in the tape were implemented
and evaluated on original tapes recorded 20 years ago.
Results show that with some error correction methods parts
of the tapes are still readable, even without the original
system. It also becomes clear, that it is easier to build
solutions now when the original systems are still available.

Introduction
With storage media technology constantly changing,
devices for reading certain media become obsolete.
However, not only the devices, but also specimens of the
computer systems needed to access the data stop working
every day. Accessing data on an 8-inch floppy disc
requires not only a disc drive, but also a system to connect
it to, together with the right software to interpret the data
on a logical level. This all is necessary to access the
information contained on the floppy disc.
Estates submitted to archives now and in the future
not only contain analogue data on paper but also include
digital data (e.g. digital diaries) on various storage media.
As we have to deal with this data at the time it is ingested
in the archive, we have to find methods to extract data
from already obsolete storage media and make sure we

1
Compact Cassette – Wikipedia
http://en.wikipedia.org/wiki/Compact_Cassette
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Figure 1: Waveform of sample program (1: 6 kHz lead-in; 2: 256 x 0xFF; 3: file header; 4: 128 x 0xFF; 5: data)
application we developed that allows us to migrate data
from waveforms, together with the two methods we used
to convert the recorded waveform into binary data. We
show the results of using each method on original tapes,
including how much of the data we were able to recover.
Finally we present our conclusions.

a video game console as well, some of the programs are
video games. This provides us with a situation where
migration would be a possible solution to preserve some
video games for the system (Guttenbrunner et. al. 2008).

Related work

For our case study we decided to use the Philips
G74002. Originally designed as a video game system with
a keyboard, it can be extended to become a home
computer with a Microsoft BASIC operating system using
the C7420 expansion cartridge. This cartridge also
features 3 connector cables for data input, data output and
a remote controlling signal used to start and stop the audio
tape, if supported by the tape player. The system was
chosen as it is already very hard to find specimens in
working condition, so there is an imminent threat of
losing the data saved with this system permanently. It also
met our second criterion: off-the-shelf audio recorders
and tapes could be used for storage purposes.
Data on the system can be stored in various formats.
The BASIC programming language variant that comes
with the system supports saving program listings,
screenshots, and storing and retrieving self-defined data
(text strings and number arrays) using various forms of
the “CSAVE” instruction.
In order to start re-engineering the storage encoding,
the original machine’s output was connected to the input
of a PC’s soundcard. We started by writing some test
programs on the original machine and recording the
resulting audio files using Audacity3. One resulting
waveform can be seen in Figure 1. By recording different
test programs we were able to find out that there is always
a 2.77 second lead-in frequency of a 6 kHz sine wave.
The data block is stored in a 4.8 kHz sine wave encoding
bit set (‘1’) as a tone and bit cleared (‘0’) as silence.
Every byte is encoded as one start bit (tone), followed 8

Re-engineering the Waveform

The UNESCO guidelines for the preservation of
digital heritage (Webb 2005) list four layers where digital
data can be threatened.
Audio tapes are magnetic tapes and are subject to
various threats on the physical level as described in
(Bhushan 1992). By converting the analog waveforms to
digital waveforms and storing them as digital audio-files
on current systems we can avert the immediate threat on
the physical layer.
To prevent loss of data on a logical level it is
necessary to re-engineer the encoding of digital bits in the
analog audio signal. In (Ross 1999) an experiment with a
Sinclair Spectrum is described, where audio data was
migrated to a corresponding binary stream, which could
then be interpreted using an emulator of the real system.
However, to separate the digital objects from their
original environment the bit-streams have to be
interpreted in such a way as to extract the conceptual
object from the logical bit-stream. By extracting the
content and saving it to a format which is not obsolete at
the time of migration we can transform the data to a
format that is accessible without the original hardware.
No expert is needed to operate the original system as it is
necessary with emulation as a preservation strategy.
The essential elements of the digital object can then
be added on ingest in an archival system.
On the system we used for our case study BASIC
was used as a main programming language. Source code
is a significant property of software and can be necessary
to interpret the data stored by applications and is also
necessary if software is migrated for preservation
purposes (Matthews et. al. 2008). As the G7400 is used as

2

Philips G7400- Wikipedia
http://en.wikipedia.org/wiki/Philips_Videopac_G7400
3
Audacity: http://audacity.sourceforge.net/

91

data bits (storing least significant bits first) and 2.5 stop
bits (silence) (Figure 2). The data is stored at a rate of
1200 bits per second. Every file consists of the following
data-bytes in the following order:
No. of Bytes
256
32
128
<variable size>
10

Code Contained Information
0xFF <start of file>-signature
file-header
0xFF separate header / data
data-block
0x00 <end of file>-signature

Figure 2: Representation of one byte in the waveform (1
start bit (1), 8 data bits (least significant first: 11010011b
= D3h), 2.5 stop bits (0))
Basic Program
For BASIC programs, the data block is split up into
lines which contain the following information:
 2 bytes RAM address of the next BASIC line
(LSB first)
 2 bytes line number (LSB first)
 The actual line with the BASIC commands
represented by byte codes between 0x80 and
0xDF
 1 byte 0x00
At the end of the BASIC program data block 2 bytes 0x00
are written.

During our online-research we also found an active
community4 that is still using and also programming this
system. One of its members, René van den Enden5, had
written small programs that allowed BASIC programs to
be transferred between the original system and a PC. On
request he provided us a copy of the source code of his
programs which confirmed part of our research regarding
the format and provided more details we had not figured
out at this point of our investigation.

Re-engineering File Formats

Example BASIC line and encoding:

The C7420 is able to store 5 different kinds of data
with the following commands:
Object type
Command
BASIC Programs
CSAVE
Screenshots
CSAVES
Arrays
CSAVE*
Strings
CSAVEX
Memory Dumps
CSAVEM

10 PRINT “HELLO”
CF 88 = 0x88CF (address of next BASIC line in RAM)
0A 00 = 10 (line number)
94 = PRINT
20 = <SPACE>
22 48 45 4C 4C 4F 22= “HELLO”
00 = End of line

By saving different kinds of test data we were able to
identify the format of the 32 byte file header:
 10 bytes 0xD3
 1 byte determining the format of the file, usually
the character after “CSAVE” (e.g. ‘S’ for
screenshot, 0x20 (Space) for BASIC program)
 6 bytes for the program name
 1 byte 0x00
 5 bytes ASCII characters of the line number at
which the execution of the program should start
 3 bytes 0x00
 2 bytes start address in memory (Least Significant
Byte (LSB) first)
 2 bytes length of data block in bytes (excluding the
first leading byte 0x00, LSB first)
 2 bytes checksum: all data bytes added up to a 16
bit value (LSB first)
The data block starts with 0x00 and continues depending
on the file format with the following data.

Screenshot
The C7420 has a text and a graphic mode to display
formatted data on screen. For each of the 40x23 positions
on the screen the following byte codes are stored in
memory and also in the saved data:
-one character-byte
< 0x80: ASCII character in text mode or special
graphical character in graphics mode (as defined
in the C7420 user manual)
>= 0x80: special control or custom character (as
defined in the C7420 user manual)
0x80 changes the background color to the color
defined in the foreground bits in the format byte
in text mode
-one format byte which changes the attributes of the
character or, in the case of 0x80, all following
characters:
7

6

5

4

3

0-2

text negative dbl. dbl. !blink foreground
mode (0)
width height
color
graph.
background color
!blink foreground
mode (1)
color

4

Videopac / Odyssey2 Forum: http://videopac.nl/forum/
Rene's VIDEOPAC page:
http://home.hetnet.nl/~rene_g7400/
5
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Array
The first byte of an array encodes the number of
dimensions of the array. For each dimension, two
subsequent bytes encode the number of fields in the
dimension (LSB first). Finally, for every entry in the
array, 4 bytes are used to express the value in different
formats, depending on whether the array contains strings
or numbers.
String Array:
 1 byte length of the string in bytes
 1 unused byte
 2 bytes address of the string in memory
Note that the actual string data is not saved in the array
but the strings have to be saved and loaded separately
using the string save command “CSAVEX”.
Number Array:
By saving number arrays on the original system,
examining the resulting byte stream, changing values and
re-loading the array onto the original system we were able
to find out that a floating point format is used to store
numbers. The encoding is similar to, but does not follow
the IEEE 754 floating point standard (IEEE 1987), as that
was released 2 years later than the C7420 cartridge. With
further testing, the bits for mantissa, sign and exponent
were determined. 4 bytes are used to encode the number
as a 32 bit floating point value (LSB first), with the
following meaning of the bits:
bit 25-32
exponent
(exponent bias = 129)

bit 24
sign
(1 = negative)

(2)
where,
spb = samples per bit in the digitized audio stream
f = sample frequency of the waveform
bps = bits per second as output from the C7420

The signal output by the C7420 is a sine wave with a
frequency of 4.8 kHz, so every bit is represented by 4 sine
periods.
We implemented two different methods of
interpreting the signal. Method 1 was taken from the
sample programs we got from René van den Enden. For
each sample we need to decide if it marks silence or
signal. The algorithm scans the sample stream of the
digitized waveform until an absolute value greater than
half the maximum amplitude of the signal is found. High
amplitude is interpreted as a signal and such as the start of
a coded bit “1”. More samples are subsequently read and
counted either as “signal” or “no signal”. If more than a
certain amount of “no signal” samples are found, it is
assumed that the end of a coded “1” has been reached and
a coded “0” starts. For a coded “1” bit to be properly
recognized, half the number of samples over the duration
of 4 sine waves has to be interpreted as “signal”. Figure 3
shows a sample waveform and the values counted as
“signal” (marked on the horizontal axis as “1”) and “no
signal” (marked as “0”).
While we were able to read the original signal output
by the console system without errors using this method,
we encountered the following problems when we tried to
interpret the signal stored on audio tapes:
 Missing parts of a coded bit: As a certain threshold
of “no signal” was defined as the beginning of a
coded “0”, errors were encountered while
interpreting the signal if a small part of the bit had
been lost due to data loss on the audio tape.
 Noise in the signal: Most parts of the tapes
contained noise which was incorrectly interpreted
as signal.
 Differences in amplitude due to independent
recordings on the same tape: While we were able to
adjust the level of the input signal using the
software for recording the signal from the audio
source, changes in the signal over various parts of
one tape made parts of the tape unreadable.

bit 1-23
mantissa

So any number can be calculated using equation 1:
where,

number = sign * mantissa * 2exponent

(1)

sign = (-1)<bit 24>
mantissa = 1 + (<bit 1-23> / 223)
exponent = <bit 25-32> - 129

String
Strings are stored as a stream of bytes using the
ASCII encoding (number of bytes according to the file
header information).
Memory Dump
Memory dumps are stored as byte values (number of
bytes according to the file header information).

Converting Waveform to Bit-Stream
In order to write a tool that is able to convert the
waveform into usable data we had to develop a method of
interpreting the waveform programmatically and
detecting the various stages in the signal.
In our tests the signal was sampled as a 48 kHz, 16
bit, mono signal. As the C7420 outputs the signal at a rate
of 1200 bits per second, we can calculate the number of
samples per encoded bit (spb) using equation 2:

Figure 3: Interpretation of the wave signal using method
1. Vertical axis shows the strength of the amplitude,
horizontal axes the parts of the sine wave interpreted as
“signal” (1) or “no signal” (0).
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The following functions were implemented in the
migration tool:
 Opening an audio stream and loading the contained
files (either from an audio file (WAV or FLAC) or
directly from an audio-in device)
 Opening files in the C7420-native file format (binary
streams converted from WAV-file)
 Saving the opened audio stream as a C7420-native
file format (binary stream)
 Saving data in a non-obsolete format (screenshots as
PNG, basic-programs and arrays as text files, binary
data as binary)
 Saving data as an audio stream (either to an audio file
(WAV or FLAC) or directly onto the standard audioout device)
 Opening and saving compressed Zip-archives
containing a collection of migrated files
 Creating new files of the different formats in the
application (including syntax highlighting for
BASIC-programs)
All the data formats used by the C7420 as described in
Section Re-engineering File Formats are supported by the
migration tool.
Every file is opened in a new tab inside the
application in an editor that is linked to the file type. The
information associated with the file and stored in the file
header (native file name, address in memory to load to)
can be edited as well. A Screenshot of the migration tool
can be seen in Figure 4.

Figure 4: Screenshot of the migration tool GUI with BASIC
program loaded from a WAV-file.

To reduce the sensitivity of the algorithm that
converts the waveform into a bit stream we implemented
a second method. For Method 2 we not only looked at
single samples in the waveform but also calculated the
sum of piecewise linear approximations of the amplitude,
thus calculating the arc length of the sine wave for silence
and signal first. Obviously, the arc length of a curve for a
bit that represents “1” is longer than the arc length of a
curve for a bit that represents “0”. To decide if a bit is set
or cleared, a cut-off value between signal and silence
wave arc length is used.
For every sample in the signal, a certain amount of
samples before it are used to calculate the arc length of
the sine wave up to the sample. If the arc length is above
the cut-off value then the sample is recognized as “1”
otherwise it is recognized as “0”.
The algorithm is also able to adjust itself to changes
in volume or noise, as the threshold which decides if a bit
is set or cleared is constantly adjusted for every file in an
input stream in parts of the signal which are known to be
signal or silence. This way we are able to compensate for
noise in the signal as well as for changes in volume.
Missing parts of a signal bit have less influence in the
recognition as not only the missing part, but also all parts
before it are used to decide the state of the bit.

Evaluation
To evaluate the usability of the migration tool, we
recorded different programs and other data as output from
the original system. The data was recorded as a waveform
using Audacity and then converted to user readable data
in the migration tool using both implemented methods for
converting the waveform. Then the data was loaded back
into the original system, both from the recorded audio
stream and from a stream re-encoded using the migration
tool.
The migration tool was able to restore all the data in
the waveform as output from the original machine with
both methods of converting the signal. The original

Migration Tool
Using the algorithms for converting the digitized
waveform to a binary stream native to the system,
together with the information we gathered about file
formats, we developed a tool that is able to read the data
contained in the waveform. Both described methods of
interpreting the waveform were implemented.
The tool is written in JAVA. By using a virtual
machine as a platform, the tool is independent from actual
hardware for better long term stability. The tool and demo
files can be found on the project homepage6.
6

http://www.ifs.tuwien.ac.at/dp/hc_audio_migration
Figure 5: Tapes used for evaluation of migration tool,
left upper corner C10 computer cassette, left lower and
right Philips FE-I 60 normal position audio tapes.
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stream outputted by the machine and the re-encoded
stream from the migration tool, both gave the same results
when the data was loaded back to the original machine.
For a clean signal that was not distorted due to age, the
migration tool perfectly read and wrote the data from and
to the original machine.
Additionally, we acquired three audio-tapes created
with the original system approximately 20 years ago from
a private archive. Two of the tapes were standard Philips
FE*I 60 normal position audio tapes as used for recording
music while one was a C-10 computer cassette tape from
manufacturer a11 specially manufactured for recording
data (Figure 5). The source who recorded the tapes and
the contents is not known.
We used a standard HIFI-system as an audio player
and the software Audacity to record the audio streams as
44 KHz, 16 bit mono digital signal. The audio streams
were saved as uncompressed WAV-files (Petermichl
2009) containing the pulse code modulated (PCM)
(Cattermole 1969) raw audio data as bit stream. Two of
the tapes had data recorded on both sides of the tape; one
had data only on side A. Five WAV-files were obtained,
one per side and per tape.
Each file was then loaded using the migration tool.
The resulting migrated files were stored in a Zip-archive.
For comparison the files were also loaded onto the
original system.
A visual check for the characteristic waveform was
done using Audacity to see how many files we expected
the migration tool and the original system to find. A
comparison between expected and loaded files can be
found below (first column for each method shows
recognized files, second shows unrecognized files and
third shows false positives):
tapeside
C10-A
C10-B
Philips1-A
Philips2-A
Philips2-B
Total

visual

C7420

method 1

The files that were recognized contained BASICprograms. To check the files for validity we loaded them
on the original system from tape and also loaded them on
the original system as output from the migration tool.
From the 23 files on the three tapes no file was
readable and usable on the C7420. All the 6 files that
were recognized on the tapes were loaded with a “Bad
file” error message and were not usable due to missing
lines and incorrectly interpreted bytes. Thus the original
system could not be used to load the data from the
original tapes.
The results of recognized data in the loaded files
using the migration tool can be seen below:
tape-side
C10-A
C10-B
Philips-1-A
Philips-2-A
Philips-2-B
Total

Of the 22 files loaded 3 files could be recognized without
errors. 16 files were loaded with various warnings in the
migration tool, indicating that some bytes could not be
recognized or were misidentified (e.g. wrong checksum,
missing bits in bytes). Three files were not recognized in
the correct format and shown as binary stream only.
Without manual preprocessing of the waveform or
manual post-processing of the binary stream we were able
to recover 19 files opposed to just 6 files loaded by the
original system.
The files loaded with errors were in various states of
completeness. Some files were missing various lines at
the end of the file. Other program lines were erroneous
due to incorrectly identified bytes (an example can be
seen in Figure 6). As the original data stored on the tapes
was not available for comparison, it is not possible to
quantify the errors. But in general it seems that only
single bytes were lost. As the data on the tapes consists of
BASIC programs it should be possible to correct the
errors by re-engineering the recovered program sources
and thus reconstruct most of the data on the tapes.

method 2

8
2
6

5
1
0

3
1
6

0
0
0

8
2
6

7
2
6

1
0
0

5
0
3

6

0

6

0

6

6

0

2

1

0

1

0

1

1

0

0

23

6

17

0

0

22

1

10

loaded not recognized or with
no
wrong file format errors errors
7
0
4
3
2
0
2
0
6
1
5
0
6
1
5
0
1
1
0
0
22
3
16
3

Some files on the C10 tape were recognized by the
original system but could not be loaded due to a “Bad
label” error (with the suggestion to reposition the tape);
while on the other 2 tapes no files were recognized at all.
No files were correctly recognized using method 1. All
but one file were recognized by method 2. Ten additional
files recognized using method 2 were false positives that
were easily detectable in the user interface and
recognition could even be suppressed by checking a
checkbox in the migration tool.

Figure 6: Errors in BASIC-Program decoded from a file
loaded using the migration tool.
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Evaluated tapes
Examination of the data on tapes from a private
archive showed that the data was no longer readable on
the original machine. Using the migration tool we were
able to retrieve most of the data with small errors. The
evaluation also showed that it is necessary to act now and
migrate data that was stored on magnetic tapes 20 years
ago, as the lifetime of magnetic tapes is expected to be a
maximum of 20 years (Van Bogart 1998). Most of the
data retrieved in the experiment could not be extracted
without errors.

Conclusions
The case study performed in this work proved that it
is possible to extract proprietary data from the analog
audio signal stored by a system without previous
knowledge of the format it is stored in. By having access
to the original system to write test programs we were able
to reengineer the audio waveform as well as all data
formats and write a tool to migrate the data to nonobsolete formats. Archives or libraries that have or may
receive audio tapes containing data for the Philips G7400
can use this tool to migrate the digital data without access
to the original system or knowledge of how to handle the
system.
If such actions are undertaken today, while the
original systems still work, it is possible to develop tools
for the migration of digital objects now. Once the original
systems do not work anymore, it will not be possible to
run code on the original system, thus having to reengineer
the system on a circuit-diagram level and disassembling
the BIOS source code, which makes the task more
difficult and time consuming.

Media refresh
Using the developed migration tool it is possible to
refresh the media (audio cassettes) by reading and
decoding the content, recoding it into a waveform and
recording it to the tape again without using the original
system.
Using decoded data for emulation
With the possibility to save the data encoded in the
waveform as a system native binary stream, files can be
stored for usage in emulators. Currently no emulators for
the C7420 are available, but by storing the streams in the
native format the data is kept safe for emulation at a
future date.

Reengineering of the system
While digital archeology and reengineering systems
is seen as a rather complex task, this case study shows
that the reengineering of the format is easier while having
access to the original system, as this way, test data can be
produced. Interpreting the number format without seeing
the effects of the changed numbers on the original
machine would have been a rather difficult task. It should
also be noted that non-commercial ‘retro gaming’
communities still working with the system can be an
excellent source not only for emulation, but also for data
archeology on home computer systems.

Interpreting results for other media types
As audio tapes can be read using standard nonproprietary audio equipment, access to the physical layer
of data is not in immediate danger. Other magnetic media
like floppy discs cannot be read as easily. Even with
floppy drives using the same media size (8”, 5¼ “, 3½”)
access to data written on non-compatible computer
systems is not possible.
The results of re-engineering the logical data can be
used for other media as well. Re-engineering file formats
can either be done using original systems or emulators, if
available. Expert knowledge in handling the system has to
be at hand to complete these tasks.

Information lost due to migration
While most of the information that can be stored in
files on the original system can be migrated to nonobsolete formats, certain restrictions apply:
 Screenshots: The G7400 is able to render blinking
information on screen. By choosing PNG as a nonobsolete (static) format, this dynamic information of
the data is lost. Additionally it is possible to define
custom characters using the BASIC language. The
definition of these characters is not stored in the
waveform with the screenshot data. A complete
program with the definition of the custom characters
would have to be stored and preserved to keep the
information available (e.g. through emulation)
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Abstract

a comprehensive review of costing methodologies and
notes that comparisons of cost data remain difficult
because the majority of studies have been specific rather
than generic, i.e. aimed at specific types of institutions or
materials, or based on special ways of measuring and
adjusting costs (Blue Ribbon Task Force, 2008, pp. 3637).
It is characteristic that cost models for digital
preservation take a lifecycle approach, as exemplified in
an early study on preservation methods and cost models
(Hendley, 1998 (based on Beagrie & Greenstein, 1998)).
The reason is the recurring nature of preservation cost and
the fact that they are difficult to separate from other
lifecycle cost such as creation and access (Granger,
Russell, & Weinberger, 2000, pp. 2, 4). Furthermore, they
are highly dependent on the range of services an
institution offers (Ashley, 1999). However, no consensus
has yet been reached on how the lifecycle for costing
digital curation should be structured; or on how the
individual lifecycle phases should be broken down and
detailed. In response to this issue Sanett suggested
developing a framework for costing preservation of
electronic records, and advocated for mapping cost on a
well-defined function model, and for applying generally
accepted accounting principles (Sanett, 2002). As an
example of such mapping the author referred to the
InterPARES project1 (Ibid. p. 394), in which the OAIS
Reference Model (Consultative Committee for Space
Data Systems, 2002) had been used for this purpose. The
OAIS Model also forms the backbone of the activity
model (function model) proposed in a thorough study on
costing preservation of research data (Beagrie, Chruszcz,
& Lavoie, 2008). Another outstanding challenge is
developing formulas for costing the breakdown products.
One area within the lifecycle remains particularly
difficult to cost, namely the cost of functional
preservation, i.e. the costs of keeping digital resources
accessible and understandable in the long term; and very
little empirical data is available on the subject. NASA
CET is another example of a model that does not handle

The Danish Ministry of Culture is currently funding a
project to set up a model for costing curation of digital
materials held by national cultural heritage institutions.
The overall objective of the project is to provide a basis for
comparing and estimating future financial requirements for
digital curation and to increase cost effectiveness of digital
curation activities.
In this study we describe an activity based costing
methodology for digital curation based on the OAIS
Reference Model. Within this framework, which we
denote “Cost Model for Digital Curation” we then focus
especially on costing digital migration activities. In the
terms of the OAIS Model digital migration includes both
transfer (no alteration of data) and transformation
(alteration of data). In order to estimate the cost of digital
migrations we have identified cost critical activities by
analysing the OAIS Model, and supplemented the analysis
with findings from literature. We then deconstructed the
activities in measurable components, analysed cost
dependencies, and made equations, which have been
expressed in a spreadsheet.
In order to verify the model it has been tested on two
sets of data from different migration projects at the Danish
National Archives. The study found that the OAIS model
provides a sound overall framework for cost breakdown,
but that some functions, especially when it comes to
performing and evaluating the actual migration, need
additional detailing and precision in order to cost activities
accurately. Running the two sets of empirical data showed
among other things that the model underestimates the cost
of man-power intensive migration projects, while it
reinstates an often underestimated cost, which is the cost of
developing migration software. The model has proven
useful for estimating costs of digital migrations. However,
more work is needed to expand the equations to the other
functional entities of the OAIS Model, including Ingest
and Access. The Cost Model for Digital Curation is about
to enter its second iteration, where it will be tested on data
from more cultural heritage institutions. These tests will
enable us to adjust the theoretical model further.

Introduction
Frameworks
for
costing
digital
long-term
preservation have been proposed concurrently with the
development of digital curation strategies and the
evolution of repository systems and processes. A recent
report on sustainable digital preservation and access gives

1

The InterPARES project. Retrieved September 15 2009, from
http://www.interpares.org/
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costing of digital migration.2 One attempt to fill this gap
is the cost model for digital preservation developed by the
Digital Preservation Testbed (Nationaal Archief, 2005). It
models cost of the digital repository system, development
or procurement of preservation software, performance of
preservation actions, and labour costs. The costs are
expressed as formulas in a spreadsheet. Likewise the
LIFE project has not only developed an advanced
lifecycle cost model, but also investigated cost of
functional preservation in detail and developed the
Generic Preservation Model (McLeod, Wheatley, &
Ayris, 2006, version 1.0, pp. 90-107; Ayris, et al., 2008,
version 1.1, pp. 34-37). This model is also expressed in a
spreadsheet, and provides means of estimating cost of
digital preservation, including formulas for preservation
action frequency and file format complexity.
The overall purpose of this study is to design a
framework for costing digital preservation, including a
breakdown methodology with sufficient detail to give an
accurate outline of required resources, a set of equations
that will transform these resources into cost data, and a
description of the applied accounting principles. We
investigated the usability of the OAIS Model to provide
the functional breakdown in measurable components. As
a first step we have aimed at breaking down and costing
activities related to functional preservation, and more
specifically to the migration strategy. The soundness of
the proposed model is tested on empirical data from case
studies.

indirect costs, i.e. indirect staff, facilities, general
management and administration. We make use of
different categories of personnel (wages): manager,
computer scientist and technician. The overall structure
and breakdown methodology of the Cost Model for
Digital Curation (CMDC) is shown in figure 1.

Figure 1 Overview of the breakdown methodology and
structure of CMDC.

Costing digital migrations
While the goal is to model the whole lifecycle, the
current version of the model only deals with cost of
digital migrations. For this purpose we have defined a
cost critical flow between the relevant functions within
the OAIS archive. The model does not yet include the
cost of requesting the content to be migrated from
Archival Storage, or the cost of ingesting the new
Information Package (IP) version back into Archival
Storage. Table 1 shows the OAIS functions, which
contain cost critical migration activities.
A central parameter in the model is the Format
Interpretation factor, which denotes how difficult a format
is to comprehend. The factor depends on identifying and
reading format specifications and any other relevant
documentation of both the source format (e.g. TIFF) and
the destination format (e.g. JPEG 2000). Furthermore, it
depends on the amount (number of pages) and complexity
level of the documentation. We have estimated that it
takes 20 minutes on average to read and understand a
page of documentation for a format with low complexity.
This number is increased by 25% for a format with a
medium complexity, such as TIFF 6.0, and by 50% if it is
of high complexity, such as GML.

Methods
We have applied an activity based costing
methodology, structured around the functional breakdown
provided by the OAIS Reference Model, which consists
of six functional entities: Ingest, Archival Storage, Data
Management, Administration, Preservation Planning and
Access. Besides we have included the support functions
Common Services and Management from the OAIS
Model. Each of these entities comprises a series of
functions, which are further described in the OAIS
documentation. In order to identify what we term cost
critical activities, i.e. tasks which take more than 1 person
week (pw) to accomplish, we have analysed the
functional descriptions, divided these into measurable
components, and established equations. The basic formula
for an activity is the effective time required to complete
an activity (measured in pw) times wage level (including
overhead) plus purchases (monetary value). Each activity
is adjusted to account for specific cost implications, such
as format documentation complexity. Overhead covers
2

NASA CET. Retrieved September 15, 2009,
http://opensource.gsfc.nasa.gov/projects/CET/CET.php
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Functional Entities and
Functions
Preservation Planning:
Monitor Designated Community
Preservation Planning:
Monitor Technology
Administration:
Manage System Configuration
Preservation Planning:
Develop Preservation Strategies
and Standards
Preservation Planning:
Develop Packaging Designs and
Migration Plans
Administration:
Establish Standards and Policies
Administration:
Manage System Configuration
Administration:
Archival Information Update

plans and implementation plans. The cost of the activity is
based on the cost of developing new IP designs and
thereby indirectly of the Format Interpretation factor.
The activity Migration Software comprises the cost
of developing migration tools, including design,
development and test. The cost of the activity is based on
the Software Provision factor, which depends on the
Format Interpretation factor, and thus the complexity of
the formats. The Software Provision factor consists of
three elements, namely the development of a reader tool,
a writer tool and a translator tool for each format. We
assume that there is a base software development time of
two person-days for each module. Furthermore we
estimate that the development time is approximately twice
the Format Interpretation factor. If the migration tool is
purchased we believe that the cost is reduced to one third.
The Manage System Configuration function under
Administration develops and implements plans for system
evolution and it implements migration packages,
including tools, in the archive systems. The Archival
Information Update function consists of the cost critical
activity to perform the actual migration process. In
accordance with OAIS we assume that the tools and the
content at this stage are flawless ensuring an almost
automatic process. In order to calculate the time it takes to
execute the actual migration, we have introduced a
Processing factor. It depends on the Interpretation factor,
the amount of data, the computer power, and on the
number of computers.
We have expressed and combined all equations in a
spreadsheet.3

Cost Critical Activities
Monitor community
Report on monitoring
Monitor technology
Report on monitoring
Monitor systems
Report on monitoring
Develop strategies and
standards
Recommend system evolution
Provide advice
Develop IP designs
Develop migration plans
Develop migration software
Review migration package
Implement migration tools
Update content (migration
action)
Quality assurance

Table 1: Summary of the cost critical activities in each OAIS
function.

The Monitor Designated Community and Monitor
Technology functions each consists of two cost critical
activities, namely monitoring user community and
technology, and reporting on the findings of this
monitoring. We assume that Monitor Designated
Community depends on how much influence the archive
has on production and use of formats: The more
influence, the fewer costs. Monitor Technology depends
on the general technology development and on the
complexity level of the formats preserved by the archive
and on those monitored. If the archive uses preservation
formats with a high degree of complexity the result is a
high cost for monitoring them.
The Develop Preservation Strategies and Standards
function assembles the reports received from the
monitoring functions and develops and recommends
strategies and standards (including profiles) to meet any
new challenges.
The Develop Packaging Designs and Migration Plans
function includes the cost critical activities of developing
Information Package (IP) designs, Migration Plans, and
Migration Software. IP Designs denote the structure of
the container of the content in the archive. The cost of the
activity is based on the total Format Interpretation factor
and the frequency of the need to create new IP designs.
For simplicity we assume that new IP designs are required
when migration is necessary. The frequency of migration
is based on average estimated lifetime of formats, which
we again for simplicity have set to be 10 years. Due to
variation in remaining format lifetime we estimate that
migrations take place every 5 years (thereby migrating
50% of the content of the archive). The activity Migration
Plans includes development of general and detailed plans
for migration, including test plans, community review

Case Studies
The model has been tested on two case studies. The
first consists of data from a large migration project
performed from 2005 to 2008 at The Danish National
Archives (DNA), where digital materials were migrated to
the current preservation standards. A detailed registration
of the incurred costs was performed. The migration
project dealt with 3 different migrations, all of them
handling registries and filing systems: A-archives mostly
hierarchical, from 1968-1998; B-archives from 19992000; C-archives from 2001-2004. The A-archives
represented a heterogeneous mass of data, while the Barchives were in concordance with recent preservation
standards and C-archives almost complied with the
DNA’s present preservation standards. In order to make
the transformation process as inexpensive, i.e. automatic,
as possible, a normalised description (using XML) was
made for each digital archive. Simultaneously a system
3

The spreadsheet and other documentation is available on
the project web page:
http://www.costmodelfordigitalcuration.dk
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was developed which could then read the normalised
descriptions and transform the many variants of data
structures, data types, character sets, etc., to the standard.
On average 8 persons worked full time for three years
describing the data, while 2 persons spent 2½ years
developing and maintaining the system.
The second case is a current migration of 6 TB of
PDF documents containing property registry data to the
JPEG2000 format. Several purchased tools were
evaluated. In this case it was necessary to develop tools
on top of purchased tools since they were not up to the
task by themselves.

Generally the comparison indicates that the CMDC
underestimates the cost of the illustrated part of the
Preservation Planning functions. Case 1 cost 358 pw,
while the simulation outputs a cost of 205 pw – there’s a
deviation of 153 pw. The main reason is that the
migration of A-archives should be classified as a
normalisation. Even though the migrated archives did not
come from Producers but from within the archive, the
migration should have taken place years before.
If we therefore disregard the A-archives (see B&C) from
our analysis and take a look at the three chunks Develop
IP Designs, Migration Plans and Migration Software, we
see that the CMDC is capable of estimating all of them
with less deviation; albeit it pinpoints certain weaknesses
pertaining to Develop IP Designs and Migration Plans
(respectively 15 and 21 pw deviation), the explanation
may be that the C-archives did not require IP designing,
because they were almost ready for processing from the
beginning. However the CMDC is designed to allocate a
certain number of pw to the IP designing process. This
teaches us that if data comply with the IP design at hand,
the model should exclude this cost.
Regarding the Migration Plan phase, the deviation is
explained by the fact that the CMDC does not presently
reflect the size of migration projects well enough: There
is a scalability issue here, especially when the migration
project uses much man-power, which requires more
management. Another interesting fact is that case 1 shows
us that it is equally expensive to make migration plans
and develop software while the CMDC underestimates
the cost of the Migration Plans step.

Results
Case 1
Table 2 shows the cost in person weeks (pw) of
developing IP designs, Migration Plans and Migration
Software in case 1. It includes activities related to digital
migration from the moment the monitoring functions have
issued a migration alert until the migration tools are ready
for processing. Thus the table does not show the costs
related to the monitoring functions or the processing of
the migration itself. The first set of columns (Case 1)
gives the actual figures from case 1. The second set
(CMDC) shows case 1 simulated in CMDC. The third set
(CMDC-Case 1) shows the differences between case 1
and its simulation. The B&C-archives are also combined
in a separate row for analytic purposes, as we will see. At
the bottom of the table, the three activities are added up
under Preservation Planning.
Develop IP Designs
A (1968-1998)
B (1999-2000)
C (2001-2004)
B&C
Develop Migration
Plans
A (1968-1998)
B (1999-2000)
C (2001-2004)
B&C
Develop Migration
Software
A (1968-1998)
B (1999-2000)
C (2001-2004)
B&C
Preservation Planning
(total)
A (1968-1998)
B (1999-2000)
C (2001-2004)
B&C

Case 1
pw
44
29
15
0
15

%
12
66
34
0
34

CMDC
pw
50
20
16
14
30

%
24
40
32
28
60

CMDC - Case 1
Δ pw
%
6
14
-9
-31
1
7
14
n.a.
15
100

150
105
30
15
45

42
70
20
10
30

39
15
14
10
24

19
38
36
26
62

-111
-90
-16
-5
-21

-74
-86
-53
-33
-47

164
101
50
12
62

46
62
30
7
38

116
48
36
32
68

57
41
31
28
59

-48
-53
-14
20
6

-29
-52
-28
167
10

358
235
95
27
122

100
66
27
8
34

205
83
66
56
122

100
40
32
27
60

-153
-152
-29
29
0

-43
-65
-31
107
0

Table 2 Results and comparison between case 1 and
simulation of case 1 in CMDC
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Case 2
Table 3 shows the results from using the model on
data from case 2 (the PDF-JPEG2000 migration). The
model shows a cost of 33 pw per migration. Half of this
cost in the model is due to development of migration
software. In the case only 5 pw were used for the software
development. A part of the difference between the model
and the case is most likely due to the model
overestimating the cost of developing software migration
tools; even though we have taken into account that
purchasing tools only cost approximately 1/3 of
developing it yourself. Another part of the difference is
most likely due to a difference in development culture
between the model (based on OAIS) and the case. In the
case the development was made with very little reporting
and controlling. For example there were no official
prototypes made for review by administration, nor any
lengthy documentation.
In OAIS and therefore also in the model the function
Archival Information Update performs the actual
migration using the migration tools developed in
Preservation Planning. The model estimates the cost of
man power monitoring the process to 10% of the machine

processing time. OAIS apparently assumes that once the
tools have been approved by administration they are
almost flawless as are the data to be migrated. In the case
the migration has been performed with less than 10% man
power for monitoring. One explanation for this difference
is the extremely long machine processing time in the case
compared to the model. In the model we estimate a
machine process speed of 2.5 MB/s for the migration of
the formats on the specific hardware in use,4 but in the
case the first 601 GB of data were processed at the very
slow speed of 0.2 MB/s. So far 601 GB (2046 files) out of
6 TB have been migrated. One reason for the very slow
process speed is probably the very large size of each file,
making the process much slower than the total amount of
data would indicate.
PDF-JP2000
Year
Monitor
Designated
Community
Monitor
Technology
Dev.
Preservation
Strategies &
Stand.
Dev. Pack.
Designs &
Migration Plans

1

2

3

4

5

6

10

15

20

9

9

9

9

9

9

9

9

9

20

20

20

20

20

20

20

20

20

17

17

17

17

17

17

17

17

17

0

0

0

0

33

0

33

33

33

Table 3 Simulation of case 2 over time. Units in pw

Compared to case 1 it is important to emphasize the
minimal amount of manual work to monitor the
migration. The almost flawless migration process is most
likely due to a high degree of compliance with the
specification, i.e. very few invalid formats in the data. We
estimate the compliance in the case to be above 99%. In
case 1 concerning the A-archives a massive amount of
man power has been used during migration due to a very
low rate of compliance (approximately 20%).

Discussion
The Cost Model for Digital Curation is designed to
provide a consistent approach for estimating full
economic costs of providing digital curation to digital
materials preserved within normally efficient and OAIS
compliant archives. Envisioned users are practitioners and
experts in digital curation. The model is structured on the
functional breakdown described in the OAIS standard.
4

HW: Pentium 4 530 Prescott 3GHz, 2GB RAM, 3x7200
rpm SATA disk. Benchmarks for this machine can still be
found at Tom’s Hardware and other hardware sites. We
have 20 machines for this type of migration, but only one
was used giving these numbers.
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While we agree that the abstraction level is not the same
for all functional entities (Eggers, 2006), it is our
experience that OAIS in relation to digital migrations
provides a level of detail equaling or exceeding that of
other functional models used for costing. While using the
OAIS breakdown, the focus of CMDC is cost based. As
such a number of OAIS components are not relevant for
the CMDC and have thus been excluded; others have
been combined.
The CMDC is applicable for measuring actual
baseline costs, i.e. cost based on experiences (ex-post),
but the activity based approach also allows tracking costs
over time. The precision of the model is low, but
regarding the exact degree we dare not make any
conclusions, and we invite the readers to simply consult
Table 2, which compares case 1 with its simulation. When
used for estimating future cost (ex-ante) the precision is
even more uncertain due to the challenges posed by
handling the predictive element, which influence various
aspects of the model. One is the life expectancy of
formats, which will influence the required migration
frequency. Another is estimating how much software will
be available in the future, either as open source or for
purchase, and how much has to be developed. A third is
estimating the complexity of future formats.
Concerning the complexity of formats, several
attempts to define it have failed, and Planets’ conclusion
seems to be widely accepted: The notion of “digital object
complexity” has been disregarded as non-objective and
non-scientific (Planets, 2007). Yet we believe that
establishing differentiated complexity factors is
necessary. These should, however, be based on
measurable components: The Format Interpretation factor
is thus based on the amount of documentation and its
complexity. The LIFE Costing Model operates with a
linear scale, dividing format complexity in 10 (McLeod et
al, 2006, p. 96). We have then assumed that the
complexity of migrations depends on the complexity of
both the source and the destination formats’
documentation. This has provided us with a factor
expressing the migration complexity.
Estimations of how much time software development
takes is also based on the Format Interpretation factor.
Other software cost estimation tools, such as COCOMOII
(Boehm, et al., 2000), use experience from similar
projects and qualitative parameters or count function
points for estimating the cost. This approach was however
not viable for our purpose, because of lack of similar
projects and uncertainty of what to develop (e.g.
migration tool for an unknown destination format).
Regarding the processing factor it is the norm to assume
that the migration process is automatic. The cost of an
automated process is quite low, but if the data to be
migrated does not comply with its contemporary
preservation requirements because of lack of quality
control (at Ingest or previous migrations), the cost of

fully to the IP design, and the migration was performed
with minimal manual corrections. Furthermore, the model
has to handle dependencies better, because no cost critical
activities stand alone. Their mutual implications are
difficult to account for, but highly cost sensitive. The
most obvious example from case 1 was the model’s
difficulty of calculating the high cost of the Migration
Plan phase: In our formulas this phase is dependent on the
IP Design phase, but not nearly enough on the
Interpretation factor (i.e. format complexity).

processing the data may rise exponentially due to
countless hours of manual fixing. The Dutch Testbed
operates with the time it takes to repair or modify records
and concludes that “This [repair] can be a slow and
labour-intensive process that accounts for the majority of
the costs.” (Nationaal Archief, 2005, p. 11). A
deconstruction of the processing phase in case 1 revealed
that on average it took 1 person day to correct 1 faulty
file. This example demonstrates the huge importance of
compliance with preservation standards.
Migration frequency is also delicate. Formats may
be migrated one at a time as they become exposed to the
risk of obsolescence. However, this risk typically
increases gradually. At the same time there are economies
of scale in compiling format migration due the cost of
developing IP designs, migration software, changing work
processes and system setup. Depending on the IP design
the cost of retrieving, updating and re-ingesting an IP also
has important economies of scale, even though this is
supposed to be fully automatic. We therefore assume that
it is more likely that institutions compile format
migrations to save cost.
We have assumed that on average preservation
formats will be usable for 10 years, and every 5 years a
migration is performed, migrating half of the content.
This is of course a very rough estimate, considering the
many different types of formats and the uncertainty of the
technological evolution. Currently the model is not
capable of varying this parameter, but we plan to enable
this in future versions. For comparison The LIFE Costing
Model estimates that the mean life expectancy for formats
is 8 years, increasing with 0.1 year for every year that
passes (McLeod et al., 2006, p. 93). Even though it is
optimal not to migrate formats one by one every single
year, case 1 shows that one should not wait too many
years, as this become even more costly.
The test of the model on empirical data described in
the case studies reveals that a very detailed and nuanced
model is imperative. To exemplify this we will briefly
discuss some of the most important points from running
the model on test data.
A generic model should be able to handle migrations
of many; highly complex formats as well as a few, simple
ones. It should also be able to correctly reflect the cost of
projects with small or larger staffing. Presently, the model
cannot do this. This scalability issue does however exist
on other levels too, for example concerning processing
large or small files, as shown by case 2 where big PDF
files process slowly, and small ones quicker. Case 1 also
demonstrates that the model cannot yet correctly calculate
the cost of a migration that most of all resembles a
normalisation. The model also needs more parameters to
reflect that not all preconditions are fulfilled. For example
in case 1 where A archives complied poorly to their own
IP Design and therefore cost many pw to correct
manually, while in case 2 the content complied almost

Conclusions
The ambition is that the Cost Model for Digital
Curation becomes sufficiently precise and generic to
calculate the cost-critical migration activities performed
by an OAIS compatible archive, providing estimates that
are consistent across repositories.
The functional entities in OAIS have been analysed
in detail and we have found the cost critical elements and
the flow between them. Dividing the entities into cost
elements, we have estimated those using measurable
components. The central parameters are the Format
Interpretation factor, the Software Provision factor and
the Processing factor, that in general are based on the
amount of person weeks needed to read the
documentation in order to understand the formats and
provide the migration software. Using the model on two
cases shows that the model is usable, but needs further
development, especially in handling deviations from the
OAIS model's preconditions. An example is a low rate of
compliance to the IP design, as seen in case 1, causing a
massive quality control cost during the migration process.
The CMDC holds the implication that costing
models are inaccurate. The degree of precision needs
defining, but its importance is probably dependant on the
purpose of the model. Nonetheless methods to increase
precision are of high value, and one of the main
objectives of CMDC is to pursue ways of fulfilling this
goal. Thus, we will continue deconstructing cost critical
activities until they become measurable and well-defined
components. A manner of achieving this objective is to
test the model on empirical data and iteratively improve
the model. However, we also lack theoretical studies on
for example how to establish parameters for migration
frequency and format life expectancy.
Future work will focus on extending the model to
include all archiving functions and handle various
preconditions and dependencies, thus increasing the
overall precision of the model. The downside of
increasing the level of detail is that it will inevitably
complicate the usability of the model. Therefore, we are
aware that considerations should also be given to provide
a more user-friendly interface to the model.
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Understanding the nature of digital curation cost is
prerequisite for increasing the overall efficiency, and thus
achieving first quality for preservation of cultural heritage
materials.
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of composing, editing, and circulating text. Certainly this
has been no less true for creative writers of belles-lettres
(fiction, poetry, and drama), with prominent early adopters
ranging from Stephen King to Joan Didion and Salman
Rushdie.
While some writers still continue to work by longhand
even to this day, more and more fiction, poetry, and drama
is now born-digital in the sense that keying the text into a
computer (probably relatively early on in its composition),
almost always to be further revised, is an all but inevitable
part of a contemporary text’s life cycle. Editors edit
electronically, inserting suggestions and emendations and
emailing the file back to the author. Publishers use
electronic typesetting and layout tools, and only at the very
end of this process is the electronic text of the manuscript
(by now the object of numerous transmissions and
transformations) printed as a physical book. In the
particular realm of literary and textual scholarship, this
means that a writer working today will not and cannot be
studied in the future in the same way as writers of the past,
because the basic material evidence of their authorial
activity—manuscripts and drafts, working notes,
correspondence, journals—is, like all textual production,
increasingly migrating to the electronic realm. David
Foster Wallace, to take just one recent example, left behind
large portions of an unfinished novel whose manuscript
exists both in hard copy and on various computer file
systems (Max 2009). If and when this material is edited
and published posthumously, the person who undertakes
the task will have to be as well versed in legacy storage
formats and the idiosyncrasies of Wallace’s electronic
writing practices as he or she is in his handwriting and
analog composition habits.
The particular case of poets, fiction writers, and
dramatists is a specific manifestation of a larger domain
that is coming to be known as personal digital papers or
personal archives (Cunningham 1994). Typically this

Abstract
This paper addresses a particular domain within the sphere
of activity that is coming to be known as personal digital
papers or personal digital archives. We are concerned with
contemporary writers of belles-lettres (fiction, poetry, and
drama), and the implications of the shift toward word
processing and other forms of electronic text production for
the future of the cultural record, in particular literary
scholarship. The urgency of this topic is evidenced by the
recent deaths of several high-profile authors, including
David Foster Wallace and John Updike, both of whom are
known to have left behind electronic records containing
unpublished and incomplete work alongside of their more
traditional manuscript materials. We argue that literary and
other creatively-oriented originators offer unique challenges
for the preservation enterprise, since the complete digital
context for individual records is often of paramount
importance—what Richard Ovenden, in a helpful phrase (in
conversation) has termed “the digital materiality of digital
culture.” We will therefore discuss preservation and access
scenarios that account for the computer as a complete
artifact and digital environment, drawing on examples from
the born-digital materials in literary collections at Emory
University, the Harry Ransom Center at The University of
Texas at Austin, and the University of Maryland.

1. Introduction
Writing is a material act; textual production in any
medium has always been a part and product of particular
technologies of inscription and duplication. Specialists in
the history of the book and other forms of textual studies
have long been sensitive to this perspective, and there has
been no shortage of significant scholarship attentive to the
material qualities of the scripted or printed word and its
attendant artifacts, like the codex. Computers, of course,
are also writing technologies. Since the popularization of
word processing in the early 1980s they have arguably
been the dominant writing technology in every segment of
society, transforming individuals’ relationships to the act
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preserving and accessing the born-digital documents and
records of contemporary authorship (Kirschenbaum et al.
2009).
Notable authors represented with at least some borndigital material in the collections at either the Ransom
Center or Emory (the two major institutional repositories
involved in the current research) include Russell Banks,
Lee Blessing, John Crowley, Robert De Niro, Michael
Joyce, Thomas Kinsella, Bernard Kops, Norman Mailer,
Terrence McNally, Tim O’Brien, Salman Rushdie, Ronald
Sukenick, Leon Uris, Alice Walker, and Arnold Wesker.
Additional creators whose materials the researchers were
also able to access include prolific experimental hypertext
author Deena Larsen (whose collection is now housed at
the University of Maryland) and Jonathan Larson (best
known as the composer of the popular musical RENT, and
no relation to Deena), whose papers (and diskettes) are at
the Library of Congress. The sections below elaborate on
aspects of these institutional settings and detail the records
processing performed to date on select born-digital
collections from significant writers.

involves the receipt of physical hardware and storage
media as part of a hybrid collection blending traditional
paper-based materials with either entire computers or
computer storage media. Here the challenges and problems
begin almost literally on the threshold of the collection’s
doorstep. What, after all, is being collected? The physical
hardware and storage media, or the binary data it contains?
How is an archive to contend with hardware and devices
that have been in someone’s attic or basement for decades?
What about the volatility of storage media? (5 ¼-inch
diskettes, which were introduced in the late 1970s, have
already exceeded their estimated life-span.) Even assuming
data can be recovered from these media, can it be
authenticated? Stabilized? Does the data consist merely of
complete files, or of all the bits contained on the physical
media, including perhaps fragments of overwritten or
deleted files? How is this material to be cataloged? A
single diskette might contain hundreds of individual files,
meaning that manual item-level description is prohibitive.
A single hard drive will almost certainly contain many
thousands of files of all types. How is the archivist to
know what belongs to the author as opposed (for instance)
to a family member using the same computer? What about
systems files? What about third-party software included in
the author’s collection? How can researchers be given
access to this material? How will the archivist ensure
confidentiality, and that sensitive electronic records will
not be copied and redistributed indiscriminately?
While these issues will undoubtedly be familiar to
anyone following professional discussions in digital
preservation, we believe that literary authors and other
creatively-minded originators offer unique challenges
beyond those presented by personal digital papers or
electronic records originating in domains such as
government or commerce.

The Harry Ransom Center at The University of
Texas at Austin
The Harry Ransom Center (HRC) is a humanities
research library whose primary emphasis is the study of the
literature and culture of the United States, Great Britain,
and France. In addition to its extensive manuscript, book,
photograph, art, and film holdings, the Center also houses
the computers and disks of authors such as Michael Joyce,
Norman Mailer, Terrence McNally, and Arnold Wesker.
The Ransom Center has been receiving born-digital items
as part of paper collections for nearly 20 years; as of this
writing, thirty-nine of the Center’s holdings contain
electronic records. These materials include correspondence
and manuscript files on a variety of disks and computers.
The Center’s 2005 acquisition of the Michael Joyce
Papers, which, like many recent acquisitions, is actually a
digital-analog hybrid collection, marked the Center’s first
deliberate engagement with born-digital literary materials
published in electronic format.
Beginning in 2005, the Ransom Center collaborated
with Dr. Patricia Galloway and her graduate students in the
School of Information (iSchool) at the University of Texas
at Austin to process the born-digital component of several
digital-analog hybrid collections. Processing projects
completed since 2005 include a pilot project with the
Michael Joyce disks, as well as cataloging work on the
born-digital materials in the Leon Uris, John Crowley,
Arnold Wesker, Norman Mailer, and Terrence McNally
holdings. Until recently, the Center housed copies of its
born-digital materials in a DSpace repository hosted by the
iSchool.
The Ransom Center offers access to these processed
collection materials on a case-by-case basis in the reading

2. The Site Visits
In 2008 the authors of this paper received funding
from the National Endowment for the Humanities’ Office
of Digital Humanities in support of a series of site visits
and planning meetings for personnel working with the
born-digital components of three significant collections of
literary material: the Michael Joyce Papers (and other
collections) at the Harry Ransom Humanities Research
Center at The University of Texas at Austin, the Salman
Rushdie papers at Emory University’s Manuscripts,
Archives, and Rare Books Library (MARBL), and the
Deena Larsen Collection at the Maryland Institute for
Technology in the Humanities (MITH) at the University of
Maryland. The meetings and site visits were undertaken
with the two-fold objective of exchanging knowledge
amongst the still relatively small community of
practitioners engaged in such efforts, and facilitating the
preparation of a larger collaborative project aimed at
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sense of some of the particular digital preservation
challenges presented by the media formats in the Ransom
Center’s collection. In addition, items like a handwritten
letter from author Bernard Kops in response to Redwine’s
query about his computer usage illustrated the importance
and utility of beginning conversations with living authors
about their technology habits.
One of the most important outcomes from this meeting
was a growing awareness of the difference between
scholarly and archival perspectives when it comes to
thinking about how best to manage, represent, and provide
access to born-digital collection materials. A second result
was a better understanding of how the Ransom Center’s
preservation and access strategies compare with those of
archivists at other repositories in both the U.S. and
England. At the time of the Austin meeting, the Ransom
Center had focused preservation efforts purely at the file
and series levels and had undertaken little research into
preserving disk images. Since then, archivists at the Center
have been experimenting with capturing images of disks
and hard drives rather than copying individual files
directly, and plan to move forward with this methodology
as a more comprehensive and less invasive way to capture
information from digital media. This is but one way in
which the Center’s digital preservation program has been
influenced by collaborative projects with other institutions
and repositories. Finally, a third, more local outcome has
been important first steps toward the development of a
University-wide community around problems of digital
preservation. Archivists from the Ransom Center, the
Alexander Architectural Archive, the Benson Latin
American Collection, the Center for American History, and
the Tarlton Law Library have begun meeting once a
semester to discuss the digital preservation challenges at
each repository and share information about possible
solutions.

room. Between 2006 and September 2009, four patrons
requested access, and the Center was able to accommodate
all of them. Two of the patrons used the Michael Joyce and
Arnold Wesker materials, respectively, via DSpace in the
reading room. The third patron accessed copies of files
from Terrence McNally’s disks from a secure laptop in the
reading room, and the fourth patron used a similar set-up to
work with copies of Norman Mailer’s correspondence files
from the early 1990s. In addition, the Center’s electronic
records collection has been represented in two in-house
exhibitions: Technologies of Writing (2006) and The
Mystique of the Archive (2008).
The Center’s digital preservation work so far has been
markedly collaborative and owes a heavy debt to the
assistance of University of Texas graduate students who
have processed born-digital collection materials as part of
their class projects. The Ransom Center’s other productive
collaborative relationship has been with the Maryland
Institute for Technology in the Humanities (MITH) and
Emory University on the NEH project described above. As
part of that project, representatives from MITH and Emory
visited Austin in November 2008 for a site visit organized
by Gabriela Redwine, who is the current digital archivist at
the Center, and her predecessor, Catherine Stollar Peters.
To give participants a sense of the promise and challenge
of the Center’s digital collection materials, Redwine and
Peters created two different exhibitions that meeting
participants were able to access throughout the day. The
first consisted of a set of electronic collection materials
installed on three computer workstations around the
meeting room. The point of these workstations was to give
people an idea of what a patron would experience upon
visiting the Ransom Center’s reading room to look at borndigital manuscripts and correspondence.
Attendees looked at files from four different
collections and accessed them from both the desktop and
through DSpace. These files included different versions of
some of Michael Joyce’s hypertext manuscripts, as well as
born-digital materials from the Terrence McNally, Arnold
Wesker, and Tom Zigal holdings. One of these items,
which highlights the intersection of authorship and
technology and the palpable influence of technology on an
author’s work, is a stream-of-consciousness document
McNally typed on 10 June 1988 as he experimented with
WordPerfect for the first time. Also included was a set of
proofs, created in Microsoft Word, that Tom Zigal
exchanged with his editor at The Toby Press. Their tracked
changes and comments provide valuable insight into the
creative process. Both sets of materials offer a precise
illustration of the complex motivations for this grant: to
understand and preserve authors’ works and the
environment in which they are created.
The second display was a small exhibition of disks and
computers from the Center’s collection. Peters and
Redwine incorporated these items and their respective
histories into an introductory overview to give attendees a

Emory University Libraries
The Emory University Libraries (EUL) emerging
Born-Digital Archives (BoDA) program has developed as
a fundamentally collaborative and strategically innovative
enterprise. The team pursing born-digital work at Emory
consists of staff from the Manuscript, Archives, and Rare
Book Library (MARBL) and from Digital Systems,
representing a range of expertise from archival science and
practice to software engineering to digital libraries.
MARBL’s 2006 acquisition of Salman Rushdie’s personal
papers provided the Emory Libraries with a rich personal
archive of historical and literary significance that includes
analog and digital artifacts.
The Rushdie archive marks MARBL’s first acquisition
of a significant amount of born-digital material and
includes four personal computers and one external hard
drive. The relationships developed and information shared
during the NEH planning grant with project partners MITH
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involved in this field are anxious to confer, to share, to
contribute, and to assist. And, on a smaller scale, the initial
partners of the grant represented the kind of diversity
needed within any group working on born-digital archives.
The NEH group included a range of expertise, which
required some thoughtful discussions about differences in
traditions, cultures, and values amongst the professional
fields represented—scholars, technologists, librarians, and
archivists. Understanding the importance of these
differences helped the Emory partners better manage the
diverse working group pursuing born-digital archives at
Emory and illuminated that working toward collaboration
can be just as important as working collaboratively.
As this planning grant ended, Emory partners learned
that they would need to prepare the Rushdie hybrid archive
for public release in February 2010. This significantly
accelerated schedule meant that Emory must quickly
implement many of the theories and musings discussed in
the preceding months of planning grant meetings. Initially,
the focus was on creating a secure dark archive for the disk
images and creating a mechanism that would enable access
for archivists to obtain copies of the master content. The
BoDA working group next began developing the policies
and infrastructure for archival processing, which included
review for restriction and redaction and compiling basic
metadata about each user-generated file. In tandem with
these activities, Digital Systems staff began developing
tools and interfaces that would enable effective research
access to these processed materials. The Emory team is
currently loading processed archival content into the tool
prototypes, an exciting moment for this young program.
Because of the short window for development and
processing, the Emory staff has focused its attentions on
only one of Rushdie’s computers, his Macintosh Performa
5400. The team has developed prototypes of a searchable
database that holds discrete files of all approved content
from the Performa and of an emulated environment that
replicates the original computing environment. Even with
the self-imposed restriction to the one computer, staff at
Emory have already discovered a wealth of fascinating
content and ample evidence for the importance of
providing both file-level access and operating system-level
access. For instance, Rushdie’s use of stickies in his early
Mac not only provides insights into his tendencies to meld
the personal and the literary but also reveals interesting
details about his computing habits.
Despite significant progress in the past seven months,
much exciting work lies ahead for Emory’s BoDA
program. After the Rushdie opening, MARBL staff will
continue processing his born-digital files and Digital
Systems will work on the second release of the tools and
interfaces. Emory is particularly interested in extending
researcher access to all five of sets of born-digital content
and enhancing the connections between the paper and
born-digital materials that comprise Rushdie’s archives
Furthermore, members of BoDA will begin gathering data

and the HRC proved invaluable to the staff engaged in
born-digital archives at Emory. At the start of this planning
grant, the BoDA team had completed important
preliminary work, such as developing a preliminary project
plan for undertaking the handling of the digital material
and exploring approaches to organizing and presenting
these materials and their analog counterparts as a seamless
hybrid archive to researchers. In addition, archivists
completed the arrangement and description of Rushdie’s
analog records in February 2009, while the Technical Lead
in digital systems had created masters of each disk image
and indexed all five hard drives. Throughout the grant
period, BoDA staff continued identifying duplicate files
among the machines and assessing the born-digital content.
Before outlining more recent progress made on the borndigital materials included in Rushdie’s papers, it seems
appropriate to first highlight the outcomes of Emory’s
involvement in the NEH planning grant with MITH and
HRC and discuss the impact this partnership has had on the
developing born-digital archives program.
As has been discussed earlier in this paper, each
institution shared details about its born-digital archival
holdings and the current relevant practices and policies.
This process of information sharing provided invaluable
insights into the range of possible decisions institutions
could make about born-digital content. It also gave BoDA
team members perspective in which to understand the
decisions they had already made about the Rushdie
materials and better prepared them for the many decisions
they have had to make in the ensuing months since the
grant ended. Another significant lesson learned from the
grant-funded meetings involved the rich context and
insight that can be gleaned from conversations with content
creators. At both MITH and Emory, writers joined the
grant partners for candid, deeply informative
conversations. During the group’s interactions with
Natasha Trethewey in Atlanta, she described how the use
of a word processor encouraged her to experiment more
with the arrangement of her words on a page. These
conversations not only provided the group with concrete
details about how a select few writers interact with
technology and understand their digital lives, but
highlighted the importance of continuing these
conversations. The Emory partners walked away from
these discussions committed to building such dialogues
into their born-digital archives program.
A final lesson the Emory partners learned while
partnering with MITH and the HRC on this planning grant
is the value of effective collaboration. The opportunities
and challenges inherent to born-digital archives necessitate
a community-based approach to developing standards, best
practices, policy, and resources. The partnership between
MITH, Emory, and HRC quickly grew to include
representatives from Yale, the British Library, the
Bodleian, and the Georgia Tech Research Institute.
Because so many questions remain unanswered those
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an important service to electronic literature (by
safeguarding what Larsen herself has described as that
community’s “great library of Alexandria”) as well as an
invaluable research opportunity, given the potential of this
material to function as a testbed.
Larsen’s most significant work, Marble Springs
(1993), exists in a number of physical and digital states
which exhibit complex relationships and dependencies. A
shower curtain, for example, is the support for a dozen
laminated screenshots representing different pieces of the
work; these are connected by colored yarn mapping their
links and relations. An artifact such as this, coupled with
hard copy printouts and transcripts, coupled with digital
drafts in various formats and versions of the HyperCard
software used as the final authoring environment, is
emblematic of the kind of challenge archivists in a number
of different cultural heritage sectors can expect to face in
the future: not just born-digital content, but digital-analog
hybrids. Larsen herself, as a creator, was obviously acutely
conscious of the materiality of her electronic medium,
embracing not just interface and screen but the whole of
the computer as an integral element of the work. The
collection at Maryland includes a hand-made “cozy”
designed to be placed like a hood over a standard Mac
Classic, with openings for screen and disk drive.
Moreover, during public installations, the computer
running Marble Springs (with cozy) was installed on an
antique wooden school desk, where the user would sit as
he or she perused the work. Larsen therefore imagined a
full ergonomics for the end-user’s encounter with her
work, and designed a hybrid digital/physical space to
support its presentation.
Also in 2007, MITH’s Doug Reside was invited to
inspect and help preserve the digital “papers” of composer
and playwright Jonathan Larson (no relation to Deena) at
the Library of Congress. Larson is best known as the
lyricist and composer of RENT. Despite his tragically
abbreviated career (he died at 36 from a congenital heart
problem), his output was extensive. His papers, including
over 150 3 ½-inch diskettes, were given to the Library of
Congress in 2003. Initially the Library had planned to treat
Larson’s computer diskettes much like the other media in
its audio collections—that is, catalog them according to the
label on the object but without detailed listings of the files
stored on them. However Reside, who is a scholar of
musical theater as well as a digital practitioner, suggested
an alternative course of action, which was approved by the
Library’s administration and the Larson estate. It was
agreed that he would create disk images (that is, exact, bitfor-bit copies) of the disks in the collection using the “data
definition” (“dd”) imaging utility that is included with
most distributions of the Linux operating system. After
creating these “images,” he could open virtual versions of
the disks on his laptop without needing to work with the
actual disks (which would have posed obvious risks). The
data images themselves would be stored on a USB flash
drive kept in the music library, ensuring that the digital

about user responses to and expectations of born-digital
resources within archival settings. Continuing to forge
productive relationships such as the one Emory has been so
fortunate to develop with both MITH and HRC will
undoubtedly be the key to future success.

Maryland Institute for Technology in the
Humanities at the University of Maryland
In May of 2007, the Maryland Institute for
Technology in the Humanities (MITH) acquired a
substantial collection of vintage hardware, software, and
other collectible material from the author and critic Deena
Larsen. Unlike the Harry Ransom Center or Emory
University Libraries, MITH is neither a library special
collections unit nor an archive: it is a working digital
humanities center. This brings with it certain obvious
limitations, but also unique advantages. Founded in 1999
with the aid of an NEH Challenge grant, MITH is the
University of Maryland’s hub for the theory and practice of
digital humanities, cyberculture, and new media, as well as
the institutional home of the international Electronic
Literature Organization. MITH is thus conceived precisely
as an interface between the scholarly and technical
communities, a perspective that we think is essential to the
current project. At the same time, MITH’s institutional
situation, encompassing everything from location and
physical security to sustainable integration with library
resources, creates challenges for ensuring the safety and
longevity of an in-house archive. At present, the physical
components of the Larsen collection are housed in
dedicated (and locked) display cases in MITH’s public
conference room. Much of the data has been imaged
(copied) from the original media, and is stored on a
protected server (a so-called “dark archive”). As of this
writing, finding aids exist for both physical and digital
elements of the collection, and these are in the process of
being incorporated as a mySQL database. A public
presence for the collection has also been built, featuring a
gallery of highlights, access to the finding aids, and
background information. But a number of critical tasks
remain, chiefly in the realm of item-level description for
the digital objects.
While not a household name in wider literary circles,
Larsen has been an active member of the creative
electronic writing community since its inception in the
mid-1980s. She is an avid collector and amateur archivist
(or hoarder) who was happy to find a home for the dozen
or so vintage Mac Classics, roughly 1000 diskettes, and
boxes of journals, papers, correspondence, newspaper
clippings, memorabilia, and ephemera previously stored in
her apartment. In addition to her own writing and creative
work, Larsen also possesses a broad array of material by
other electronic literature authors, some of it unpublished,
unavailable, or believed otherwise lost. MITH, for its part,
looks upon its acquisition of the Larsen collection as both
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data, like the physical artifacts, would remain in house at
all times.

intervention of scholars such as D. F. McKenzie and
Jerome McGann who formulated influential approaches to
the theory of scholarly editing in the 1980s (McKenzie
1986, McGann 1991). Heather MacNeil, meanwhile,
discusses correspondences between the textual scholar and
the role of the archivist (MacNeil 2005). As we move
forward into the digital era, we would do well to remain
attentive to the material conditions of computing, and the
way in which these material conditions, often as much
socially determined as purely technological, contribute to
the end-user experience.
Closely related to these questions of materiality is the
hybrid status of nearly all born-digital collections of which
we are aware, in which electronic objects coexist with
more traditional forms of archival content. Material from
collections at all three of our institutions exemplifies this
phenomenon, with the textual horizons of a particular work
often spanning multiple media and formats, from
holograph manuscript to hard copy print-out of a borndigital text, to actual digital files. (The Larsen shower
curtain at Maryland is perhaps the limit case.) Scholars will
want and need to track the evolution of a work without
regard for the gaps and incompatibilities introduced by
competing or obsolescent data formats and operating
systems, let alone the analog/digital divide. Yet there are
no tools to facilitate this kind of activity, and there are
unlikely to be for the foreseeable future. Compounding the
problem is the reality that working authors often gravitate
toward proprietary software, such as the word processor
that came installed with their system as a default. While
various communities have had reasonable success to date
in developing text analysis, text mining, and visualization
tools for large electronic corpora, these tools often assume
ideal circumstances and a homogeneous data set, not the
messy world of proprietary and mutually incompatible
formats one gets from an individual user’s hard drive. At
one end of the spectrum we can therefore anticipate
expanding metadata for finding aids to more robustly track
the migration of a work across multiple media and formats.
At the other, more exotic, end of the spectrum it is perhaps
possible to imagine grafting RFID tags to physical archival
objects in order to convert them to what Bruce Sterling has
called “spimes”—that is physical objects digitally locatable
in space and time—thereby making linkages to associated
data explicit. Regardless of what solutions are actually
deployed, it is clear that both archivists and scholars will
need to contend with increasingly complicated ecologies of
primary source documents spanning heterogeneous digital
and analog states.
The new and formidable challenges presented by
cloud computing—that is the increasing reliance of
network-centric services for email, blogging, photosharing, and social networking—complicate these
considerations of materiality, as does the growing user
base for third-party back-up services like iDisk and
Carbonite (Garfinkel and Cox 2009). It may be, in fact,

3. Digital Materiality
Born-digital preservation and records management are
still very young specializations. While some impressive
guides to best practice already exist (notably the Paradigm
Workbook on Digital Private Papers prepared by staff
members at the Bodleian and Rylands [Manchester]
libraries), and while research is under way in certain
quarters, it is clear that the field will remain in a state of
flux for the foreseeable future (Johns 2008). Many
challenges exist for which there is simply not enough
accumulated wisdom and experience to formulate best
practices. As we have seen, it is difficult even to achieve
consensus on the proper object of preservation.
However, all of this paper’s authors share a keen
appreciation for what Richard Ovenden has helpfully
called (in conversation) “the digital materiality of digital
culture.” We would gloss this as a curatorial sensitivity
toward the uniqueness of individual instances of both
hardware and data objects, coupled with an awareness of
how the affordances of particular systems, environments,
and technologies can all impact the creative process. For
example, knowing how much of a document would be
visible on a screen at one time—knowledge that depends
on the physical size of the display hardware, its screen
resolution, and preferences as defined within particular
application software—can be critical to understanding
aspects of an author’s composition process. Terrence
McNally comments on precisely this phenomenon in the
stream of consciousness WordPerfect document mentioned
above. “This is the 22nd line,” he writes. “After I finish it
and two more, the screen should begin to move upwards
and I will only be seeing the last 25 lines. It is not possible
to see an entire document when you work with a
computer.” Umberto Eco had Belbo similarly experiment
with his new computer in the novel Foucault’s Pendulum,
and Salman Rushdie has equivalent files on his Macintosh
laptops, showing that he, too, took time to explore the
environment of his new computer. The experience of an
author composing on a Mac Classic from 1985 will be
different from the experience of an author working on a
contemporary wide-screen LCD display, or perhaps several
such displays configured in tandem. It is easy to forget that
even a mundane task like erasing a block of text has
changed dramatically since the earliest days of personal
computing. For example, the journalist James Fallows,
writing about his first word processor (a Processor
Technology SOL-20) in 1982, describes how he must place
special marker characters at the beginning and end of the
passage to be removed, then execute a series of chorded
keystrokes to delete it (Fallows 1982). Textual scholars
have been attentive to the “materiality” of books and
manuscripts for decades, especially following the
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that content from the first twenty-five years or so of
personal computing represents an anomalous window of
opportunity wherein the archivist enjoys reasonable
prospects for access to the original hardware and storage
media. If that is the case, than distinct preservation
strategies suitable for that circumstance are all the more
necessary.
Computers are writing technologies, but they are also
environments: work spaces, surrogate desktops that
function as extensions of self. As computers become more
and more integrated into our daily routines they become
the site for managing multiple aspects of our lives, the
windowed screen playing host to a manuscript draft one
moment, an email message the next, perhaps a financial
statement or a family photograph thereafter. We
personalize our computers—and to a large extent we
inhabit them. Should a scholar be allowed to see an
author’s high score on Tetris or their choice of desktop
wallpaper? (J. K. Rowling’s fans are known to obsess over
her scores on the popular game Minesweeper.) What about
the music available on an MP3 playlist? What about
choices for fonts and layout? Such details may seem trivial,
but in fact scholars often want to know what an author was
listening to or what images were important to him or her
during the writing process. The most mundane features of
modern operating systems quickly blur the distinction
between the “system” as a generic architecture and the
idiosyncrasies of its user-created environment. A
computer’s registry, for example, stores information
related to all of the device drivers and application software
in the operating system. Access to the registry is among the
most invasive procedures an outsider could undertake; but
its value as a record of the digital environment of the
computer is enormous. At the level of individual works,
scholars will surely want to examine a file’s properties,
which contain records of when it was last opened and
closed and how many hours and minutes was spent
accessing it. This kind of metadata, while hardly
infallible—it could be spoofed by something as simple as
an incorrect system clock—could, with care, be used to
establish chronologies that could date the composition of a
work—or specific passages within a work—to the hour,
minute, and even second. Should a scholar be permitted to
cross-reference this kind of information with, say, the
downloaded internet files residing in a Web browser
cache? And what about pornography or other sensitive
material that turns up on the machine?
While it will obviously take some time and experience
to balance needs and opportunities for scholars and other
patrons with donor privacy and legal restrictions on certain
types of information, we believe that in the interim it is
important to ensure we are not foreclosing options by
inadvertently failing to attend to key elements of the
materiality of the original hardware and media as it is
accessioned and cataloged.

4. Conclusions and Recommendations
Archivists and other information professionals have
long appreciated the impossibility of predicting all
potential use-case scenarios for items in their collections.
Brown and Duguid recount the episode of the medical
historian opening boxes of dusty letters, not to read them
but to sniff their envelopes for traces of vinegar (used as a
disinfecting agent) in order to reconstruct the course of a
cholera outbreak, for example (Brown and Duguid 2000).
G. Thomas Tanselle, meanwhile, has long been an
advocate against library practices that discard original dust
jackets and rebind books on the grounds that bindings and
jackets constitute essential evidence for those interested in
the history of the publication of the book (endorsements,
for example, which are not always duplicated in the
interior text, or cover art) (Tanselle 1998). Experience
suggests that material or environmental evidence is
indispensable when dealing with the artifacts and records
of individuals for whom we wish to know as much as
possible about their qualities of mind and creative process,
as well as the social circumstances surrounding their work.
Jane Austen’s residence at Chawton still preserves the
famous creaking door which would have warned her of a
visitor’s approach, since at the time novel writing was
considered unseemly for a woman of her station. As
preservationists we would therefore do well to ask: what
are the dust jackets of the digital age? What seemingly
incidental features of the digital environment may turn out
to have value for a researcher whose future interests we
cannot foresee? What software (perhaps even spyware) is
the equivalent of Jane Austen’s creaking door?
Here then are some basic conclusions and
recommendations we have drawn from our study. First,
hardware and storage media may themselves possess
evidentiary value. At the very least, these can function as
numinous objects (as evidenced by their display in
exhibitions at the Ransom Center and confirmed
anecdotally by the spontaneous response of Kirschenbaum
upon being shown a laptop belonging to Michael Joyce).
Decals and stickers on a laptop, nicotine or food stains on a
keyboard, the label on a disk—all of these are examples of
material evidence that might prove of value to a researcher.
Therefore, for archivists and others working to preserve
born-digital materials, there is a strong argument for
preserving the integrity of the original hardware and
storage media accessioned with a collection, however
generic or unremarkable these might appear. Moreover, as
the example of screen size in the previous section
illustrates and as video game preservation enthusiasts have
long understood, physical hardware components can be
essential to understanding the affordances of an
obsolescent system.
Second, we are strong proponents of imaging hard
drives and other disk media. While resources, including
staff time and storage capability can mitigate against largescale disk imaging, the costs of obtaining and storing
complete images of original media are modest compared to
the value these materials may yield for future generations
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materials and efficient pathways between these materials
and their own systems of scholarly communication.

of researchers. A disk image that includes an operating
system allows a future user to reconstruct the complete
digital context for the originator’s work, including the
software in which files were created as well as seemingly
incidental features such as desktop wallpaper or Preference
settings. Moreover, a disk image retains bit-level data that
is lost in standard file copying. Disk images raise obvious
issues of privacy and data security, and will therefore
require appropriate data handling regimens, as well as
careful and comprehensive discussions with donors.
Third, we believe that these sorts of collections are
ideal candidates for forensic recovery techniques. Here the
donor’s wishes must obviously remain paramount, but
while no responsible archivist would willfully violate a
donor agreement, one wonders what would happen if we
somehow had access to (say) Shakespeare’s hard drive at
this point in history. If a contemporary author were to
attain comparable cultural stature, who can say what future
generations might wish to do if the promise of recovering
some lost masterpiece were at stake? Beyond data
recovery, forensic techniques are invaluable for stabilizing
and authenticating data.
Fourth, we advocate documenting as fully as possible
the original physical settings in which the donor’s
computers were used. This would include photographs,
video, and even virtual models of the workspace. Such
documentation differs little from what scholars and
biographers have been doing for decades, but here the
computer must be appreciated for what it is: the nexus of
the creative process, not just as a utilitarian appliance.
Fifth, we believe it is essential to talk with practicing
writers about their digital work habits. As described above,
these conversations during the grant period were
invaluable. We were interested in the most mundane
details, such as whether composition begins at the
keyboard or if they work with pen and paper, how often
they save revisions and versions, whether they have a Web
browser open while they write, how they handle their
email, and whether and how they think about the privacy
issues that would arise with a forensic or archival
examination of their computer.
Sixth, we believe that user needs and interface
requirements for users engaging born-digital literary
material are a vital area of future study. How will patrons
access born-digital records in a manner that preserves their
material integrity yet assures appropriate donor privacy
and data security? How might user interfaces for borndigital creative materials differ from other user interfaces?
Seventh, we believe that preserving computers as
complete environments means opening appropriate
channels of scholarly communication. How does one cite a
passage of text in a digital file running in an emulator, for
example? (It is often difficult to even copy and paste text
from an emulator into a text editor on the same system.)
How does one incorporate information about software and
versions of files into scholarly citation? Scholars will
demand robust modes of engagement with born-digital
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single entity. If a digital collection environment proves
useful over time, those responsible for managing the
environment often begin to confront issues of
interoperability, sustainability and scalability. In short,
they move from developing and supporting a specialized
set of tools to developing and supporting a long-term
digital repository. The NSF Cyberinfrastructure Council
(NCC) points out that “research collections [originally
developed to serve only short-term work group needs]
may evolve over time to become resource and/or
reference collections,” which have longer periods of
retention and thus require higher long-term stewardship
commitments (2006). Making this transition successfully
is one of the main ways in which digital preservation will
be “mainstreamed.”
One of the fundamental design questions for digital
repositories is how to break down the services and
resources: who will have responsibility, where they will
reside, and how they will interact (Sierman, Van Diessen
and Lee 2008). There is no single, optimal answer to this
question. The most appropriate arrangement depends on
many factors that vary across repository contexts and are
very likely to change over time. Not only is the external
environment of technology and users subject to change,
but so are the services, resources and policies of the
repository itself. It is, therefore, desirable to explore
multiple options for “slicing and dicing” a given
repository, in order to (1) increase the chances of settling
on an arrangement that is appropriate to the given context,
and (2) formulate long-term strategies that are amenable
and robust to changes in the arrangement over time.
When “services make the repository” (Chavez et al.
2007), moving raw data from one location to another will
often not be sufficient.
The NCC offers the following principle: “Provide a
framework that will sustain reliable, stable resources and
enable the integration of new technologies and research
developments with a minimum of disruption to users.” A
CI must “evolve” over time (2006).
Long-term
preservation will be served through "robust design"
(Hargadon and Douglas 2001), which is effective in the
short-term but also sufficiently flexible to remain

Abstract
A digital repository can be seen as a combination of
services, resources, and policies. New online environments
for digital collections are often created to provide a
relatively focused set of services. If a digital collection
environment proves useful over time, those responsible for
managing the environment often begin to confront issues
of interoperability, sustainability and scalability. A
fundamental design question for digital repositories is how
to break down the services and resources: who will have
responsibility, where they will reside, and how they will
interact. The most appropriate arrangement depends on
many factors that vary across repository contexts and are
likely to change over time.
We report on efforts to
integrate content and functionality of a feature-rich
collecting environment (ContextMiner) into a robust data
curation environment (iRODS). ContextMiner is a webbased service for building collections, through the
execution and management of "campaigns" (i.e. sets of
queries and parameters to harvest content). iRODS
(integrated Rule-Oriented Data System), is adaptive
policy-driven data grid middleware, which addresses
aspects of growth, evolution, openness, and closure –
fundamental requirements for digital preservation. This
paper reports on our investigation of various repository
"slicing and dicing" scenarios, their potential benefits, and
implications for implementation, administration, and
service offerings.

Introduction and Motivation
A digital repository can be seen as a combination of
services, resources (required to carry out those services
and supported by the services), and policies that
determine how the services should be implemented. No
two repositories will have the exact same services,
resources or policies.
New innovative online
environments for digital collections are often created in
order to provide a relatively focused set of services (e.g.
management and presentation of a specific type of
digitized materials; author submission and annotation of
pre-print articles; harvesting and dissemination of content
from the Web). For purposes of simplicity, services and
resources are often co-located under the control of a
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effective in a wide range of possible future contexts.
Limiting the interdependencies between subsystems can
also make a design more robust against disruptions from
the environment (Simon 1962).
Long-term repositories should not be locked into one
particular combination of hardware and software, but
should instead make extensive use of redundancy
(Maniatis et al. 2005); diversity in both technological
approaches (Rosenthal et al. 2005) and business models
(NSF Cyberinfrastructure Council 2006); abstraction;
virtualization (Marciano and Moore 2005); detailed
descriptive and administrative metadata beyond that
which is required for immediate use; and the development
and adoption of open standards in way that is attentive to
the need for flexibility (Hanseth, Monteiro, and Hatling
1996; Monteiro 1998; Egyedi 2001).
System evolution, sustainability and innovation can
also be greatly facilitated through modularity (Langlois
and Robertson 1992). Modular design “creates a new set
of modular operators, which open new pathways of
development for the design as a whole.” (Baldwin and
Clark 2000) Curators of digital collections can pre-empt
future costly and problematic system migration efforts by
integrating collections into environments specifically
designed to support long-term preservation, scalability
and interoperability (Aschenbrenner et al. 2008).
We report on an integration of content and
functionality of a feature-rich collecting environment
(ContextMiner) into a robust data curation environment
(iRODS). This work contributes to the emergence of
policy-based digital preservation environments, which
will be essential for the development of a robust
cyberinfrastructure to support current and future users of
digital resources (Beagrie et al. 2008; Berman 2008) We
hope to illustrate options for growth in frameworks such
as ContextMiner, when repositories reach a critical mass
that requires re-architecting with regards to storage,
archiving, and scalability and wish to make the research
findings generalizable to other classes of repositories.

Figure 4 - Viewing Collecting Campaigns in ContextMiner

Figure 5 - Listing Items from YouTube within a Collecting
Campaign in ContextMiner

ContextMiner

Figure 6 – Viewing Detailed Metadata for a Video from YouTube

ContextMiner is a web-based service for building
collections, through the execution and management of
“campaigns” (i.e. sets of associated queries and
parameters to harvest content over time). Campaigns can
collect information from a variety of sources, including
blogs, YouTube, Flickr, Twitter, and the open Web.
ContextMiner takes advantage of various site-specific
APIs to collect specific data elements. Figures 1-3
provide screenshots of a collecting campaign,
emphasizing data collected from YouTube.

When creating collecting campaigns, users of
ContextMiner can specify a set of queries and associated
parameters, including how often the queries are executed,
the number of results to harvest, and the primary use
environment hosts (web sites) that should be queried.
We use the term “crawl” to indicate one instance of
executing the following two sets of activities: 1)
submitting all queries associated with a campaign and
then collecting data from a specified number (up to 1000)
of results fore each query based on YouTube’s search
option of sorting by “relevance”; and 2) collecting
updated dynamic metadata for each video that has been
“discovered” through any instance of step 1.
When a
video is first discovered within a crawl, ContextMiner
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collects static metadata (video ID, title, contributor, date
added, description and tags) and dynamic metadata
(number of views, ratings, number of honors, and number
of times favorited) associated with the video. Then the
video is added to a list of “discovered” videos associated
with each query. In step 2 of subsequent crawls, the
dynamic metadata for each video is collected again. Each
time data are captured for a video, a time-stamp is
recorded. By including the YouTube ID within the
database records for each video, ContextMiner allows a
user to track the rank of a given video across time
independently for each query and identify multiple
instances of the same video within or across campaigns.
The VidArch project has developed and used the
ContextMiner framework and services for harvesting
YouTube videos and associated contextual information on
a variety of topics, including energy, epidemics, health,
natural disasters, truth commissions, and the 2008 U.S.
presidential election (Shah and Marchionini 2007; Capra
et al. 2008; Marchionini et al 2009). ContextMiner runs
each of the queries on YouTube every day, and it extracts
the top 100 results, based on YouTube’s relevance
ranking.
After creating and initiating a collecting campaign,
the user of ContextMiner can carry out various campaign
maintenance activities, including changing the campaign
description, queries, and some of the parameters; pausing,
resuming, or deleting entire campaign or specific queries;
and adding new queries. ContextMiner supports both
information discovery and selection for purposes of
collection development. The curator of a collection may
determine that only a subset of the items identified from
crawls warrant ingest into a repository. In order to
support such determinations, users of ContextMiner can
apply judgments (relevant, non-relevant, neutral) to
crawled items and also delete those items that he/she does
not wish to retain.
In July 2008, a public beta of ContextMiner was
released, allowing anyone to run similar crawls. There are
now nearly 300 users, and this population continues to
grow. Users have created more than 600 campaigns, and
collected millions of digital objects. These campaigns and
their uses span a large spectrum. One example is the
cancer research team at University of Wisconsin at
Madison that has been using ContextMiner to run a
campaign on how people produce and consume cancerrelated information in digital media sites, such as
YouTube and Flickr. They have collected more than 700
YouTube videos and nearly 40,000 images from Flickr,
along with associated contextual information.

and use cases. Below are several major challenges and
opportunities for the future of ContextMiner.
Storage
All the data collected by running queries and capturing
associated metadata are currently populating a single
MySQL database on the same server. Because
ContextMiner continues to run all the processes
associated with a campaign, the data from a campaign
continues to grow over time. Given that there are now
about 300 users, running more than 600 campaigns with
more than 1000 queries almost every day, this creates an
increasing challenge for processing and storage.
Collaboration
Professionals responsible for the collection and curation
of digital resources can benefit from collaborating in their
efforts. Several users of ContextMiner have expressed a
desire to collaborate with other users of the system. This
could involve sharing campaign queries and parameters;
data and metadata collected within campaigns; relevance
judgments;
and
humanly-generated
metadata.
Collaborative filtering, tagging and other interactive tools
could also allow users to further collaborate in their
application of selection judgments and determinations of
whether and how many copies of items to ingest into their
respective repositories.
Secure Sharing
In order to support various collaboration and sharing
scenarios, they must have associated interfaces, storage
facilitators, and services. This could be supported by
existing software for authentication, access permissions
and control of profile information.
Passive Users
Not all users of ContextMiner visit the site or their
campaigns frequently. Some have simply created their
campaigns and let ContextMiner run the automated
processes that can keep collecting the data for them.
Figures 4-6 show the number of user accounts, campaigns
and logins to ContextMiner. New users continue to create
many new campaigns, but they are not revisiting their
created campaigns with similar frequency.
It would be beneficial to create and implement policies
to handle such passive users. For instance, a policy could
specify that, when a user has not logged into
ContextMiner for more than a month, her campaigns will
be paused, she will receive an email notification, and her
campaigns will be deleted after another month has passed.

Growth Pains of ContextMiner
The current implementation – based on a single
MySQL database and associated code – has served its
intended purposes very well, but it is not a scalable or
sustainable basis for offering wide-scale collecting
services in support of the diverse array of potential users
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not directly support users’ downloading of videos from
YouTube; it captures, generates, manages and hosts
metadata associated with videos. It is not possible for the
School of Information and Library Science at the
University of North Carolina, Chapel Hill (the host of
ContextMiner) to take on the role of collecting and
preserving collections of content identified in all
ContextMiner campaigns. However, it is very appropriate
to provide (1) direct hooks into software that can be used
to download YouTube videos, blog pages, or other
content associated with campaigns, and (2) interfaces
from ContextMiner to other storage and repository
environments (e.g. data grids, Fedora or DSpace
instances) where content can be managed over time.
ContextMiner allows users to specify various
parameters for the scheduling of campaigns, queries and
crawls. It also provides a basic data export function,
which allows users to generate copies of their campaigns’
data as either Extensible Markup Language (XML) or
comma-separated values (CSV). There is great potential
for combining these two features in various ways in order
to allow ContextMiner users to ingest and replicate
campaign-related data based on designated trigger events
or pre-defined schedules.

Figure 4 - ContextMiner sign ups in the first year (starting July
2008)

integrated Rule-Oriented Data System
(iRODS)
iRODS (integrated Rule-Oriented Data System), is
adaptive policy-driven data grid middleware, which
addresses aspects of growth, evolution, openness, and
closure – fundamental requirements for digital
preservation (Thibodeau 2008). iRODS currently scales
to hundreds of millions of files, tens of thousands of
users, and petabytes of data. It operates in a highly
distributed environment with heterogeneous storage
resources and allows for growth through federation.
iRODS supports evolution through the virtualization of
the underlying technology and supports changing business
requirements through customization of repository
behaviors. It supports openness through treatment of
content that is agnostic to data type.
iRODS is designed to support data virtualization
(storage system independence), trust virtualization
(administration
independence),
and
management
virtualization (policy independence). This makes it a
unique platform to study repository integration. It allows
resources, services and policies to be separated or
combined in many different ways. The coupling of
iRODS with other repository software can create both
new efficiencies and new types of repository services.
iRODS can be instrumented with policies that
support the management of the lifecycle of digital assets.
One key feature is the automation of policy enforcement
across distributed data that have been organized into a
shared collection.

Figure 7 - Cumulative Number of Campaigns in ContextMiner
(starting July 2008)

Figure 8 - Number of Logins to ContextMiner User Accounts

Preservation and Sustainability
The users of ContextMiner may desire long-term storage
and replication of the content generated from their
campaigns. This creates technical and policy-related
challenges. The current ContextMiner user interface does
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The rule engine schedules and executes rules which
are expressed as the following sequence:
event,
condition, action set, and recovery procedure. Once the
condition stands, the rule will be triggered to execute the
action set. An action set includes a chain of microservices
or
rules.
Micro-services
are
small
procedures/functions that perform specific tasks.

ContextMiner and import into iRODS; and the Ruleoriented Database Access (RDA) system, which provides
rule-driven access to arbitrary databases through iRODS.
Rather than waiting to receive data submissions,
iRODS could instead take a more active role in the
transfer. iRODS could query and obtain data from the
ContextMiner database. One could create a “collection”
within iRODS for each campaign and store videos with
associated metadata under this collection. iRODS could
then query the ContextMiner database periodically (e.g.
once a week). If iRODS discovered a new campaign
within ContextMiner, it could create a new collection for
that campaign and ingest the associated metadata.
Data transfer also opens up numerous arrangements
in which iRODS mediates storage of the data and
metadata in different places, based on who is assigned
responsibility for storage services (e.g. the collecting
institution, a consortial data center, a private-sector
storage provider).

Slicing and Dicing Options
ContextMiner provides an interface for users to
specify the criteria to collect and crawl web content and
YouTube videos. iRODS is a very flexible environment
that can potentially support or directly implement various
aspects of ContextMiner. We have been investigating
various repository “slicing and dicing” scenarios, their
potential benefits, and implications for implementation,
administration, and service offerings.

1. Transfer of Data

2. Transfer of Features and Functions from
ContextMiner to iRODS

A relatively simple scenario involves moving data
(called “persistent state information” in iRODS
terminology) from ContextMiner to iRODS, in order to
take advantage of the scalability, data integrity and
replication features of iRODS. This transfer could be
carried out only once or periodically, based on trigger
events or pre-defined schedules. This approach allows
the initial application and all its associated scripts to
reside in its natural habitat, but provides the capability of
now issuing metadata queries from the iRODS repository
itself directly to the iRODS the metadata catalog of
iRODS (called iCAT). A set of data grid services (rules)
is added to the ruleset, where the video content is
managed.
An important consideration is what data to include in
the transfer. The VidArch collection at UNC, for
example, includes (1) video files harvested from
YouTube, (2) static metadata for each video, collected
from YouTube the first time the video was encountered,
and (3) extensive metadata about both the individual
videos and the collecting campaigns over time. We have
moved copies of all three types of data from the VidArch
project into iRODS. This allows delegation to the data
grid and management in a scalable, distributed
environment, with automated management through
iRODS preservation rules. However, one might instead
choose to transfer only one or two of the above categories
of data to iRODS.
Our initial transfer into iRODS effectively treated the
data as a large, undifferentiated bitstream, i.e. it did not
break the data up into distinct data elements. Many
further advantages can be gained within iRODS by
mapping the fields from the MySQL database of
ContextMiner into
the internal data structures of
iRODS, known as attribute, value, units (AVUs). We
have been investigating such a low-level transfer of data
through two different mechanisms: export of XML from

More complex scenarios involve the use of iRODS as
a middleware layer to move, federate, and further enhance
the collection building and user services currently offered
by ContextMiner. For example, data grid technology has
been used to manage a large collection of crawled web
resources, with Fedora serving as the basis for end-user
access to the collection (Marciano, Moore and Zhu 2009).
Moore and Zhu (2008) have also used iRODS to
implement policy-driven web crawls.
In the case of
ContextMiner, iRODS rules can be used to execute
continuous web harvesting after a collecting campaign
has been initiated, using the harvesting software that is
considered most appropriate. iRODS rules can also
implement user account actions based on customized
policies (e.g. disabling crawls after a given period of
inactivity).

Figure 9 - A Combined ContextMiner/iRODS Architecture

117

Two further rules relate to actions that take place entirely
within the context of the iRODS data grid (i.e. do not
involve interaction between ContextMiner and iRODS).
Rule 4 changes permissions so that data are available to
the public. Rule 5 makes one backup copy of the data.

Some of the experimentation we have carried out so
far covers the following.
In order to connect
ContextMiner and iRODS, a first approach was to design
a set of rules to retrieve information from ContextMiner
into iCAT. Figure 7 illustrates the combined architecture.
The set of rules we use to retrieve information from
ContextMiner can be divided into two groups. The first
group is for atomic rules. When putting a file into iRODS,
a matching rule will be triggered immediately. The rule
will grab information associated with the object just
uploaded to iRODS and ingest it to iCAT as metadata.
We will use part of the result to define our second group
of periodic rules. These rules usually run asynchronously,
such as once a week or once a month. In ContextMiner,
users specify the frequency of crawls. We can use this
information to design rules to synchronize the information
between ContextMiner and iCAT. Beyond the above
rules, we can also design additional rules to specify
preservation policies within iRODS.

Rule 4 – Make Data Available to the Public:
acPostPut | $objPath like /ContextMiner/* |
msiModifyACL(public) | RollBack
Rule 5 – Replicate Data Once for Backup:
acPostProcForPut | $objPath like /ContextMiner/* |
DelayExec(<PLUSET>1h</PLUSET>,
msiReplicate($objName, newResource),nop) | nop
Rules 1 and 4 are atomic rules which act immediately
upon being triggered. Rules 2 and 3 are periodic rules
which run every week. Rule 5 is a deferred rule which
runs one hour after being triggered.
The small set of rules provided above are intended to
illustrate a few significant actions that one would be
likely to perform on the ContextMiner data within
iRODS. The scenarios we have been considering involve
a more extensive set of rules.

Usage Scenario

Consider a case in which a user wants to use
ContextMiner to collect videos from YouTube related to
the 2008 U.S. presidential election and preserve the
videos within iRODS. He creates a campaign, with a set
of associated queries to be issued to YouTube every
Sunday after the initial query.
Rule 1 in the iRODS rule base can be used to get the
initial set of metadata (as XML exported from
ContextMiner), parse the metadata, creation collections
within iRODS for each collecting campaign represented
in the ContextMiner data, and ingest the metadata into
iCAT as user-defined metadata. Rule 2 is designed to
download the videos associated with a collecting
campaign, once every 7 days. Rule 3 is designed to query
the ContextMiner database, in order to get any new
metadata associated with the videos, once every 7 days.

Conclusions and Future Directions
This paper reports on our early efforts to explore
slicing and dicing options for ContextMiner, as an
example of internally complex collection environment.
Further investigations should consider the following
considerations for each option: (1) efficiencies of resource
use, (2) management of dependencies across entities, and
(3) the repository business model most appropriate to the
participating organizations.
The issues and strategies explored in this paper have
major relevance beyond the specific case of
ContextMiner. Many collection building and collection
management environments have reached considerable
sophistication and internal complexity. However, they
are often not designed to support significant shifts in
scope, scale or underlying computing platforms.
Members of the DICE group have been approached by
various communities associated with such collection
environments, who wish to integrate their collection
management services with underlying scalable storage
services and emerging preservation services.
Cross-repository integration frameworks are being
researched to respond to the challenges of the lifecycle of
repository spaces, where required services can be
delegated to underlying cyberinfrastructure, and
integration prolongs the life of the initial repository.
This paper illustrates initial experimentation and
mechanism for automated management of both metadata
and
content
through
rule-based
policy-driven
mechanisms.
This work informs the Distributed
Custodial Archival Preservation Environments (DCAPE)
project, which is funded by the National Historical

Rule 1 – Get, Parse and Ingest Initial Metadata into
iRODS Collections:
acPostProcForPut | $objPath like /ContextMiner/* |
msiParseContextMinerForCollection($objName,result)#m
siCreateCampaign(result) | nop#RollBack
Rule 2 – Download Videos Once/Week:
getVideoRule || delayExec(<EF>7d</EF>,
misParseContextMinerForVideo(XMLfile,result)#msiGet
Vidoe(result),nop#nop) | nop
Rule 3 – Update Metadata Once/Week:
updateVideoMetadata || delayExec(<EF>7d</EF>,
misParseContextMinerForMetadata(XMLfile,result)#msiI
ngestMetadata(result),nop#RollBack) | nop
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Publications and Records Commission (NHPRC).
DCAPE is developing a ruleset of preservation services
for state and university archives. The ContextMineriRODS integration effort is helping us to identify
additional rules that may be applicable to transfer of data
or functionality between other collecting environments
The research summarized in this paper has also
highlighted the potential value of incorporating hooks
directly from the user interfaces of repository and
collection management environments into iRODS. By
adding a few additional toggles, check boxes and text
entry boxes to the ContextMiner interface, for example,
one could allow the user to establish, schedule or invoke
numerous rules through iRODS. These could include
choices such as “replicate my campaign data X times in Y
locations,” “verify the integrity of my campaign data by
running a checksum every X days,” “notify me through
email if my campaigns are about to be disabled,” “pause
my campaign if it grows beyond X bytes,” or “every X
hours, harvest the blog pages identified in my campaign
using wget and store the videos in the following Y
locations.”
The user could apply such settings without having to
master iRODS rule syntax or command-line skills. The
potential for rule-oriented data curation will be greatly
advanced by the development of user interfaces – for both
repository professionals and parties who are submitted
content – that can define and enact rules, while hiding
many of the implementation details.
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Abstract

before the plug is pulled and the world is brought to an
end.” (Degtiar) What kinds of digital objects and meta-data
associated with these on-line worlds will make future
assessments of the technologies, cultures, and communities
that they generated and supported? In short, what might
participants, curators and the digital preservation
practitioners do to help future historians of digital life to
assess meanings associated with virtual worlds at the turn
of the Millennium?

In this paper, I consider whether virtual worlds are history
in two senses of the word. The first explores the
implications of the life-cycle of virtual worlds, especially of
their extinction, for thinking about the history of computerbased technologies, as well as their use. The moment when
a virtual world “is history” – when it shuts down – reminds
us that every virtual world has a history. Histories of
individual virtual worlds are inextricably bound up with the
intellectual and cultural history of virtual world
technologies and communities. The second sense of the
virtual world as history brings us directly to issues of
historical documentation, digital preservation and curation
of virtual worlds. I consider what will remain of virtual
worlds after they close down, either individually or perhaps
even collectively.

2. Virtual Worlds are History
Virtual worlds are history. I mean this in two senses of
the phrase: They are worlds of historical interest, and they
are going to go away. In this paper, I intend to run through
some of the implications of the life-cycle of virtual worlds,
especially of their extinction, for thinking about the history
of computer-based “worlds,” as well as their use by
communities of players or “residents.” The moment when
a virtual world “is history” – when it shuts down – reminds
us that every virtual world has a history. These histories of
individual virtual worlds are inextricably bound up with
the intellectual and cultural history of virtual world
technologies and communities. They are also venues for
historically specific events and activities. An important
part of the historical context for virtual world history is the
fact that human beings (through their avatars) fill these
digital environments with meaning that emerges from their
activities in social spaces, regardless of whether the spaces
are synthetic (digital) or physical.
An important shift in the use of computers historically
was the extension from the calculating engine to more
widespread applications for communication, knowledge
work, creativity and information sharing. A perhaps less
well understood evolution in computing, and one that is
closely tied to the development of game technology, is the
notion of the computer as defining a space. This notion
comprises two key aspects of the use of computers and
computer networks since at least the early 1990s: place and
presence. When we log on to computer-based
environments, we become convinced that we are
someplace and also that we “are there” with others who are

1. Introduction
Electronic Arts’ EA-Land, formerly known as The
Sims Online, shut down forever at 4.35am PST on 1
August 2008. In a video clip captured by Stanford
University’s How They Got Game (HTGG) project and
preserved as part of the Archiving Virtual Worlds
collection hosted by the Internet Archive, we can observe
that the precise moment of the shut-down was represented
to its former inhabitants in the anticlimactic form of a
network error, “lost server connection.” A world forever
deleted not with a bang, but an error message.
Of course, EA-Land was not the first on-line world to
close down. Game and virtual worlds such as Habitat
(1986-1988), Phantasy Star Online (2000-2007), Earth and
Beyond (2002-2004) and dozens of others have been
brought down. Only a few, such as Meridian 59 (19952000, 2002-) have ever been resurrected; the vast majority
are gone forever. The closing of multiplayer game worlds
and other kinds of on-line “virtual worlds” raises important
issues for curation, preservation, and historical research.
Contrast the banal end-of-days message of EA-Land’s final
system message to the emotional voice and text messages
broadcast by this virtual world’s last inhabitants during the
last count-down. Degtiar, the HTGG camera-man who
captured the final footage, commented in the description of
the “Final Countdown” video that “tears are shed, final
good-byes are made, and lasting memories are created
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likewise present to us. These are perhaps the key
characteristics of the digital environments known as virtual
worlds. Virtual means something that does not physically
exist but is made by software to appear as if it did exist.
Consider “virtual memory,” a term that goes back to the
1950s. The avatars of synthetic, digital worlds are virtual
in this sense. So we -- the typists, players and handlers
behind the avatars -- are there and yet we are not there.
Avatars neither die nor fade away in the Real
Life/meatspace sense, but let’s talk about their deletion and
disappearance. Karyn was a well-known player on the
Legend MUD. A former Miss Norway, she was killed in a
car crash in 1998, leading to an outpouring of on-line grief
that included an important document in the history of early
on-line societies, Raph Koster’s “A Story about a Tree.”
(Koster, 1998) Years later, a story on salon.com by Tracy
Spaight revealed that the tragic death and the person were
both elaborate fabrications – only the avatar had been real.
(Spaight, 2003) Or perhaps not. Koster insisted that, “I
think it’s unfair to say that virtual communities aren’t real
with a capital R. I’m not going to let anyone tell me that
that wasn’t real. No one’s going to say that the friendship
wasn’t real because I know the grief was definitely real.”
In other words, real social interactions, networks and
relationships can emerge from notions of place and
presence built on technologies of the virtual.
Everything I am talking about is mediated by
computer, network, and game technology, even that aspect
that Raph Koster insisted is the most real: the social
interactions of the players. But there is another sense in
which the reality of games and virtual worlds is more than
what can be found in software packages and server farms.
In The Study of Games (1971), their seminal work on the
anthropology of games, Elliott Avedon and Brian SuttonSmith asked, “What are games? Are they things in the
sense of artifacts? Are they behavioral models, or
simulations of social situations? Are they vestiges of
ancient rituals, or magical rites?” (Avedon and SuttonSmith, 1971, p. 419) Avedon and Sutton-Smith were
leading their readers to ponder structural similarities
among games, but their question also leads us to a
fundamental question for the preservation of digital game
and virtual worlds: Are games artifacts or activities? Are
games more like authored texts or are they the experiences
expressed through interaction, competition, or play? As we
preserve interactive media, we must not lose sight of how
we will document interactivity, which means capturing
traces of activity in game worlds, that is, gameplay.
The active, performative aspects of games and virtual
worlds challenge documentation and preservation
strategies. Chris Crawford, the dean of American game
designers, has described interactivity this way:
“Interactivity is not about objects, it’s about actions. Yet
our thought processes push us towards objects, not actions.
This explains why everybody is wasting so much time
talking about ‘content.’ Content is a noun! We don’t need

content; we need process, relationship, action, verb.”
(Crawford, 1996) The thread that ties together the social
and performative aspects of game and virtual worlds is that
they lead us away from thinking about the preservation
problem in terms of objects and artifacts and focus our
attention instead on events, actions and activities. Future
historians of virtual worlds will want to understand what
people did in early virtual worlds, partly at the level of
social and personal experiences, partly in terms of
historical events such as political protests or artistic
performances, and partly in order to understand issues of
identity, law, economics, and governance that connect
virtual world to real world activities. Clearly, there is a lot
more to the preservation of virtual world history than
software and data preservation.

Perfect Capture
The second sense of the virtual world as history brings
us directly to issues of historical documentation, digital
preservation and curation of virtual worlds. What will
remain of virtual worlds after they close down, either
individually or perhaps even collectively, i.e., when the
technology has become passé?
A death switch is a computer program that alerts a
trusted friend or service when it deduces that you are no
longer alive. The website of a company, Deathswitch,
which offers a “deathswitch subscription service,”
admonishes us not to “die with secrets that need to be
free.” (Deathswitch) Several such services exist, with
names like Slightlymorbid.com and Legacy Locker. The
neuroscientist David Eagleman opened a short essay on the
history of death switches with the remark that, “There is no
afterlife, but a version of us lives on nonetheless.”
(Eagleman, 2006, p. 882) Avatars don’t die, and they don’t
fade away-- unless and until they are deleted or
disconnected. They can even spread the word of their
handler’s demise. The problem that death switch programs
solve is that of notifying real-life (RL) and virtual friends
of the passing of our flesh, if not our bits.
A notion that plays into the preservation discussion is
particularly relevant here: namely, that of the potentially
perfect reproduction of digital data. Recall that our digital
personae, our avatars, and our player characters are
ultimately all bits of data on a machine. Death switches
count on that. If we can only get access to these data,
shouldn’t it be possible to copy them … forever?
Let’s turn these rough ideas loose on an actual
historical case, that of Chris Crosby, aka NoSkill. Crosby
was the first of the highly-skilled players of the on-line
multiplayer game DOOM to be recognized as a
“Doomgod.” An active player from about 1994 to 1996,
the young father was killed in a car crash in 2001. His
Memorial Site on the web like many others depicts the
young man in the prime of life, holding his young son, but
it also offers a number of files for downloading. (NoSkill
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Memorial Site) These files are demos recorded from games
he played between May 1995 and April 1996. A demo,
also called an lmp (from its .lmp or “lump” file extension),
is a replay file. It is a recording of a game session in the
form of a sequence of commands that correspond to input
control states during each frame of the game, or “tic.”
DOOM players could generate a demo file by simply
entering the command “-record” in the console, a
command-line interface that could be called up while
playing the game. In other words, they could create a script
-- a sequence of instructions -- generated from game data
and save it as a demo recording. A recording in this format
is much more compact than video captured from the
screen. The catch is that the demo data must be run and
executed inside a copy of the same game from which it
was generated, and even from the exact same version of
that game, if the game engine is to render the action
correctly.
When I download Chris Crosby’s demo files from his
Memorial Site, and play these files inside the correct
version of this old game, originally published towards the
end of 1993, I am seeing a dead game through the eyes of a
dead player. NoSkill comes back to life, as the replay file
activates the game engines to carry out the exact sequence
of actions enacted by the now dead player. Moreover, in
this first-person shooter, I see the game action through
NoSkill’s eyes. The player is dead, but his avatar lives on
through an act of perfect reproduction.
As a historian, I cannot help but contrast the
potentially infinite repetition and perfect reproduction of
his game-play to the fading memories of his life … and
death. At the same time, I know that what I am seeing is
not history. It is a remarkable act of software and data
preservation, but I am concerned at as we begin to stage
early work on preservation of games and virtual worlds, we
will frame these projects primarily, or even exclusively, in
terms of software preservation and the perfect capture
mode of game replays. This would be a barren exercise
with respect to the documentation of the events and
activities -- the history -- that has occurred in these worlds.

the case that we have completely lost the history. Direct
your gaze to the nearest computer keyboard, specifically
the key marked DEL. To date, the virtual world has not yet
been produced that offers vestiges or traces of the past after
that key has been pressed. When the data is gone, it’s gone.
That is not the whole problem, however.
A couple of years ago, a series of nasty protests in the
virtual world Second Life that led to an attack on in-world
buildings owned by the National Front. Like many others, I
read about this clash in a blog not long after the events had
occurred. After reading a witness’s account of the events,
of course I jumped into Second Life to see what was going
on. By the time that I arrived, there was absolutely nothing
to see. Nichts, nada. The National Front had already
abandoned its Island and deleted all of the content there,
essentially stripping the turf of every trace and artifact.
Timothy Burke describes the difference between
game-generated data and historical documentation in terms
of what he calls the “proprietary” data of virtual worlds,
meaning the data that is owned, or present on the servers
that support that world: “... I think the one thing that
*isn’t* in the proprietary data is the history of unusual or
defining episodes or events in the life of particular virtual
worlds … The narrative history, the event history, of any
given virtual world, may in fact be obscured by the kinds
of god’s-eye view data that developers have. After all, they
often don’t know what is happening at the subjective level
of experience within communities, or have to react to it
after it’s happened. (Say, when players stage a protest.)”
(Burke, 2006) Thus, focusing on preservation of what
Burke calls proprietary data matches up poorly to the likely
needs of future scholars of virtual worlds.
Consider another example that illustrates this point. In
the first hours after the WTC and Pentagon attacks on 11
Sept 2001, on-line communities used online, multiplayer
games such as massively-multiplayer role-playing games
as a medium for responding to the attacks. In games such
as Everquest and Asheron’s Call, players read news alerts
either via in-game text or system announcement, while
outside the world but still on-line, other players caught up
via player community websites. Of course, others watched
television, heard from friends, or even experienced the
events up-close and personal. Within hours, players
organized candlelight vigils for the victims of the attacks,
using glowing weapons or other objects, taking screenshots
and posting online to document their in-world activities
and discuss what they meant in the context of the dramatic
historical events unfolding around them. For a vigil held on
Everquest’s Luclin server on 12 September in response to
“yesterdays disheartening display of events,” players were
invited to “mourn and discuss” on the Everlore website.
Players commented on the meaning of this action to them;
one of them, with the player name Keeter, argued that,
“Just because you are in a game doesn’t mean the world
outside doesn’t effect [sic] you. Many people would like to
mourn and share peace along side [sic] people they have

Perfect Loss
Future historians and others interested in the history of
virtual worlds will want to know about the things people
were doing in virtual worlds, why they were doing them,
and what their activities meant to them.
Earlier I mentioned the possibility of perfect event
capture with respect to digital data and the replay as a
paradigm for perfectly reproducing the past, even seeing
through the eyes of players who are no longer with us.
From a historian’s point-of-view, perfect capture is half of
a paradox, for it must be placed alongside the very real
possibility of “perfect loss” in digital spaces. If we save
every bit of a virtual world, its software and the data
associated with it and stored on its servers, it may still be
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Flickr screenshots, or a YouTube video. The same may be
true for some of the contextual information desired under
whatever set of transfer protocols or preservation
specifications a project is using, even sometimes for
technical aspects such as software dependencies or
relationships among objects. Game researchers such as
Dmitri Williams have extracted and analyzed a wealth of
quantitative data from virtual worlds; they have used these
empirical data to explore social and economic aspects of
these worlds. Such research rarely has access to server-side
data, but instead relies generally on surveys, participant
observation or data harvested on the client side using bots
or automated characters. (Williams, et al, 2006) The point
is that writing the history of virtual worlds on the basis of
software and of associated data would be a barren exercise.
Installing Everquest in 2050 will not reveal much about the
virtual world that emerged from the software, even if
future writers and historians have access to everything
needed to run a fully functioning version of the game.
Certainly, there are still important reasons for preserving
this software, whether as artistic or cultural content, for
technology studies, or for forms of scholarship that treat
aspects of digital games and virtual worlds as authored
texts or artistic objects. Still, we need to think more about
virtual world history in terms of events and activities,
much as an archivist or historian would in the real world,
and attend more carefully to preservation of forms of
documentation in digital form that are external to virtual
worlds as software environments.

battled long and hard side by side with. Yes, I can go to a
church to mourn, but I would like to do it with my
comrades around the country/world, which is impossible
everywhere else. If you don’t want to be a part of it, then
dont [sic]. You can choose not to do it. But respect the
people who would like to. We don’t bother people that
want to run naked gnomes through the country, so don’t
bother people that want to gather and discuss something
important to us all.” (re: Candlelight Vigil; Lowood, 2008)
Documentation such as this quotation is necessary both for
a full description of an event and for a rich interpretation of
what the activities associated with that event meant to
participants, no matter what kind of world we are talking
about.
There are three important points here with regard to a
preservation project focused on software and gameproduced data. First, inside Everquest today there is no
trace of these events. Assuming that the game world has
not been deleted, erased or remade (untrue), that we are on
the right server or shard of the game, and that we are
standing on precisely the spot where such a vigil occurred,
it is generally not possible to dig beneath the surface,
scratch underneath a poster, or find a file cabinet of
documents or an old newspaper in a nearby building. There
are exceptions, such as the monument on an Asheron’s
Call server that commemorates a unique achievement by
its players, but such exceptions are rare.
Second, this lack of in-world artifacts and
documentation clearly has implications for long-term
preservation that focuses on game software and server-side
data. Assume that we are able to capture every bit from a
virtual world server, everything from 3-d models to
account information, that we are able to reverse engineer or
disable authentication and log-in controls after the original
server is no longer live, and that we have received
permission from every rights holder ranging from game
developers to third party developers and players to copy,
store, and use what they created, show their avatar, or
reveal their identity and activities. Your chances of all this
actually happening are near zero, of course, but assume
that it could all be done. Then assume that you can sync up
every state or version of the software to the matching states
of databases. It might then be possible to run a simulation
of the virtual world as an archival time-machine, flying
around on a magic carpet in spectator mode but never
interacting with events run by the game engine and player
data, much like a game replay. Turn the dial to 12
September 2001, and you might find a group of players
standing around with brightly colored weapons and wands
in their hands. But what are they doing, and what does it
mean to them?
The third point then is that the documentation that is a
pre-requisite for future historical studies of virtual worlds
may not be located on game servers at all. The most
important qualitative documentation may be somewhere
else, on a blog or a wiki, in a player-created database or

3. Preserving Virtual Worlds
The How They Got Game Project was created at
Stanford in 2000 to begin work on the history and
preservation of digital games and interactive simulations.
The founding of the project was stimulated by Stanford’s
acquisition of the Stephen M. Cabrinety Collection in the
History of Microcomputing three years earlier. The
Cabrinety Collection is perhaps the largest collection of
microcomputer history held by a major cultural repository,
with roughly 20,000 software titles, roughly 85 percent of
which are digital games, some 75 hardware platforms,
publications, ephemera, and archival materials. How They
Got Game also continued earlier work in software history
and archives carried out under the auspices of the Silicon
Valley Archives at Stanford. In 2008, The How They Got
Game Project, as part of the Stanford University Libraries,
joined the University of Illinois, the University of
Maryland, and Rochester Institute of Technology to form
Preserving Virtual Worlds, a multi-institutional project
funded by the U.S. Library of Congress.
In the How They Got Game Project at Stanford and
the Preserving Virtual Worlds Project, we have identified
some possible approaches to documenting activities and
events in virtual worlds. In the discussion that follows, I
will divide these activities into two broad areas. The first
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covers efforts to specify the sorts of born-digital data and
metadata that will need to be captured or created in order
to document the history of virtual worlds. The second topic
will touch on new ways to think about access to certain
categories of virtual world objects.

and intellectual commitments for digital preservation work.
The mix includes a library school and library group with
expertise in digital preservation theory, repository
development, and schema development (Illinois); a
humanities research center with expertise in textual
scholarship, electronic literature, and notation systems
(Maryland); a library-based group and game research
project with special expertise in history of digital games
and software archives, as well as digital repository
technology (Stanford); and an academic department in
game design and development with expertise in game
design, game engines and emulation. I have believed for
many years that the problems of digital preservation can
only be solved through collaborative work. This is not only
due to issues of scope and scale but primarily, in my view,
because solutions demand intense negotiation among
experts who are likely to see the problems differently.
It is high time to review a few of the issues that have
surfaced in the Preserving Virtual Worlds Project with
respect to data and metadata. Let me emphasize a few
points before I begin here. First, the opinions that I am
presenting here are my own, although it would have been
impossible to arrive at them without the intense
collaboration of the project partners. Second, my
perspective is that of a historian and curator, which means
I hope that my experience and expertise are strongest in
areas of selection, assessment, description, and access, as
well as the content and technical contributions of game
developers and, importantly, players. On the other hand,
my background is much weaker when it comes to issues of
repository design; or technologies of virtualization,
emulation, data extraction and migration; and I am a
complete noob when it comes to schema development or -God help me -- interpreting RDF (Resource Description
Framework) triples, even if represented as a graph.
The first issue has already been set up in the
discussion of virtual worlds as history. What exactly are
we trying to preserve? Specifically, is virtual world
preservation focused on the software and server-side data
that in some sense defines or encompasses the “world” as a
created artifact, or are we looking for materials in digital
form that document the activities of players or residents of
these spaces? There are two other ways to think about this
distinction. The first is to separate developer-created or managed materials from those created or managed by
players. The second is to separate thinking about
repositories of virtual world data as essentially libraries or
museums of created artifacts or texts, as opposed to
archives of documentation about events. I have set up these
ways of thinking about the problem as binaries -developer vs. player or artifact vs. archives. However,
depicting virtual world preservation as an either-or
proposition in these terms is unnecessary and counterproductive. Still, these different ways of thinking do matter
in terms of collecting focus, evaluation of digital content
objects, organization of content transfer packages,

Data, Documentation and Teamwork
In an essay I wrote nearly a decade ago, called “The
Hard Work of Software History,” I tried to come to grips
with the some of the then emerging difficulties of
collecting software that cultural repositories were
beginning to face. (Lowood, 2001) As I noted then, debates
about the best methods for preserving software “are partly
stuck on different institutional and professional allegiances
to the preservation of objects, data migration, archival
functions, evidentiary value, and information content. I
fear that these issues are not likely to be sorted out before it
is necessary to make serious commitments at least to the
stabilization, if not the long-term preservation, of digital
content and software.” (p. 149) Historians, librarians,
archivists, records managers, and museum curators have
different ideas about the formats and forms of digital
content, the materiality of digital media, uniqueness,
custody of original media as opposed to bits,
documentation, evidentiary value and many other issues
that affect long-term preservation of software and digital
content.
The Preserving Virtual Worlds project, because of its
participants and its problem-set, highlights the importance
of finding solutions for problems such as identifying
significant digital artifacts or developing standards for
metadata through the collaboration of individuals and
teams with different perspectives on software preservation,
archives, and history. Before citing about a few specific
examples, allow me to speak to a few characteristics of this
project. The division within Library of Congress that is
funding our project is NDIIPP, which stands for the
National Digital Information Infrastructure
and
Preservation Program. NDIIPP’s missions of preserving
significant collections of digital content and developing a
viable technical infrastructure of tools and services to
support such activities is well-known, but a third leg of the
NDIIPP stool is perhaps less familiar: “Building and
strengthening a network of partners.” (NDIIPP Program
Background, 2007) Thus, most of the NDIIPP projects
involve multi-institutional collaborations, usually with a
lead institution and multiple institutional partners. In the
case of Preserving Virtual Worlds, for example, the lead
institution is the University of Illinois at UrbanaChampaign. The other three institutions are funded project
partners. In our project, as in others, some of the work is
also carried out by external partners; in our case, these
include Linden Lab, the developers of Second Life, and the
Internet Archive. Moreover, it should be noted that the four
internal partners offer a diverse set of institutional settings
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metadata creation, and access strategies.
Consider a problem that might seem to be entirely a
matter of treating the essential task of game preservation as
software preservation, but turns out to have crucial
implications for documenting player behavior and history:
versions. Due to the bleeding-edge nature of the Preserving
Virtual Worlds project, we decided early on to limit our
attention to a dozen or so representative case studies, rather
than a gigantic collection of software or data. One of our
key cases has been DOOM, originally released by id
Software in December, 1993. DOOM is a multiplayer,
first-person shooter, and while now is not the time to delve
into game history, suffice it to say that this game
immediately transformed competitive, multiplayer gaming
into the leading-edge genre for computer games through
the 1990s. There are two other things you need to know
about DOOM. First, it was distributed first and throughout
its history in shareware versions that featured a limited
number of episodes of the game; the idea was that the
shareware version would hook players, who would then
purchase the full version of the game. The second aspect of
DOOM has best been described by media theorist Lev
Manovich: “Here was a new cultural economy that
transcended the usual relationship between producers and
consumers …: The producers define the basic structure of
an object, and release a few examples as well as tools to
allow consumers to build their own versions, to be shared
with other consumers.” (Manovich, 2001, p. 245) The
developers of DOOM openly embraced revision of the
notion of game authorship and modification of its software
by the player community, which right away de-stabilizes
the notion of a canonical version of the game. Defining a
version of the game DOOM therefore involves
considerable attention not only to a sequence of patches
and versions, but also to combinations of developerproduced software, third-party add-ons and playerdeveloped modifications, or mods.
De-stabilizing the notion of a fixed version of software
is not the only impact of players on preservation. If, as I
suggested earlier, documentation of events and player
activities is at least as important as software in preserving
game culture, what sorts of digital objects would meet this
goal for games and virtual worlds? A crucially important
category of objects are produced by players’ efforts to
capture their experiences through replays, screen captures
and screenshots. In the case of DOOM, we have already
seen how NoSkill’s demo files make it possible view the
games of one of this game’s best competitive players.
Again, DOOM demos were essentially replay files, saved
sequences of instructions from a previously played game
that, when executed by the game software, would show the
same game from the same (first-person) perspective of the
original player. As one guide put it, “in the DOOM/DOOM
II universe, the term ‘demo’ refers to a file that contains a
recorded session of gameplay.” (Ledmeister) The same is
true of replay files in later games, such as Blizzard’s

Warcraft III. Unlike video files captured from the screen or
video-card output, demos or replays allow different views
and settings as permitted by the game software and the best
visual quality that the software will produce. However, this
all means that they also require a running version of the
game engine in order to be viewed. Not only that, the
version used to view the demo or replay nearly always
must correspond exactly to the version that was played
when it was created. Therefore, any decision about which
version of the game will be preserved determines which
replay or demo files will be viewable in the future.
Likewise, any decision about which demos or replays are
historically significant in terms of game culture or history,
will pre-suppose preservation of the appropriate version of
the game software. Treatment of the software artifact
affects documentation, and selection of documentation
affects treatment of the software artifact. At least in the
realm of virtual world or digital game history, separation of
these treatment decisions into specialized areas or
departments may lead to disastrous consequences for
future archivists and historians.
My other example with respect to virtual world data
and metadata also speak to the necessity of maintaining
contact between collections and their contexts, as well as
between projects of software preservation and historical
documentation. This example suggests that documentation
can also serve as a category of metadata for virtual world
data.
As part of the Preserving Worlds Project, the How
They Got Game group at Stanford has created two
collections to document virtual world events using largely
player-generated content. The first is the Archiving Virtual
Worlds collection hosted by the Internet Archive as part of
their Moving Image Collections. This collection consists in
large part of video footage made with real-time screen
capture tools such as Beepa Software’s Fraps. The “Final
Countdown” video discussed earlier is an example of the
content preserved in this collection. How They Got Game
has also established a subscription with the Internet
Archive’s Archive-It service, through which we have been
crawling game- and virtual world-related websites since
the beginning of 2008. Between these two collections, we
have seen to the preservation of collections of virtual world
videos, weblogs, wikis, player-created websites, maps and
many other forms of documentation that provide
information about player activities. These activities might
include modifying game software, demonstrating skills
through superior game-play, events such as protests or
artistic performances, or a great number of other things.
An interesting quality of virtual and game worlds is
that many of them can be navigated by in-world coordinate
systems, much like real-world cartography. Two wellknown examples are SLURLs in Second Life and the UI
coordinate system in World of Warcraft. Just like we can
attach GPS coordinates to real-world maps, photographs,
and other media, these virtual world coordinate systems
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might make it possible to match documentation we have
assembled in our virtual world collections not only to
locations in virtual worlds, but also to each other.
Currently, the Internet Archive only allows us to input
metadata at the seed level for crawls, though future
development efforts may soon make it possible to tag
individual webpages. In the case of the video collection,
however, the metadata scheme based on Dublin Core
already provides the “coverage” element for individual
objects. As the Dublin Core specifications tell us, this
element can be used “for the use of multiple classification
schemes to further qualify the incoming information” such
as latitude and longitude or other “native coordinate
representations.” (Becker, et al., 1997) Using virtual world
coordinates might help us bridge the gap between
documentation and mute server-side software and data
with respect to “event history,” perhaps offering a solution
to the problem of Perfect Loss.
A use scenario might be involve a cultural historian
who is interested in the in the use of game worlds for
scholarly communication and learns about the first science
conference held in World of Warcraft, in May of 2008. She
would find videos documenting this event in the Archiving
Virtual Worlds collection, but they are a bit grainy and she
is curious about the locations chosen for the event. So as
part of her “fieldwork” she installs and fires up the game
world. Then, using the coordinates provided by the
collection metadata, she ports to the location where the
conference was held and walks the terrain depicted in the
video, so to speak. This scenario will work better in game
worlds, where developers maintain relatively stable
environments with respect to content, than in virtual
worlds such as Second Life, where residents such as the
National Front are free to delete everything they created.
However, if we are able to maintain backups of content as
part of a package of data associated with a virtual world,
this problem will be alleviated. I will have a bit more to
say about models of access that effectively support such
use scenarios in the next section of this paper. For now, it
is sufficient to observe that, as in the case of DOOM
demos, useful connections between documentation and
data will only be available if curators and archivists work
closely with software preservation specialists.

world platform called Sirikata. Sirikata is a BSD licensed
open source platform. The development team aims to
provide a set of libraries and protocols which can be used
to deploy a virtual world, as well as fully featured sample
implementations of services for hosting and deploying
these worlds. An alpha version has just been used for a
mixed reality performance at the MiTo Intenational
Festival of Music in Milan, 12-13 September 2009, and is
currently live for an installation at the Bornholm Art
Museum, in Denmark. So it works.
Think about the assets and content that go into the
creation of a virtual world: models, maps, geometries,
textures, and so on. We are not sure yet how future
scholars will visualize, analyze, and understand these
artifacts in a digital repository consisting of data files and
metadata. In administrator mode, which is what we have
today, the Stanford digital repository is essentially a file
directory. Now think about another model of access to
artifacts from an historical world, also largely models and
suitable spaces for these models, say, a natural history
museum showing dinosaur skeletons in a set that takes the
visitor to a prehistoric savannah. Access to the information
preserved there is visual and is reinforced by immersion in
the world of the artifacts. We are proposing to do
something very similar with 3-d artifacts from virtual and
game worlds.
We are investigating the use of the Sirikata platform
for the creation of a new kind of repository, one in which
3-d objects are stored as 3-d objects. This means that we
would like to be able to move original geometry and
texture data – archival assets – from their original
environments into such a repository. The two cases we are
investigating are (1) digital artifacts such as maps or levels
from 3-d games, beginning with early titles such as id
Software’s DOOM and Quake, and (2) exhibitions created
in virtual worlds such as Second Life by cultural
institutions, including libraries and museums. Can we
move these objects into an instance of an open virtual
world platform such as Sirikata? If so, might we think of
these instances as virtual wings of a library, rather than file
repositories, places where the historical artifacts are
deposited, preserved, found and investigated in an
environment that puts documentation and narrative
alongside the artifacts?
Maps are incredibly important in game development
and in player cultures. Players analyze them, re-create
them as mods in other games, and build viewers and
projections. As spaces in an archival repository, historical
maps would not just be artifacts, they also could provide
spaces in which to site other objects and documentation –
such as models, screenshots, videos, or documentation –
that provide information about what took place in these
settings. This might be where our future historians goes to
check out the locations used for the science conference
held in World of Warcraft, for example, without having to
assemble, install and figure out how to use the original

Access
Now that I have introduced a potential user for our
virtual world collections, let me say something about
access. Access is perhaps not a core concern for digital
preservation per se. In this case, however, we are working
on an approach to access that may lead to an alternative
model for preservation of 3-d artifacts built for games and
virtual worlds. This work depends once again on
collaboration, in this case, on an allied project at Stanford
in the Stanford Humanities Laboratory and the Computer
Science Department to develop the next-generation, virtual
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movement and navigation systems of the game’s user
interface. Thus far, we have successfully exported levels
(maps) from id Software’s Quake (1996) to the open
VRML format, from which we can move unaltered
geometries and textures from this historical digital artifact
to other environments, whether Maya, 3DS Max, or
Sirikata. If we take the artifact into VRML, we can move
around with a VRML viewer called Cosmo. When the
pipeline to the Sirikata-based virtual repository is done, it
will be possible to drop in to Sirikata and see 3-d objects
with the same geometries and textures they were given in
the original game. In fact, these artifacts will be created
from certified copies of original game data used to produce
them in the first place, thanks to the Preserving Virtual
Worlds project and the forensics workstation recently
installed in the Stanford University Libraries. And with
Sirikata we get some affordances for free, such as a
completely functional Chrome browser. Anything you can
do with the browser – view video, play a flash game,
search an index or a finding aid – you can do in Sirikata
while looking at a model or map of interest. The
affordances of a standard browser offer options for adding
content to the repository, from panels and videos, to search
engines and interfaces for selecting and viewing objects on
display.
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The ingest and its preparation are crucial steps and of
strategical importance for digital preservation. If we want
to move digital preservation into the mainstream we have
to make them as easy as possible. The aim of the NESTOR
guide "Into The Archive" is to help streamlining the
planning and execution of ingest projects. The main
challenge for such a guide is to provide help for a broad
audience with heterogeneous use cases and without
detailed background knowledge on the producer side. This
paper will introduce the guide, present first experiences
and discuss the challenges.

needs to be captured and which preservation requirements
are necessary would require to foresee the future usage.
This is also the main point why the ingest into a longterm archive should be distinguished from the ingest into
a normal repository. The repository community also sees
an ingest challenge and tries "Breaking the Repository
Ingest Barrier" (Yeadon 2008). But the various efforts in
that area aim primarily to simplify the deposit from users
in order to motivate more deposits. The question of
preservation requirements is usually not addressed (and
this is not necessary).

The importance and complexity of ingest

Standardization and guidelines

For a number of reasons the ingest and its preparation
are of special importance for digital preservation.
As Beagrie, Chruszcz and Lavoie (2008) have
documented, ingest can be regarded as cost factor number
one for digital preservation. For example, for the social
sciences oriented UK Data Archive ingest is responsible
for 42 percent of all costs while access makes up 35
percent and archival storage and preservation even only
23 percent. This is cost-intensive, but it prevents more
expenses at a later stage: The Digitale Bewaring Project
(2005) in the Netherlands estimated that metadata
creation ten years after the ingest costs about 30 times
more than doing it right at the beginning.
The ingest is also the first step for digital preservation
and most often the first question of people interested in
digital preservation: How can I transfer my object to you?
This is of course a legitimate question but often the
questioner is not aware that a simple copy process is not
sufficient. There is a major need for information on the
side of the producer.
Most importantly ingest has to ensure a sufficient
quality and the possibility of future reuse of the digital
objects. The ingest decisions and procedures can have
serious consequences for all future activities and errors in
this process may be irreparable. This is deeply connected
to the complexity of ingest.
Unfortunately the ingest process is not only
important, but also quite complex. The complexity of the
ingest process is an inherent attribute of digital
preservation. Data needs to be transferred from
heterogeneous and organisation-specific contexts in such
a way that it will nevertheless remain comprehensible and
reusable in different contexts in the future. To archive this
reusability the implicit usage context needs to be made
explicit and the preservation requirements need to be
defined. But to know exactly what context information

The complexity of the ingest is a major obstacle for
simplifying this strategically important process. A
standardization of the long-term preservation ingest
would help streamlining the process but this can not
simply be a general prescription of technical procedures
and interfaces. The use-cases for ingest and the
underlying technology are too diverse and changing too
fast. Additionally the main time-intensive tasks connected
to the ingest are not technical, but communicational and
organisational.
Since the ingest is important and complex and
information about it is often requested, the NESTOR
working group for long-term preservation standards
decided to design a guide which clarifies the goals and
unique aspects of ingesting information into a digital
archive on a high level. It tries to provide an introduction
and common working basis to memory institutions and
information producers/providers for planning the ingest so
that their cooperation can proceed as smooth as possible.
The NESTOR working group consisted primarily of
persons active in libraries and archives, but the guideline
is not only intended for memory institutions. Apart from
the funding by the German Federal Ministry of Education
and Research the work was also supported by the
Initiative "Innovation with Norms and Standards" of the
Federal Ministry for Economics and Technology and the
DIN, the German Institute for Standardization.

Abstract

The development of the NESTOR Guide
"Into The Archive"
In order to produce a guide as useful as possible, the
NESTOR working group for long-term preservation
standards made a number of decisions during the
development:
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1. Not to use the full OAIS terminology (but a mostly
compatible one)
2. To define ingest as transfer of responsibility
3. To organize the process in small and manageable
sections
The decision not to use the full OAIS terminology is
simply based on the experience that it is quite difficult for
people unfamiliar with the OAIS. Using its terminology
would make it more difficult to keep an introductory
character. But since the merits of the OAIS reference
model are undeniable, special attention was paid to be
compatible to it.
Especially worth mentioning is that the definition of
ingest was not adopted from the OAIS. The OAIS defines
"ingest" as a functional entity of a digital preservation
system and not as an outcome. It is finished when all
processes to store the AIP are finished. Instead, the
NESTOR guide defines "ingest" as "the organisation and
execution of all processes necessary to accept an
information object into the archive and for the archive to
assume responsibility for it" (nestor 2009). This excludes
some activities of the OAIS, since the guide tries to leave
out those activities which are only relevant for the internal
operations of the long-term archive. Moreover it includes
additional activities which are not part of the OAIS like
appraisal or the definition of authenticity requirements.
Of course the Consultative Committee for Space Data
Systems has already published the Producer-Archive
Interface Methodology Abstract Standard (PAIMAS)
which deals with the preparation of the ingest by
producers and archives. This is a very helpful standard
and was very important for the development of the nestor
guide. But in the opinion of the working group it is with it
87 very granular steps too complex, daunting and not
compact enough for non-experts. For these kind of tasks
less granular guidelines may be more helpful since they
make it easier to see the big picture.
It may surprise that the ingest tasks in the guide are
presented in an order in which they have to be addressed
in practice. The reason for this is that in practice only few
assumptions can be made about the order in which these
tasks have to be dealt with. The complex real-life
dependencies require that tasks have to be dealt from case
to case in different order, sometimes simultaneously,
sometimes repeatedly. For example, tasks like identifying
the optimal balance between the amount of data to
archive, the therefore possible and necessary transfer
methods and the resulting costs will often require an
iterative procedure. Instead of prescribing an order of
operations the guide groups tasks in three thematic blocks
with three topics. The tasks are explained not as a set of
instructions but as objectives with example procedures.

1. Objects
a.Information to be archived
b. Metadata
c.Significant properties
2. Processes
a.Transfer packages
b. Validation
c.Transfer of data
3. Management
a.Laws and contracts
b. Ingest agreement and documentation
c.Costs and staff
The following paragraphs briefly present the way the
topics are explained in the guide and some additional
aspects worth mentioning.

Objects
This is the subject matter producers have usually the
best conception of, but still it has to be clearly
communicated what the archived objects really are. There
are three essential tasks relevant to the ingest of digital
objects: The information to be archived has to be selected
and the necessary metadata and the significant properties
have to be defined.
The selection of the information to be archived has to
cover the intellectual and technical aspects. Usually the
intellectual entities are the objects which are of interest
and their possible technical export form is secondary as
long as it satisfies the preservation requirements.
The kind of metadata necessary and how much of it
is needed depends on the later usage context. Producers
often think only about descriptive metadata since it is the
most and probably only well-known type of metadata.
The other types of metadata producer and archive have to
discuss are of course those of the OAIS and PREMIS but
esp. semantic and syntactic representation information.
It is necessary to already clarify at the beginning
which properties are should be preserved. Fortunately,
lately some work has been done in the area of significant
properties, namely by the InSPECT-Project or in the
context of the PLANETS preservation planning tool
PLATO. The documentation of the significant properties
allows the definition of a qualitative preservation level.

Processes
The essential tasks regarding the processes related to
the ingest are the definition of the transfer packages (the
SIP in OAIS terminology), of the validations and of the
transfer process itself.
For the producer system and the long-term archive
the transfer packages are a kind of common language.
These will internally manage information objects in
different ways and therefore a "translation" is necessary
as an intermediate step.
After the transfer validations have to take place to
ensure the correct transfer. The tests for integrity,

Structure and Content of the NESTOR
Guide "Into The Archive"
All in all this lead to the following simple structure of
ingest targets:

130

technical validity and completeness are usually standard,
but also checks for semantic validity could be agreed
upon (e.g. if a specific value of a scientific calculation is
in a predefined interval). But probably the most important
task is not to conceive tests for even the most rare errors
but to clarify the required degree of compliance and the
consequences if a test is not passed. If no valid version of
the object is available or the workflow for non valid
objects can not deal with large quantities strict tests can
not raise the quality.
For the transfer itself a number of options exist.
Here again the main task is often not the definition of the
technology, but the definition and testing of the transfer
steps, the workflows and feedback mechanisms, legal and
security requirements, etc.

regarded as positive. Suggestions for further
developments have been to include the viewpoints of
more domains (e.g. museum, industry, science) and to
provide more examples, rationales and use cases. A new
version of the NESTOR guide Into the Archive will be
developed and experts from those domains will be asked
to proofread the guide.
Another insight gained in exercises was that one
should not neglect the people involved in the ingest
preparation. Ideally they already have an understanding of
the task and technical and legal expertise. For a good
cooperation it is necessary that they have a common goal
with the ingest and that long-term preservation is not just
seen as unwanted obligation. This will be an additional
aspect in the next version.

Management
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The management of the ingest requires dealing with a
lot of topics, but the working group decided that an
introductory guideline mainly has to include the laws and
contracts, ingest agreements and documentation, and costs
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Discussion, Feedback and Experience
First discussions with potential users have shown that
there is much interest, and especially the briefness was
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significant properties of software for preservation1, and
subsequently in a JISC project into methods and tools for
software preservation2. Given the relative immaturity of
the field, the studies became an exploration of the notion of
software preservation, considering the stakeholders and
motivations behind software preservation as much as
identifying the methods and technology required to support
it.
Different communities have needs to preserve
software, such as libraries and archives, managers of data
archives which have a need to preserve associated
software, and software developers themselves maintaining
and reusing software over the long term. We consider
different approaches to software preservation which vary
from an emphasis on preserving the software executables
directly, which uses hardware preservation and emulation,
to an emphasis on preserving the essential behaviour of
software in a new context via migration and porting.
We discuss some concepts useful for a software
preservation methodology, considering the stages of
retrieval, reconstruction and replay which need to be
passed through to reproduce a usable performance of a
software product. We identify a notion of adequacy of
preservation, an aspect of the authenticity of preservation
which tests the future performance of software against
specified preservation properties once it has been
reconstructed into a working version in the new
environment. This notion allows us to relate our approach
to software preservation to concepts from the OAIS
information model; indeed the approach can be seen as a
specialisation of OAIS for the case of software. We
comment on using an existing preservation methodology
for software and finally discuss some experiences of using
the approach in practice.

Abstract
Only a small part of the research which has been carried out
to date on the preservation of digital objects has looked
specifically at the preservation of software. This is because
the preservation of software has been seen as a less urgent
problem than the preservation of other digital objects, and
also the complexity of software artifacts makes the problem
of preserving them a daunting one. Nevertheless, there are
good reasons to want to preserve software. In this paper we
consider some of the motivations behind software
preservation, based on an analysis of software preservation
practice. We then go on to consider what it means to
preserve software, discussing preservation approaches, and
developing a performance model which determines how the
adequacy of the a software preservation method. Finally we
discuss some implications for preservation analysis for the
case of software artifacts.

Introduction
Software is a class of electronic object which is by its
very nature digital and which is often a vital pre-requisite
to the preservation of other electronic objects. However,
software has many characteristics which make its
preservation substantially more challenging than that of
many other types of digital object. Software is inherently
complex, normally composed of a very large number of
highly interdependent components and often forbiddingly
opaque for people especially those who were not directly
involved in its development. Software is also highly
sensitivity to its operating environment as a typical
software artifact has a large number of other items upon
which it depends including compilers, runtime
environments, operating systems, documentation, and even
hardware platform with its built in software stack. So
preserving a piece of software may involve preserving
much of the context as well.
Handling these challenges is therefore a major barrier
to the preservation of software. So much so that often, the
preservation of software is seen as a secondary activity,
less critical that the preservation of the data it manipulates.
However, in many cases, such data is uninterpretable
without the software to handle it; and recreating software
from partial information can be a near impossible task.
Software preservation is thus a relatively underexplored
topic and there is little practical experience in the field of
software preservation as such. The results reported in this
paper arose from a UK JISC sponsored study into the

Why Preserve Software?
A key question to consider is why might it useful do
preserve software. After all, software has a track record of
being both being very fragile and very disposable.
1

Joint Information Systems Committee (JISC) study into the
Significant Properties of Software (2007).
2

Joint Information Systems Committee (JISC) sponsored project
Tools and Guidelines for Preserving and Accessing Software
Research Outputs (2007-09).
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Software is fragile as it is very sensitive to changes in
environment: hardware, operating system, versions of
systems (e.g. programming languages and compilers) and
configuration. When the environment changes, software
notoriously stops working, crashes losing vital data, or
works but not as originally intended, with missing or
differing functionality. The last case can be particularly
damaging, as the software may seem to work but produces
subtly different results. For example, compiling with a
different floating point module may produce quite different
results in the analysis. The complexity of the software
makes it difficult to make the required adjustments so that
is functions correctly in the new environment.
Software is disposable as in the face of environment
change and the complexity of large-scale systems,
developers often throw away previous software and start
again from scratch. If the data has been preserved, it may
be easier to write new software rather than wrestle with
legacy, and you may be able to produce a faster, more
user-friendly system which operates in a modern
environment.
Together, these make the preservation of software
appear both difficult and unnecessary. However, there are
also good reasons to preserve software, especially in a
research and teaching environment. Some of these reasons
are as follows.

artifacts. The problem of preserving the usage of the
software in a future context is not considered in detail.

Preserve a complete record of work
Software is frequently an output of research. This is
particularly the case in Computer Science where the
software itself is an important test of the hypothesis of the
research. However, software as an output of research
extends beyond Computer Science as many research
projects across all disciplines now frequently have an
aspect of computing and programming .
If university archives and libraries are going to
maintain a complete record of research, then the software
itself should be preserved. Frequently, theses include code
listings or CD-ROM's of the supporting software.
However, while the theses are stored on library shelves,
software is not necessarily preserved against media change
or change in the computing environment making the code
difficult to run. Research projects again frequently produce
software, to support their claims, so the results of the
project are hard to interpret and evaluate without the
software. However, at the end of the project, unless the
software is taken up in a subsequent project, there is little
incentive or resources to maintain access to the software in
a usable form. Library preservation strategies thus need to
accommodate the preservation of software as well as other
research outputs.

Museums and Archives
A small but significant constituency of software
preservation is those museums, archives, and enthusiasts
which are interested in preserving aspects of the history of
computing. These institutions wish to preserve important
software artifacts as they were at the time of their creation
or use, so that future generations can study and appreciate
the computers available that particular period, and trace
their development.
Some museums concentrate on preserving hardware,
with machines are often kept in working operation, so there
is a need to preserve the software to demonstrate the
function of the machine. Others archives are interested in
preserving the software alone, typically via a web
presence. For example, the Multics History Project3 is a
effort to locate and engage the original experts on the
Multics operating system to capture their knowledge
before they die.
There has been given some consideration of how to
preserve software in this context (Zabolitsky 2002).
However, this is largely limited to preserving historic
software with the historic hardware, so the major concern
is preserving the code on some physical media, with
appropriate backup and replication strategies; these
preservation actions are similar to those for other digital
3

Preserving the data
In order to verify the claims of a research project, then
they should be reproducible from its data. It may be
enough to rerun the analysis on current software if the
original data has been preserved. But in other
circumstances, for example to test accuracy or detect fraud,
there may be a need to rerun the original software precisely
to reproduce the exact result so they can be judged on the
results as they saw them at the time. Newer software may
have errors corrected, have higher performance or accuracy
characteristics, or else have improved analysis algorithms
or visualisation tools. All these factors may lead later
analysis of the data to different conclusions but the
scientists should nevertheless be judged on the view they
were able to take at the time.
Further, data which is collected on sophisticated
equipment or facilities is expensive; other data which is
recording specific events is non-reproducible. In these
cases, it is desirable to preserve and reuse the data to
maximise its scientific potential, and it is often necessary
to also preserve some supporting software to process the
data format, and to provide data analysis. This is also
relevant to the preservation of other digital objects.
Preservation of document or image formats requires the
preservation of format processing and rendering software
in order to keep the content accessible to future users.

http://www.multicians.org/mhp.html
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Thus software also needs to be preserved to support
the preservation of data and documents, to keep them live
and reusable. In this case, the prime purpose of the
preservation is not to preserve the software in itself, so it
may be suitable not to ensure that that software is
reproduced in its exact form, but only sufficiently well
preserved to process the target data accurately.

environmental factors which may influence whether the
software delivers a satisfactory level of performance.
In the first two aspects, software is much like any other
digital object type. However, the problems of
reconstruction and replay are key for software. Digital
objects designed for human consumption have
requirements for rendering which again have issues of
satisfactory performance; science data objects also
typically require information on formats and analysis tools
to be “replayed” appropriately. However, software requires
an additional notion of a environment with dependencies to
hardware, other software, and build and configuration
information.

Handling Legacy
Perhaps the prime motivation to preserve software for
many organisations is to save effort in recoding. It is
frequently seen as more efficient to reuse old code, or keep
old code running in the face of software environment
change than to recode. This is certainly the reason for the
maintenance of most existing software repositories, and
forms a significant part of the effort which is undertaken
by software developers. Handling legacy software is
usually seen as a problem, and many strategies are
undertaken in order to rationalise the process, to make it
more systematic and more efficient Thus the best practice
on software maintenance and reuse, a long recognised part
of good software engineering, also supports good software
preservation. If you can find an existing package or library
routine, why bother rewriting it? Of course in these
circumstances you need assurance that the software will
run in your current environment and provide the correct
functionality.

Software Preservation Approaches
Various approaches to digital preservation have been
proposed and implemented, usually as applied to data and
documents. The Cedars Project (Cedars 2002) defined
three main strategies, which we give here, and consider
how they are applicable to software.
– Technical Preservation. (techno-centric). Maintaining
the original software (typically a binary), and often
hardware, of the original operating environment. Thus
this is similar to the situation in museums where the
original computing hardware is preserved and as much
of the original environment is maintained as is possible.
This approach is also taken in many legacy situations;
otherwise obsolete hardware is maintained to keep vital
software in operation.
– Emulation (data-centric). Re-creating the original
operating environment by programming future platforms
and operating systems to emulate that original
environment, so that software can be preserved in binary
and run "as is" in on a new platform.
– Migration (process-centric). Transferring digital
information to a new platform. As applied to software,
this means recompiling and reconfiguring the software
source code to generate new binaries, apply to a new
software environment, with updated operating system
languages, libraries etc.

What is software preservation?
Satisfactory preservation of software requires the
consideration of the following four stages.
– Storage. A copy of software needs to be stored for long
term preservation. Software is a complex digital object,
with potentially a large number of components. There
should be a strategy to ensure that the storage is secure
and maintains coherence and authenticity, with
appropriate strategies for storage replication, media
refresh, format migration etc.
– Retrieval. A preserved software package to be retrieved
at a date in the future, it needs to be clearly labeled and
identified, with a suitable functional catalogue so that the
software can be retrieved.
– Reconstruction. The preserved software should be
reinstalled or rebuilt within a sufficiently close
environment to the original so that it will execute. This is
a complex operation, as there are a large number of
contextual dependencies to the software execution
environment which are required to be satisfied before the
software will execute.
– Replay. In order to be useful at a later date, software
needs be replayed, or executed and perform in a manner
which is sufficiently close in its behaviour to the
original. As with reconstruction, there may be

Software migration is a continuum. The minimal
change is that the source code is recompiled and rebuilt
directly from the original source. However in practice, the
configuration scripts, or the code itself may require
updating to accommodate differences in build systems,
system libraries, or programming language (compiler)
version. An extreme version of migration may involve
rewriting the original code from the specification, possibly
in a different language. However, there is not necessarily
an exact correlation between the extent of the change and
the accuracy of the preservation. Migration (or “porting” or
“adaptive maintenance”) is in practice how software which
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is supported over a long period of time is preserved. Long
lasting software product teams spend much of their effort
maintaining (or improving) the functionality of their
system in the face of environment change.
These approaches have their advantages and
disadvantages, which have been debated in the
preservation literature. Technical (hardware) preservation
has the minimal level of intervention and minimal
deviation from the original properties of the software.
However, in the long-term this approach is difficult to
sustain as the expertise and spare components for the
hardware become harder to obtain.
The emulation approach for preserving application
software is widespread, and is particularly suited to those
situations where the properties of the original software are
required to be preserved as exactly as possible. For
example, in document rendering where the exact
pagination and fonts are required to reproduce the original
appearance of the document; or in games software where
the graphics, user controls and performance (e.g. it should
not perform too quickly for a human player on more up to
date hardware) are required to be replicated. Emulation is
also an important approach when the source code is not
available, either having been lost or not available through
licensing or commercial restriction. However, a problem of
emulation is that it transfers the problem to the (hopefully
lesser) one of preserving the emulator. As the platform the
emulator is designed for becomes obsolete, the emulator
has to be rebuilt or emulated on another emulator.
Nevertheless, emulation is being applied in several
projects, notably within the European project PLANETS4.
The migration approach does not seek to preserve all
the properties of the original, or at least not exactly, only
those up to the interface definition, which we could
perhaps generalise to those properties which have been
identified as being of significant for the preservation task
in hand. Migration then can take the original source and
adapt to the best performance and capabilities of the
modern environment, while still preserving the significant
functionality required. This is thus perhaps the most suited
where the exact (in some respects) characteristics of the
original are not required – there may be for example
difference in user interaction or processing performance, or
even software architecture – but core functionality is
maintained. For example, for most scientific software the
accurate processing of the original data is key but there is a
tolerance to change of other characteristics.
The choice of preservation approach undertaken is
thus dependent on the nature of the software artifacts
available, the extent to which the original operating
environment of the software can also be preserved or
reproduced, and legal restrictions such as software
licensing.

4

Performance Model and Adequacy
The test of the validity of a preservation approach is
how a performance of the software adequately preserves
some required characteristics. Performance as a model for
the preservation of digital objects was defined in (Heslop
et. al. 2002) to measure the effectiveness of a digital
preservation strategy. Noting that for digital content,
technology (e.g. media, hardware, software) has to be
applied to data to render it intelligible to a user, they define
a model where Source data has a Process applied to it, in
the case of digital data some application of hardware and
software, to generate a Performance for a user who
extracts meaning from it. Different processes applied to a
source may produce different performances but it is the
properties of the performance which need to be considered
for the value of a preservation action. Thus the properties
can arise from a combination of the properties of the data
with the technology applied in the processing. We consider
how this model applies to software.
In the case of software, the performance is the
execution of binary files on some hardware platform
configured in some architecture to provide the end
experience for the user. However, the processing stage
depends on the nature of the software artifacts
preserved which have differing reconstruction and replay
requirements.
– If the binary is preserved, the process to generate the
performance is one of preserving the original operating
software environment and possibly the hardware too, or
else emulating that software environment on a new
platform. In this case, the emphasis is usually on
performing as closely as possible to the original system.
– When source code and configuration scripts are
preserved, then a rebuild process can be undertaken,
using later compilers on a new platform, with new
versions of libraries and operating system. In this case,
we would expect that the performance would not
necessarily preserve all the properties of the original
(e.g. systems performance, or exact look and feel of the
user interface), but have some deviations from the
original.
– In an extreme case, a performance can be replicated by
recoding the program in a different language. In this
case, we would expect significant deviation from the
original and perhaps only core functionality to be
preserved
A software performance can thus result in some
properties being preserved, and others deviating from the
original or even being disregarded altogether. Thus in
order to determine the value of a particular performance, in
addition to the established notion of Authenticity of
preservation (i.e. that the digital object can be identified
and assured to be the object as originally archived) we
define an additional notion of Adequacy. A software
package (or indeed any digital object) can be said to

http://www.planets-project.eu/
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perform adequately relative to a particular set of features
(“significant properties”), if in a particular performance
(that is after it has been subjected to a reconstruction and
replay process) it preserves those significant properties to
an acceptable tolerance. By measuring the adequacy of the
performance, we can thus determine how well the software
has been preserved and replayed.

Thus the adequacy of different preservation
approaches is dependent upon the performance of the end
result on the end use of data. As the software has to be able
to produce an adequate performance for any valid input
data, the adequacy can be established by performing trial
executions against representative test data covering the
range of required behaviour (including error conditions).
The adequacy of preservation of a particular significant
property can be established by testing against pre-specified
suites of test cases with the expected behaviour, and prespecified user interactions to change the data performance
in known ways.
Table 1 gives examples of properties and test cases to
establish the adequacy of preservation appropriate for
different categories of software, test after it has be
reconstructed. A full conceptual model of software and
detailing a set of properties for preservation which support
all stages of the software preservation process (recall,
reconstruction and replay has been developed within the
project; which has been omitted for brevity. For details see
(Matthews et al., 2009a).

Performance of software and of data
A further feature of the performance model for
software is that the measure of adequacy of the software is
closely related to the performance of its input data. The
purpose of software is to process data, so the performance
of a software package becomes the processing of its input
data. This relationship is illustrated in the modified
performance model in Figure 1. There is also an
interaction between the user and the software performance,
reflecting the user’s interaction with the software package
during execution, changing the data processing and thus
the data performance.
So for example, in the case of a word processing
package which is preserved in a binary format, which itself
is processed via operating system emulation, the
performance of the package is the processing and rendering
of word processing file format data into a performance
which a (human) user can experience via reading it off a
display. The user can then interact with the processing (via
for example entering, reformatting or deleting text) to
change the data performance. Thus the measure of
adequacy of the software is the measure of the adequacy of
the performance when it is used to process input data, and
thus how well it preserves the significant properties of its
input data, and also preserving a known change in the data
performance which results from user interaction with the
processing.

Applying the OAIS Reference Model to Software
Preservation
The Reference Model for an Open Archival
Information System (OAIS) is an ISO standard that is
primarily concerned with the long-term preservation of
digitally encoded information. In essence, the underlying
notions of the OAIS reference model should be applicable
to the long-term preservation of software artifacts as
fundamentally (i.e. at bit level) they are in fact digitally
encoded information. Therefore, as illustrated in Figure 2,
the OAIS information model can be applied to the process
of rendering a preserved Data Source on a future
technological platform, where the rendering of the data
requires the use of a particular software product, which in
turn requires a specific complier, to be rebuilt from its
preserved state. In short, the OAIS defined Descriptive
Info, Representation Information (RI) and Preservation
Description Information (PDI) (ISO 2002) can be used to
retrieve (discover and access), reconstruct (compile source
code), and replay (verify authenticity and run) a software
object respectively.
However, once re-built, additional properties of the
software are required to measure its adequacy for
processing the Data Source, which in turn measures the
performance of the compiler in re-building the software
from its source code. Examples of these properties may

Figure 1: Performance model of software and its input
data
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Software
Category

“Adequacy” Factor(s)

Scientific
Data
Processing
Software

The adequacy of the behaviour of this type of software may be measured by:
– Running the software to process some pre-specified test input data
– Comparing the output of the test run with the corresponding pre-specified test result;
– Checking if the output exceeds the acceptable level of error tolerance for the software.
For example, the NAG Software Library publishes test cases.

Games

The adequacy of the behaviour of a game may be measured by:
– Comparing its User Interface UI with the screen capture of its original UI.
– Comparing its performance against some pre-defined use cases. For example, the completion
time of a particular level can be compared against the average completion time for that level
in the original game.
For example, when playing the emulated version of the 1990’s DOS-based computer game Prince
of Persia5, some of the operations do not always work on the emulator and the original
appearance of the game is also somewhat lost but it is still possible to play the complete game.

Programming
Language
Compilers

A compiler may be said to have been preserved adequately, if:
– it covers all features of the programming language that it supports, e.g. concurrency (i.e.
threads), polymorphism, etc. .
– the application resulting from compiling its source code (written in a language supported by
the compiler) using the compiler yields the expected behaviour.
For example, some programming languages (e.g. Fortran, C, C++ etc.), have ISO standards6
which describe the correct behaviour of a software written in these languages. These standards
also provide test programs that may be used to assess the adequacy of a compiler for rendering all
features of the programming language that it supports

Word
Processor

The adequacy of a word processor may be measured based on its ability to:
– render existing supported word documents with an acceptable level of error tolerance. For
example, a word processor may be regarded as adequate as long as it clearly displays the
contents (e.g. text, diagram, etc.) of a word document, even if some of the features of the
document content, such as font colour and size, may have been rendered incorrectly or even
lost completely.
– enable editing (e.g. add/change/remove text, change font) and saving existing word
documents
– enable creation and saving of new word documents
For example, OpenOffice Word7 is adequate for viewing and editing word documents originally
created using Microsoft Word8 with some level of error tolerance (e.g. images do not always
appear as originally intended but viewable nevertheless).
Table 1

5

Best Old Games | Prince of Persia Download http://www.bestoldgames.net/eng/old-games/prince-of-persia.php

6

http://www.iso.org/iso/iso_catalogue/catalogue_tc/catalogue_tc_browse.htm?commid=45202

7

http://www.openoffice.org/

8

http://office.microsoft.com/en-gb/word/default.aspx
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include documentation of expected user interaction with
the software in terms of expected inputs and outputs,
information about accepted speed of execution and predefined test scripts and expected output and so on. This is
not comprehensively addressed in the OAIS model but
may be considered amongst the Preservation Description
Information of software for demonstrating the satisfaction
of significant properties, and thus viewed as an additional
component of the OAIS information object in the context
of long-term software preservation. Thus the notion of
significant property corresponds to the proposed
Transformational Information Property in (Giaretta et. al.
2009)

table outlines some of the stakeholder categories which
arise when considering software.
– Software creator: Has detailed knowledge of the
software, so can provide reconstruction and replay
properties, to make it easier to maintain software in
the present as well as the longer term. This might be a
single person, a team or a commercial company.
– Software procurer: The funder of the software
creator. The software may be required to work in a
“live production” environment for analysing data for
example, or may be a prototype only destined to prove
the theorum of a research project. There are different
expectations around the levels of documentation in
these cases. For research projects, the procurer may
be the funding council and rather remote; for live
production software the procurer is likely to have a
high degree of commitment to the project but is
probably mostly interested in the outcomes of the
software rather than the software per se.
– Software user: Most users of software are not
particularly interested in the software per se but the
functionality that it provides. Whilst it provides the
required functionality then it is needed to operate. This
can cause issues when the software and the user are
not changing requirements/functionality at the same
rate.
– Repository manager: In the research arena where all
research outputs of an institution need to be collected
and curated, then issues around software need to be
considered, both for software in its own right and
software as an access mechanism for data.

Figure 2: The OAIS Information Model and the
Software Performance Model

Risks analysis of preserving software
A key observation of our study is that preserving
software is a complex process, with many dependencies
and highly technical knowledge required to provide a
preservable software product which can even be
successfully reconstructed let alone adequately replayed.
The most successful software preservation activities were
by those organisations who had initially developed
software and then spent much time and effort to keep the
software alive, using systematic software engineering
methods, strong documentation, and a base of “tacit
knowledge” in the workforce. In recognition that the best
place to start preservation is during the creation of a digital
object, we developed a tool which extended the popular
software development tool Eclipse with the capability to
record preservation properties during the development
process, and in conjunction with the version control system
of the software development.
However, it may not be possible to undertake the
software preservation activity in conjunction with the
development. Software preservation may be retrospective
on legacy code, and the software product may be handed to
an archivist or librarian to preserve. In this case, the risks
associated with preservation are much greater, and a
careful decision should be undertaken as to whether the

Towards a methodology for software
preservation
We have analysed the requirements for software
preservation considered the criteria which needs to be
defined to ensure adequate preservation approach, and
identified how software preservation can be related to the
OAIS model. Consequently to perform a preservation
analysis of a particular software product, we can use an
OAIS compliant preservation analysis methodology, such
as (Conway et. al. 2009). That paper presents an approach
to preservation analysis which allows the software archiver
to identify the designated community and appropriate
information objects (including representation information,
PDI and significant properties. Our framework identifies
which components to look for in the case of software. Here
we highlight some aspects particular to software which
should inform the use of the methodology.

Stakeholder Analysis
As part of a principled preservation planning process,
there is need to consider the stakeholders involved, with
their different points of view and skills. The following
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additional effort is worthwhile. Figure 3 outlines some of
the key decisions which must be undertaken to assess the
value of a software preservation action. Again, the
preservation properties identified in within our framework
provide guidance to the required information and therefore
allow the value of the preservation action to be assessed.

Figure 3: Descision proceedure for software
preservation analysis.

software, specifically in terms of its relevance (to the
software that it is applied to) and sufficiency (of the
information recorded) for long-term preservation of
software, considered within the context of the BADC’s
approach to accommodating changes in the technological
environment to ensure effective long-term software
maintenance and re-use.
In short, the BADC study highlights that the BADC
should benefit from suitable software preservation models
and tools that would effectively manage complexity and
reduce costs of software preservation, and could also be
integrated within existing systems for software
development and maintenance.
The preservation approach should be assisted with tool
support to allow the systematic collection of preservation
propertied for software. We have developed a Java-based
tool called Significant Properties Editing and Querying for
Software (SPEQS), developed in view of our analysis of
the BADC use case. SPEQS demonstrates the feasibility of
integrating preservation (in terms of capturing preservation
properties identified in the software preservation
framework) within the software development lifecycle to
aid its long-term preservation in future, and thus has the
potential to be beneficial to software development oriented
organisations. The BADC case study and the SPEQS tool
are described in (Matthews et. al. 2009b)
A further validation of the approach took place within
a preservation exercise for solar-terrestrial physics data.
This study considered raw data which could be analysed to
extract an Ionogram – a graph showing ionization layers in
the atmosphere. Current scientists use a software product
called SAO explorer10 to extract ionograms from the data.
This software was archived in accordance with the
methodology described in this paper. As a result the
archived software could with confidence be integrated into
an larger OAIS compliant solution for the preservation of
mmm data files. This solutions permits the long term study
of specified atmospheric phenomena from this geographic
location. The archived SAO explorer solution could also
then be deposited in the DCC registry repository of
representation information thereby providing a solution
which can be re-used by hundreds of ionosphere
monitoring station which are active globally.

Validating the Approach

Conclusions

In order to validate our framework and methodology
for software preservation, we have undertaken trials in the
application of the software preservation framework in the
context of a use case involving the British Atmospheric
Data Centre9. This includes evaluating the overall
efficiency of the framework against a number of BADC

We can see that there are good reasons to consider the
preservation of software. Further, we have established a
reference framework to discuss software preservation in
terms of an abstract performance model. Software is not an
independent entity in its own right, but only can be judged
to be adequately preserved in the context of the satisfactory
preservation of its target data objects. Different

9

http://badc.nerc.ac.uk/home/index.html

10
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http://ulcar.uml.edu/SAO-X/SAO-X.html
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future, such providing version control, dependency
analysis and good documentation. We
consider how software preservation can be integrated into
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of the software.
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Abstract
The Chronopolis Digital Preservation Initiative, one of the
Library of Congress' latest efforts to collect and preserve atrisk digital information, has completed its first year of
service as a multi-member partnership to meet the archival
needs of a wide range of cultural and social domains. In this
paper we will explore the major themes within Chronopolis.

the Inter-university Consortium for Political and Social
Research (ICPSR), based at the University of Michigan,
"Web-at-Risk" collections from the California Digital
Library (CDL), geospatial data resources from the North
Carolina Geospatial Data Archiving Project, and several
decades of data from research cruises from the Scripps
Institution of Oceanography (SIO) at UC San Diego.

Chronopolis

The Chronopolis Model

The Chronopolis digital preservation network, initially
funded by the Library of Congress' National Digital
Information Infrastructure and Preservation Program
(NDIIPP), has completed its first year of service as a multimember partnership to meet the archival needs of a wide
range of domains.
Chronopolis is a digital preservation data grid
framework developed by the San Diego Supercomputer
Center (SDSC) at UC San Diego, the UC San Diego
Libraries (UCSDL), and their partners at the National
Center for Atmospheric Research (NCAR) in Boulder,
Colorado and the University of Maryland's Institute for
Advanced Computer Studies (UMIACS).
A key goal of the Chronopolis project is to provide
cross-domain collection sharing for long-term preservation.
Using existing high-speed educational and research
networks
and
mass-scale
storage
infrastructure
investments, the partnership is designed to leverage the
data storage capabilities at SDSC, NCAR, and UMIACS to
provide a preservation data grid that emphasizes
heterogeneous and highly redundant data storage systems.
Specifically, each Chronopolis partner operates a grid
node containing at least 50 TB of storage capacity for
digital collections related to the Library of Congress'
NDIIPP content. The Chronopolis methodology employs a
minimum of three geographically distributed copies of the
data collections, while enabling curatorial audit reporting
and access for preservation clients. The partnership is also
developing best practices for the NDIIPP community for
data packaging and transmission among heterogeneous
digital archive systems.
As of July, 2009, Chronopolis houses four diverse
collections: a backup of the complete digital holdings of

The key concept underlying Chronopolis is a phased
approach to the development of long-term preservation
cyberinfrastructure that can be scaled and evolved over
time. Such an approach must provide:
 A production system for collection management and
preservation that is stable, can evolve with use and
technology, and scale with expansion of individual and
aggregate collections.
 Smooth integration of new technologies as they are
developed and tested, in order to increase capability and
functionality without service disruption.
 Well-managed administration of the facility which
includes the integration of policies and procedures
governing the availability of data, data integrity,
security, retention periods, collection selection, and
metadata standards.
 The exploration of policies and cost models for longterm preservation that ensure the protection of critical
data collections beyond the life-time of the projects and
efforts which generated them, and provide a plan for
future maintenance, curation and use.
The Chronopolis model seeks to integrate these
elements to provide a model for the data management and
preservation cyberinfrastructure that will be required to
ensure availability, access, and usability of our most valued
digital data holdings.

Chronopolis Services
Chronopolis provides a suite of replication and
preservation services. These services are the mechanics of

141

not exist on the master site is not removed: a manual
deletion is required. During the ingestion of collections
into Chronopolis only one situation was encountered where
the manual removal of files from a partner site was
necessary.

the digital lifecycle for objects in Chronopolis, from ingest
and replication to monitoring and managing.

Data Ingest
The Chronopolis ingest process consists of several
steps, including negotiation with data providers, data
transfer, registration into Chronopolis, and quality
assurance/quality control (QAQC) at various stages. The
initial process starts with human negotiations between
Chronopolis and the data provider personnel. During this
discussion issues such as the number of collections, their
sizes, naming of collections and transfer methods are
discussed. The packaging and transfer process thus far has
varied somewhat according to the data provider, however
for the most part BagIt has been used during data
collection transfer to SDSC storage devices. Starting with a
BagIt filename that is accessible from the data provider,
the collection must be retrieved, usually via ssh or the wget
transfer protocol. Once onto an SDSC storage device a
QAQC process is run against the authoritative collection
manifest file originating from the data provider. This
process includes checking inventory and individual data
object checksums. The collection is transferred to a storage
device that is a registered SRB resource so that the actual
SRB ingest is merely a registration of the collection into
the SRB MCAT. Once ingested, read permissions are
granted to the NCAR and UMIACS SRB zones so that the
replication process can proceed. The final step includes
registration of the collection into the ACE monitoring
system.

Data Auditing
An Audit Control Environment Audit Manager (AM)1
has been installed at all three partner sites to monitor the
integrity of replicated files. The three partner sites
administer their ACE installations independent of other
sites. After replication to a partner site finishes, that site
registers the new collection into ACE for monitoring.
During registration, collections are grouped by data
provider, an audit policy is assigned to them, and
connection information for the SRB is gathered. Each
collection is assigned a unique audit policy determining
when the AM will scan collections for changes. The
current default policy in Chronopolis is to audit collections
every 30 days.
During the initial audit, SHA-256 digests are
registered for all files in the collection. These digests are
secured as described previously and used to validate the
contents of a collection during subsequent audits. After the
collection has been registered, auditing will occur as
dictated by the collection's policy or manually as triggered
by an administrator. After each audit a report is generated
summarizing what activity occurred during an audit. These
may optionally be delivered via e-mail.
After a collection has been fully registered, an
administrator may compare the collection to either a
supplied manifest or to a peer site. After replication,
partner sites that recently received data should compare the
new collections to the master collection. This will detect
any files that may have not been properly replicated. In
Chronopolis, both partners at UMIACS and NCAR will
compare their collections against SDSC to ensure they
have been replicated properly.
Performance testing of the AM installation at
UMIACS has shown that the entire Chronopolis holdings
can be audited in under one week.2 The table below shows
the audit performance grouped by data provider.

Data Replication
Replication from SDSC to UMIACS and NCAR is
monitored using the SRB Replication Monitor installed at
UMIACS. Prior to replication, each replica site designates
an account local to its zone that will host the data. Using a
local account ensures that accessing a partner’s data is not
dependent on any services running at a remote partner site.
After this account has been established, the master site
grants read-only access to this new account. This account
will be used to pull data from the master site to remote
peers.
The collection is then registered to the SRB
Replication Monitor. After all data has been ingested and
access permissions set on the master site, replica
synchronization is started on the Replication Monitor. This
synchronization will compare the files in the master
collection with each registered partner. Any data that is
different or non-existent on a partner site will be copied to
the remote site. The resulting replica at the peer sites will
be under the custody of the local SRB account on that
partner.
As new data is added to collections on the master site,
replication may be triggered multiple times to ensure that
all partner sites have copies of the complete collection. The
Replication Monitor only pulls data from the master site to
partner sites. Any data that exists on partner sites that does

Installation

Files

Director
ies

Size

Time(h)

CDL
SIO-GDC

46,762
197,718

28
5,230

4.291 TB
815 GB

20:32
6:49

1

Song, S. and JaJa, J. ACE: A Novel Software Platform to
Ensure the Integrity of Long Term Archives. in Archiving
2007. 2007: IS&T.
2

Smorul, M. and JaJa, J. A Case Study in Distributed
Collection Monitoring and Auditing Using the Audit
Control Environment (ACE). in Archiving 2009. 2009:
IS&T.
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ICPSR
NC-State

4,830,62
5
608,424

95,580

6.957 TB

122:48

42,207

5.465 TB

32:14

Chronopolis Advanced Access Portal
The current implementation of the Chronopolis system
contains a collection of software systems that are loosely
coupled in their management interfaces. Expert level
knowledge of the Chronopolis system components is
required to perform the various functions within the
system. The project is currently working to make this
operational functionality available to a broader group of
Chronopolis users, with focus on the current expert users,
data providers, and project stakeholders. To this end,
software interfaces to the current components focused on
users’ needs are currently under development or are
contemplated for future development. These tools integrate
the information from the existing components into a single,
easy to understand portal.
For example, the information that is required for
monitoring the status and error conditions can currently be
found in Chronopolis components if one knows where to
look. Since various software components are installed at
each of the Chronopolis archiving institutions, the user
must possess a mental map of the installations. This is
knowledge that the designers have, but a typical user is far
less likely to acquire it. To facilitate a less complex
interaction for users, the Chronopolis project has designed
a web-based status display that integrates information from
all sites into an integrated page. The aim of this status
display is to pull status information from all Chronopolis
components and integrate it, so that users can quickly
ascertain the state of collections of interest, find any
replication or verification errors, then drill into the
information to discover the cause. This interface will also
provide access to collections’ metrics and reports.
The ACE Audit Manager provides Javascipt Object
Notation (JSON)3 access to most functions. Among these
are collection status, state of an individual collection, event
log browsing, and item level browsing. Access permission
to the JSON services requires an ACE account. Within
Chronopolis a common read-only account has been created
at all partner sites so that various harvesting software may
automatically retrieve data from audit managers for display
in a portal. Specifically, only the following access is
required at all three sites: overall collection status, item
level browsing, log retrieval, error report retrieval, activity
report viewing, download collection digests, duplicate
detection, and token downloading. This access allows
remote sites to pull enough information to determine what
differences may exist among their collections and their
peers’ collections, and to show overall collection health.

Metadata Services
A Chronopolis Metadata Working Group developed a
metadata model for Chronopolis’ first phase services to
meet the following requirements:
 replicate assets in multiple and geographically
dispersed locations,
 monitor assets regularly to identify deterioration or
corruption,
 develop mechanisms for replacing deteriorating or
corrupt assets,
 deliver assets back to the Data Provider upon request.
This model must also:
 be conformant to community metadata standards,
 be extensible to support future development of
Chronopolis services and community metadata
standards,
 promote trust among data providers for Chronopolis.
In completing the Chronopolis metadata model, the
Metadata Working Group made an analysis of the
Chronopolis system, determining what metadata are
created and used and how they are created at certain points
in the Chronopolis life-cycle of a digital asset. Discussions
were founded on two basic assumptions:
 Data providers need to be highly confident that the
assets they submit to the system can be retrieved.
 Metadata is the foundation of that confidence and
allows Chronopolis management to know that
digital assets are the same as what was submitted or
to identify those that are not and “cure” them via the
replication technology utilized in the system.
The working group posited the life-cycle path of a
digital asset in the Chronopolis system, noting eight types
of events that the life-cycle triggered. These event types do
not necessarily occur in a linear sequence.
 ET-1. Service Level Agreement
 ET-2. Acquisition Transfer
 ET-3. Acquisition Validation
 ET-4. Acquisition Registration into the SRB
 ET-5. Acquisition Registration into ACE
 ET-6. Inter-node Inventory Check
 ET-7. Acquisition Replication
 ET-8. File Integrity Check

Chronopolis Tools

Each event was then analyzed to determine how
adequately it was represented in the system, what
additional metadata might be needed to improve the
representation, and whether the metadata were or could be
automatically created by one of the Chronopolis subsystems (MCAT, ACE, or Replication Monitor) or
required human intervention (e.g., initial submission and
integrity check).

Chronopolis is comprised of several technologies.
These have been designed to work together to provide a
seamless preservation environment of geographically
3
Crockford, Douglas (May 28, 2009). "Introducing
JSON". json.org. http://json.org.
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replicated content. One of the explicit goals in Chronopolis
is to investigate emerging tools which are particularly
appropriate for the digital preservation community.

sped up by parallelizing the exchange process. Open
source code exists which instantiates up to 16 parallel
processes to tackle the URL transfers.5
Division of collections into bags is not always a
straightforward decision. In the Chronopolis project the
data providers have been encouraged to put whole
collections up to 5 TB into single BagIt files. Experience
shows that beyond this size it makes more sense to divide
the collection into smaller parts.
The BagIt format is growing in popularity, particularly
among the NDIIPP partners, many of whom have adopted
this format in their projects. At the June, 2009 NDIIPP
Partners Meeting, several presentations included discussion
of the BagIt format.6

BagIt transfer format
BagIt4 was chosen as the principal format for
collection packaging during the transfer process from data
provider to the Chronopolis system. BagIt was originally
developed by the California Digital Library (CDL) and the
Library of Congress. The Library of Congress has used it
to transfer over 80TB of highly heterogeneous materials
between differing storage systems. The BagIt specification
was written to provide a simple, generic, easy to use
method to accomplish data transfers. The key features of
BagIt are its inclusion of a clear inventory (including a
collection directory structure, object names and
checksums), and its inherent ability to parallelize the
transfer process for high-speed exchange.
Much like a .tar or .zip file, the BagIt format is simply
a specification for aggregating a collection of files into a
single package file. A BagIt file has a minimum of two
housekeeping or extra files beyond those of the collection.
These include a “manifest-algorithm.txt” file, and a
“bagit.txt” file. Along with these two files at the root level
the collection objects are placed in a /data directory. The
“bagit.txt” file is a two-line file specifying BagIt version
and character set used. The “manifest-algorithm.txt” is a
key file which includes a complete inventory of the
collection giving pathname and checksum for each data
object. In practice the “algorithm” in the “manifestalgorithm.txt” is replaced with the checksum method used
(MD5, SHA-1, etc.).
To enable fast parallelizable network transfers, a large
bag can be transferred with “holes” in it, that is, with files
that are missing but that can be retrieved by URL. The
transfer of a large “holey” bag can be greatly sped up by
fetching the missing files with multiple parallel retrievals
using ordinary HTTP-aware tools. The holey bag option
requires an additional “fetch.txt” file at the root level of the
bag. A URL pointer or identifier must be listed for each
object in the collection. This requires the data provider to
assure the data objects are accessible via an http server.
Perhaps the foremost benefit of the BagIt format is
that it contains an authoritative inventory and file
checksum that can be used at various processing steps to
assure the completeness of the collection. This turns out to
be quite useful for automation of integrity checking of
large collections as they are processed through the
Chronopolis system. Additionally a significant BagIt
feature is that entire collections can be moved around
referencing a single file. When using a holey bag this file
can be quite small, amounting to a fraction of the overall
collection size. Holey bags allow the transfer process to be

Storage Resource Broker (SRB)
The Storage Resource Broker (SRB) is a data handling
middleware package that provides uniform access to data
collections stored within a data grid.7 The data grid may
consist of heterogeneous storage devices distributed across
multiple organizations. The primary benefit of the SRB is
that it allows for a single uniform access to manage
collections regardless of whether they are on a tape drive
across the world or sitting on your desktop. Chronopolis
uses SRB to manage all the data collections housed across
its currently configured three zones located at SDSC,
NCAR, and UMIACS.
As part of its management scheme the SRB uses a
metadata catalog (MCAT) which sits on top of a database.
The MCAT’s main purpose is to manage access level
metadata for individual objects, recording attributes such
as storage location addresses, pathnames, filenames,
ownership, security information, and user permissions. All
attributes are needed to store and retrieve objects across
distributed systems.
The SRB is, in essence, the glue that holds the data
grid together. As part of the configuration process SRB
systems are set up at each participating organization. The
SRB systems are configured as unique zones and federated
into a data grid. Individual data storage devices are
registered into the MCATs at each zone. Users are set up
and read/write permissions are configured at each site, as
well as across zones. The end result is a robust data grid.

5

Library of Congress Transfer Tools:
http://sourceforge.net/projects/loc-xferutils/

6

NDIIPP Partners’ Meeting Report:
http://www.digitalpreservation.gov/news/2009/20090702n
ews_article_partnersmeeting.html

4

7

BagIt Specification:
http://www.cdlib.org/inside/diglib/bagit/bagitspec.html

Storage Resource Broker:
http://www.sdsc.edu/srb/index.php/Main_Page
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The SRB has several human and machine interface
methods.8 Since the SRB is truly used as a middleware tool
in Chronopolis, the interface used is machine level and at
the command line using Scommands. Machine level APIs
are used to integrate communication to other developed
tools such as the Replication Monitor and ACE. The
human level Scommands are used primarily during the
initial ingest process.
The SRB, which has been in existence for almost a
decade, is being replaced by a more advanced tool,
iRODS.9 iRODS has a framework quite similar to the
existing SRB but includes a rule-based level allowing
customizations of many aspects of the data grid. Future
work includes transitioning Chronopolis to the iRODS
middleware package.

able to benefit from more connections due to the higher
latency between request and response.
After collections have been registered and policy set, a
replication process is started. While each replica site may
appear to be linked, they in fact execute tasks
independently from each other. This prevents an outage at
one replica site from affecting the performance of another.
Replication is a two-part process, both parts operating in
parallel. In the first part, a list of files is gathered from the
master site, which is compared to the replica site. Any files
that do not exist on the replica site, or have a different
checksum than the master, are added to a queue to be
replicated. The second part consists of a pool of threads
monitoring the work queue for files that need to be
replicated. When a thread retrieves a file from the queue, it
will attempt to copy the file to the replica site. After
replication is finished, any files seen on the master site,
which were not able to be replicated, are flagged with
errors. In the event of a network outage, all parts of a
replication will pause until the network or software is back
online. As an example, during replication to NCAR, there
were several maintenance downtimes on their SRB
services. The replication process was able to continually
pause and resume as services went offline and became
available again.

Replication Monitor
The SRB Replication Monitor10 is an automated webbased application developed to monitor the copying of
collections within the Storage Resource Broker. The
monitor was designed to provide an easy-to-use, hands-off
mechanism to reliably transfer data between zones in the
SRB. Copying small collections will usually occur within a
few hours in a relatively stable environment. However,
copying the millions of files and terabytes of data required
by Chronopolis requires days, if not weeks, during which
time any number of transfer errors may occur. The
Replication Monitor attempts overcome these errors by
retrying operations several times during different time
windows in an effort to complete a file copy. The
Replication Monitor is able to detect unusually high failure
rates and pause itself while it waits for the network or
software to stabilize.
The Replication Monitor replicates data on a percollection basis. Each collection has one or more replica
sites registered. Each site has its own independent
replication policy. This policy determines how many
simultaneous copies may occur between a master and
replica site. Determining simultaneous copies is a function
of network latency, average file size in a collection, and the
capability of the MCAT database at each site. For example,
on a collection with large files, NCAR will have a policy
that attempts more simultaneous copies than UMIACS.
This is due to NCAR having a much faster (10Gb/s)
connection than UMIACS (1Gb/s). Conversely, when
managing collections with many small files, NCAR will
generally configure fewer simultaneous copies than
UMIACS as the bottleneck will be the MCAT. UMIACS is
8

Auditing Control Environment (ACE)
ACE11 is an integrity-monitoring platform based on
creating a small-size integrity token for each digital object
upon its deposit into the archive (or upon registration of
the object in an existing archive). This token is stored
either with the object itself or in a registry at the archive as
authenticity metadata.
These tokens are linked together through time spans
by an auditable third party. For each time interval,
cryptographic summary information (CSI) that depends on
all the objects registered during that time interval is
generated. The summary information is very compact and
is size-independent of the number or sizes of the objects
ingested. The period of each round is currently defined in
seconds but can adapted as needed by the archive.
At the end of each day, all CSIs generated are
aggregated into a final witness value. This witness value is
a single number that is used to verify all CSIs issued
during the previous day. The value is expected to be stored
on reliable, read-only media, and published over the
internet. An independent auditor, given a trusted witness,
may assert the integrity of all CSIs for a given time period.
Once CSIs are certified, they may be used to validate all
tokens covered by the summaries. Once tokens are
validated, an auditor may assert that any file whose
cryptographic digest matches its token has not been
tampered with to a high probability.

Storage Resource Broker Interfaces:

http://www.sdsc.edu/srb/index.php/FAQ#Interfaces_and_Tools
9

iRODS: https://www.irods.org/

10

Replication Monitor:
https://wiki.umiacs.umd.edu/adapt/index.php/Replication:
Replication_Monitor_2.0

11

Auditing Control Environment:
https://wiki.umiacs.umd.edu/adapt/index.php/Ace:Main
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Regular audits will be continuously conducted, which
will make use of the integrity tokens and the summary
integrity information to ensure the integrity of both the
objects and the integrity information. In the Chronopolis
implementation, audits can also be triggered by an archive
manager or by a user upon data access. However, it is
assumed that the auditing services are not allowed to
change the content of the archive even if errors are
detected. The responsibility for correcting errors is left to
the archive administrator after being alerted by the auditing
service.
The ACE system consists of two components, the first
of which is an Integrity Management Service (IMS) which
gathers token requests into rounds and generates Integrity
Tokens (IT) at the end of each round. The IMS is also
responsible for publishing nightly witness values.
UMIACS currently hosts a publically available IMS for
any party to use. The second component of ACE is a suite
of multiple, independent Audit Managers (AM) that are
installed locally at archives and that periodically check the
integrity of monitored objects according to a locally
defined policy.
The ACE Audit Manager is a web-based interface that
is able to monitor multiple collections across different
types of storage. The AM periodically scans different
collections according to a customizable policy. Each scan
checks the integrity of files in a collection, and can be
configured to check the integrity of the digests securing
those files. The AM keeps a detailed audit trail describing
all changes that have been observed. At any point, reports
showing the current state of a collection may be generated,
as well as historical reports showing collection changes
over time.

restoration of collections to the data provider. Data ingest
could also be automated, using graphical controls to
control tools like Bagit, which are doing the actual
transfers. For validation, starting inner or intra zone
validation can be done with a drag and drop interface.
In addition, for engineering system monitoring,
interfaces will be added to monitor parameters like
network performance, disk usage, and system loading that
would help assess the overall health of the Chronopolis
system over time.
Automation of collection ingest There are several areas
of the ingest process that can be automated. Initial
collection level metadata can be obtained and ingested by
having the data provider fill out some sort of electronic
form. With the basic collection level attributes this form
could also specify retrieval information, including transfer
format, collection package naming and location details
which all could be managed via a metadata schema. There
are a couple of methods we wish to explore for automation
of the Chronopolis SRB ingest. One is to use the BagIt
technology and explore developments to automate its
ingest directly into the SRB/iRODS storage devices and
population of the necessary MCAT attributes. The other is
to utilize existing SRB/iRODS lightweight clients. In this
scenario the clients would be developed specifically for the
Chronopolis system and thus easily dropped at the data
provider’s organization and federated into the data grid.
Existing collections at the data providers’ organizations
can be registered into their SRB/IRODS and automatically
replicated to the Chronopolis archival zones. With some
research, this may work as an interoperability method for
data exchange with the existing MetaArchive LOCKSS
system.

Future Directions for Chronopolis
New collections and storage nodes The Chronopolis
project is investigating the addition of new collections and
new storage nodes. The addition of new collections is a
given, and negotiations have begun with potential data
providers. It is likely that most new data coming into
Chronopolis will not be from current NDIIPP collections.
This gives the project a chance to work with an even
greater diversity of content and sources. New storage
nodes are also a possibility. This will enhance the
preservation abilities of the network allowing the creation
of new storage locations, which are also likely to be in
geographical locations different from the current nodes.

Chronopolis is conceived as an ever-evolving
enterprise. To this end there will always be additions,
corrections and improvements to be done. There are
several which are already planned for the near future.
Updated auditing procedures The process of auditing
collections will be expanded in several areas. Currently
auditing is contained within a single partner site and
comparison between collections is a manually triggered
process. In the future, this comparison will be automated
and included as part of a collection’s audit policy. This will
allow partner sites not only to assert that their holdings
have not been modified, but also will allow them to assert
their holdings are identical to partner holdings.

Fully-fledged business model Chronopolis is currently
evolving from a project, fully-funded by a single source
(NDIIPP), into a broader-reaching, fee-for-service model.
This requires a larger stable of Service Level Agreements
(SLAs) with data providers and stricter contracts among
the storage nodes in the network. These documents are
anticipated to be written and in place by the fall of 2009.

Updated portal In the future additional pages will be
added to support the integrated Chronopolis view,
extending the functionality to control functions of the
Chronopolis system. Functions here could include
including starting and stopping replications using a drag
and drop interface, restoring data zone-to-zone, and
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TRAC certification One of the significant tasks planned
for the next year is a full TRAC certification12 for the
Chronopolis network. This is viewed as an important step
in verifying the current and future work to be undertaken.
This will be a full certification, conducted by outside
auditors who are not part of the Chronopolis project.

12

TRAC Certification:

http://www.crl.edu/content.asp?l1=13&l2=58&l3=162&l4=91
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specifying the depth of crawl and omitting certain parts of
a site if necessary. Yet whilst this approach successfully
renders blogs as a set of hyperlinked web pages, it
overlooks the utility of the blog as a rich data object and
does not capitalise on the kind of functionality and
flexibility inherent in structured data stored and
manipulated in either a relational database or with XML.
ArchivePress is based upon the premise that not only is
this a desirable utility, but also that organisations can have
different reasons for wishing to capture copies of blog
content, and different intentions for using the content once
they have it.
For example, an increasing number of institutions
allow staff or users to contribute to blogs in a professional
or institutional capacity, on internal or externally hosted
platforms. In particular, academic and scientific sector
organisations increasingly use blogs, internally and
externally, for many activities that merit preservation as
part of the institutional and scientific record. As a matter
of recordkeeping, the institution may wish to capture and
consolidate the raw content on such blogs into one easily
manageable and searchable resource – and typical ‘crawler
based’ web archiving approaches do not easily facilitate
this. In other cases, cultural heritage organisations may
wish to generate a collection of blog content around a
given theme and to present it as a single and searchable
resource, rather than a set of individual blogs.
For these organisations, it is the raw and aggregated
content, the structural relationships between each content
component, and the accompanying metadata (eg date
headers, author attributions) that may be most important.
Typical ‘crawler-based’ web archiving approaches do not
easily facilitate an approach that distinguishes between
content components in this manner, particularly since for
them the 'atomic' unit is the HTML web page structure, not
individual blog posts or comments as discrete entities and
data objects. Another complicating aspect of current
approaches to automated web preservation relates to
calculating the optimal frequency of harvesting and
providing the computing and network facilities to
continually re-crawl and re-collect entire websites. Explicit
signals of significant updates to websites in general are
many and varied, where they exist at all. Crawler schedules
are not therefore typically established in response to such
signals, and thus are not usually responsive to the direct

Introduction
Blog archiving and preservation is not a new challenge.
Current solutions are commonly based on typical web
archiving activities, whereby a crawler is configured to
harvest a copy of the blog and return the copy to a web
archive. Yet this is not the only solution, nor is it always the
most appropriate. We propose that in some cases, an
approach building on the functionality provided by web
feeds offers more potential. This paper describes research to
develop such an approach, suitable for organisations of
varying size and which can be implemented with relatively
little resource and technical know-how: the ArchivePress
project.

Blogs: new medium, old genre
People have been keeping diaries and journals for
centuries, and early forms of diaries have been found that
date back as far as the 2nd century AD. Their value to
Archives is indisputable, and many Archives hold the
diaries of historically notable figures within their
collections. Today’s modern equivalent is the blog – or
online web log.
The term ‘weblog’ was coined in 1997, though early
online diaries pre-date this. These early blogs were simply
regularly updated websites, and it was not until late 1998 –
‘99 that modern blogging platforms such as LiveJournal
and Blogger began to appear. Regardless of their
supporting software, blogs now typically almost always
follow a dated post/comment structure and provide web
feeds (Atom or RSS) to alert users of new posts or content.
It is upon these main features that the ArchivePress project
will draw.

The need for a new tool
The common and familiar scenario is that an
organisation runs a web crawler to capture copies of
content – in this case, blogs – and provides subsequent
access to the web site (blog) as an integral whole. This is
perfectly acceptable if the requirement is that the site is
presented as an integral whole. It allows institutions to
capture a copy of a website as an historical record, even
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publication of new content. In contrast, the use of
newsfeeds and APIs as triggers for keeping ‘up-to-date’
with cumulative web content is well established.
All of this suggests that typical ‘crawler’ based
approaches, whilst satisfactory in many cases, are not
always as flexible as might perhaps be required, and that a
feed-based approach could better serve institutional owners
and future owners, particularly where aggregated and realtime re-use of content is a requirement. It is for this
purpose that the ArchivePress project was established.

Legal issues, including permissions and copyright are out
of scope of the project, though we recognise that users of
the tool need to ensure they have appropriate permissions
before collecting and repurposing content.
Participating institutions are:
 The UK Digital Curation Centre (DCC). DCC
runs at least three blogs on Blogger.com. Most
posts are text only.

The ArchivePress project
The ArchivePress project addresses what we perceive
as a gap in the market and has been developed in response
to the changing nature of content published on the web. It
is a collaborative initiative between the University of
London Computing Centre (ULCC) and the British Library
(BL). Funded by the UK Joint Information Systems
Committee (JISC), it brings together the combined
experience of experts in digital preservation and web
archiving, particularly in such initiatives as the JISC
PoWR project and the UK Web Archiving Consortium
(UKWAC), to address the challenges and potential of
blogs as a class of dynamic information resource, distinct
from other types of websites.1
ArchivePress is intended to be a lightweight, off-theshelf, blog content archiving tool that can easily be
installed by organisations and projects, in order to facilitate
preservation of blog output by multiple individuals or
groups potentially using diverse blogging tools, platforms,
or hosts. It works by drawing on the full power of the
WordPress plug-in system and the rich functionality
offered by associated RSS feeds. The project’s target group
is, in the first instance, academic institutions, though we
appreciate that the tool has far broader reaching
applicability, particularly in the cultural heritage and
scientific sectors.
The project has three key aims:
 To create plug-ins for WordPress that will enable
it to work as a blog archiving tool;






UKOLN at the University of Bath. UKOLN staff
run approximately twelve blogs on a variety of
platforms, some on their own self-hosted
installations
of
WordPress,
some
at
WordPress.com, and others on Blogger.com.
Posts typically include a range of content,
including text, images, and embedded slideshare
files.



Lincoln University. Lincoln provides a multi-user
WordPress instance for staff use. Approximately
nine are currently available to the project. As with
UKOLN, posts typically include a range of
content types.



The British Library. The BL provides a Typepad
platform to support corporate blogging activities.
Approximately twenty blogs are currently hosted,
incorporating a range of content from
alphanumeric text (including unusual characters)
to embedded multimedia files.

The main outputs of the project include:
 An open source WordPress plug-in based on the
Wordpress plug-in API. This is being developed
using Google Code, and is published and
publicised using the WordPress themes website;

To create demonstrator instances of the
ArchivePress system in use, using groups of blogs
nominated by institutions with ongoing, active
blogging outputs, in order to demonstrate,
compare, and analyse the results of the project
approach;



Supporting research into academic attitudes
towards blog archiving and the significant
properties of blogs;



Documentation and guidelines on installing and
configuring the plug-in(s), and on managing the
archive.

The project has so far explored two key aspects: academic
attitudes to blogging and blog archiving, and development
of the demonstrator tool.

To assess the effectiveness of this approach and
promote discussion and debate among the
community including web managers, bloggers,
and web archiving specialists.

Academic attitudes to blog archiving
An information gathering exercise was launched to
identify academic participants’ attitudes to blogging and
blog archiving. The exercise aimed to elicit information
on:

1

JISC PoWR (Preservation of Web Resources) http://jiscpowr.jiscinvolve.org/; UKWAC http://www.webarchive.org.uk/ukwa/ . (retrieved: Sept
17th 2009).
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How staff typically digest blog content;
Why they blog and the values of blogs;
Current blog archiving practices;
Which elements of blogs were most valuable;
Which elements of blogs ought to be preserved.

Upon checking, we discovered that the Internet Archive
does not currently contain archives of any blogs identified
by participants. One institution even blocks the IA crawlers
through use of the robots.txt file, so none of its blogs are
captured – a fact that our participant was unaware of.
Another participant submitted her blog URLs to the IA
around the time of the survey so they are not yet accessible
(there is a six-month delay between submission of a
URL/crawl and access to the archived site via the IA’s
WayBack machine).
Participants were asked ‘what do you think are the
most valuable elements of a blog?’ and to rate options on a
scale of 1 – 5 (5 being most valuable):

Twelve participants were sampled from our three
participating academic institutions. They represented a
variety of users including technical staff, managers, subject
librarians, researchers, and learning & support
coordinators. Responses overall indicated a high level of
support for the project and its underlying premise that not
all blog content requires preservation. Almost all
participants either had their own blog or contributed
content to an organisational blog, with only one exception.
All reported using content from blogs from academic
research, though they were equally divided between
occasional use and regular use, and all users reported
leaving comments on blogs managed by other people.
Participants were asked how they typically digest blog
content. Three quarters of participants utilised RSS feeds,
though most of these followed this up with a direct visit to
the website. Only two participants relied on the RSS feeds
alone, without recourse to the host website.
When asked to identify the most valuable functions
served by their blogs, the majority of participants said it
was to discuss ideas (Average Rating: 4.55), closely
followed by dissemination of ideas (AR: 4.36). This was
followed by providing a record of personal professional
impact (AR: 4.09) and a record of personal activities (AR:
3.55). Citation was marked relatively lowly in comparison
(AR: 3.05).
Participants were asked which measures they relied
upon (if any) to currently protect/archive their blogs:

Table 2: What do you think are the most valuable elements of
a blog?

Figures in the table are the average ratings (from a
total possible score of 5). A forced rating system was in
operation, with respondents placing features in order of
value. Eleven out of twelve participants stated the posts
were most valuable, followed by comments. One
respondent selected comments over posts. Participants
were almost equally divided over the third most important
feature, with six selecting ‘look and feel’ and five selecting
additional pages; most relegated sidebar widgets to last
place. This supports the ArchivePress premise that posts
and comments are more important than ‘peripheral’
features, though one participant noted that additional pages
can have contextual value if they provide personal
information about the blogger – ‘it helps credibility to
know the environment the blogger is coming from’.
Participants were also asked which types of data they
thought blog archiving applications ought to capture. This
question went into more detail than the question on
valuable elements, and was intended to identify additional
data on, for example, supporting metadata. Participants
were able to select as many options as they wished.

Table 1: What measures do you rely on, if any, to protect and
archive your blog content?

Most bloggers rely upon system backups performed by
the institution to protect and archive their blogs. None of
the participants used the UK Web Archive or any other eb
archiving service, other than the Internet Archive (IA).
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work with a larger scale survey over the next few months.2
In the meantime, we draw the following tentative
conclusions:
 Content posted to blogs has value to bloggers and
readers for a range of reasons. Whilst real-time
interaction in the form of discussing and
disseminating ideas is the most valuable function
of a blog, their value as records of personal
professional impact and personal activities is also
appreciated.

KEY:
A.
B.
C.
D.
E.
F.
G.
H.
I.
J.

Posts
Comments
Blog name & URL capture
Tag/category names
Embedded objects (eg images)
All of it!
Additional pages
Author profiles
Commenter profiles
Associated feeds (e.g. from
services such as Twitter)

microblogging



A blog archiving service that targets and stores
only certain types of content from blogs is an
acceptable approach



Such a service should focus primarily on
archiving blog posts and comments. Tag &
category names, and blog names & URLs should
also be captured. Capture of embedded objects
may also be desirable, though look and feel is not
so important.



‘Peripheral’ features, such as associated feeds and
author profiles are not a priority for most users
(though it is this author’s belief that profiles may
have longer term value than identified within the
confines of our survey results).

Significant Properties

Table 3: Which types of data do you think blog archiving
applications should capture?

The INSPECT framework defines significant
properties of digital objects around the high-level
categories of Content, Context, Structure, Rendering, and
Behaviour.3 We are drawing upon input from project
participants (above) and the expert knowledge of the
project team to develop a set of significant properties for
blog content based around the same framework. We
perceive significant properties as a set of features specific
to a content type and a given preservation objective. In this
case, the objective of preservation is to preserve content
from blogs for re-use, rather than to preserve the entire
blog website. Version 1 of the model includes the
following features:

All participants thought that posts and comments
should be captured, though a third suggested that this
should take place as part of capture of the whole site, i.e.
that all of it should be captured. Breaking down the
demographics, these responses typically came from nontechnical staff, mainly librarians, all of whom currently
access content first via RSS feed then via direct visits to
the website.
In terms of supporting information, almost all
participants believed that blog name and URL should be
captured, followed by tag and category names.
Surprisingly few people placed value on capture of author
and commenter profiles. This could be for a variety of
reasons, for example, thinking only of short term re-use by
existing users, not new users who have no familiarity with
the original context of the post or posters.
The relatively small scale of the survey means that we
cannot interpret the findings as overwhelmingly
conclusive. Nonetheless, they represent of a range of usertypes within our target audience, and are indicative of the
responses a larger survey may elicit. They are, by and
large, in keeping with the much larger survey carried out in
2007 by Carolyn Hank et al into ‘Blogger perceptions on
digital preservation’, and we intend to follow up our initial

2

Hank, Carolyn et al Blogger perceptions on digital
preservation. Poster for JCDL, 2007 (retrieved 18
September 2009).
http://www.ils.unc.edu/%7Ehcarolyn/blogsurvey/poster.pdf;
Hank, C., Choemprayong, S., and Sheble, L. ‘Blogger
perceptions on digital preservation’ in Proceedings of the
7th ACM/IEEE-CS Joint Conference on Digital Libraries
(Vancouver, BC, Canada, June 18 – 23, 2007). JCDL ‘07.
ACM, New York, NY, 477-477.
3
Knight, Gareth Framework for the Definition of
Significant Properties, 2008 (retrieved 18 September 2009)
http://www.significantproperties.org.uk/documents/wp33propertiesreport-v1.pdf.
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Content: Blog posts; Blog comments; Embedded
objects; Tags/Categories.
Context: Blog title & URL; Primary contributors;
primary contributor profiles; Post authors;
Content dates.
Structure: Post IDs, Comment IDs; Component
relationships
Rendering: Text formatting
Behaviour: Hyperlinks

Further actions will also be supported, such as providing
descriptive information about the post authors and the
archived blogs, and any additional metadata that may be
necessary. The extent to which different configuration
options may be required is still being ascertained, based on
ongoing feedback to the demo systems populated with
sample content from participating institutions.
Other third-party plug-ins have also been identified
that provide additional support and add value to the archive
as a tool for research. For example, the Academic Citations
(AC) plug-in adds text citations in various common
formats (Harvard, Chicago) to the foot of a post, and a
modified version of the same plug-in displays a metadata
summary for each post. ArchivePress is therefore emerging
as a suite of complementary tools, rather than a single
addition.
Data is thus harvested from blogs and archived in a
single WordPress instance under the control of the
institution running ArchivePress. We recognise that the
creation of archives in this manner does not of itself fulfil
all the goals and requirements of digital preservation, any
more than setting up a repository or crawler. It will,
however benefit many key preservation activities, such as
selection, classification, access and migration, within any
broader digital preservation system. Furthermore, we
believe the open source nature of the installation, along
with our use of standards and the resulting highly
structured datasets, will facilitate digital preservation with
a minimum of subsequent interventions to the format of the
data.

The set of properties will be revised during the course of
the project upon further input from participants and
feedback to the demo installations using content from
participating institutions.

Technicalities
WordPress is arguably the most widely used blogging
application for self-hosted blogging. It is also the engine
behind many prominent free and commercial blog
providers, including WordPress.com, Edublogs and
JISCInvolve. It is Open Source, GPL licensed, based on
PHP and MySQL, and uses well-defined open data
schemas (using SQL natively and XML for data
exchange). These features make it eminently suitable for
digital preservation applications. It also has rich inbuilt
functionality, including support for importing content from
a range of diverse blog platforms (Blogger, Typepad, MT,
LiveJournal) using a variety of approaches (such as RSS,
export XML, APIs).
Many third-party plug-ins have been developed: one in
particular enables WordPress to be used as an aggregating
blog, automatically importing posts from other blogs via
RSS feeds. This is the FeedWordPress plug-in.4 The
ArchivePress project builds on that approach and has
developed a plug-in to enable an appropriately configured
WordPress instance to harvest not only posts, but also
comments, embedded content and rich metadata from other
blogs, regardless of platform, as long as an RSS/Atom feed
is available.
The main ArchivePress plug-in is currently being
developed, using PHP. On completion of the project it will
be available for download from the project website and
Google Code. It will require a compatible WordPress
installation of WP 1.5 or higher with the FeedWordPress
plug-in installed. Configuration depends to some extent on
the requirements of the user institution, though basic
configuration is intended to be as simple as possible, so
that the archive manager can set a blog to be archived by
providing the following information:



Select whether embedded content is also to be
imported.

Limitations of the approach
ArchivePress relies on RSS feeds for delivery of
content. Capture is therefore limited to that content which
can be delivered by RSS feed. Required RSS 2.0 elements
are:
 Title (the name of the blog)
 Link (URL)
 Description (in brief)
However there are far more optional elements,
including:
 Language
 LastBuildDate (date on which content last
changed)
 Generator (source software)
 ManagingEditor (person responsible for editorial
content)
 Copyright (copyright notice)
 Item elements:
o Titles (post title)
o Link (URL)
o Comments (URL)
o PubDate (publication date & time)

Enter the main feed URL for blog;
Select whether comments are required;

4

Johnson,
Charles
FeedWordPress
plug-in
http://wordpress.org/extend/plugins/feedwordpress/
(retrieved 18 September 2009)

152

o
o
o
o
o

Author (name of author)
Category
(categories
allocated;
repeatable)
Enclosure (describes media object
attached to item)
Guid (a string that uniquely identifies the
item)
Description (introduction)
 Content (post content)

required information in the required order. It represents our
initial efforts and has been a valuable learning experience.
Different access interfaces are under development and
are posted on the ArchivePress blog for feedback. The
current access interface provides a homepage to explain the
context of the Archive, its source blogs, authors, and the
main features of the archives. Author profiles are not yet
enabled but will feature in a future version of
ArchivePress. Users can immediately access archive
content by author via the homepage, by tag, or by date.
Users can tab through different pages of the site. For
simplicity, these are currently restricted to the ‘Home’
page, and the ‘Archive’ page which lists all the harvested
content. Future iterations may present further options, for
example with further information about the source blogs.
Other views are also possible – one option we wish to
explore is a more ‘repository-like’ interface, with the
homepage featuring options to ‘view latest additions’,
‘search repository’, ‘browse repository’ etc.
The ‘Archive’ tab on the current interface offers
access to all posts from the collection, listed by default in
chronological order (most recent first). A by-line under the
post title identifies the source blog, author, and date of
posting. Embedded hyperlinks are active but most link to
external resources: the longevity or completeness of such
content, as noted earlier in the paper, cannot therefore be
guaranteed. Blog post headings are hyperlinks to separate
pages containing content from that post only: this is not
obvious in the current version and will be amended in
future versions to accord with the accepted convention for
denoting hyperlinks. Individual pages provide further
details on the content, including the time of posting.
Most of the content in the DCC collection is text
based: none of the posts we have captured to date have
contained images or other embedded objects. A validation
process has been initiated to check that all required content
has been captured and is accessible. This has already
revealed problems in three areas:
 Tags and categories have been captured in the RSS
feed but are not displayed with posts: this is due to a
configuration issue and is being remedied in
ArchivePress 2.0.
 Presentation of metadata in associated plug-ins,
namely the Academic Citation plug-in and the
modified AC plug-in for metadata. Neither plug-in is
consistent in showing author details: we believe this to
be another configuration issue and aim to remedy it in
V2.0 of ArchivePress.
 Links to the original blog are redirected to point to all
content from that blog on an ArchivePress page: it
must be clear whether the links are intended to point to
the Archive or not.

Since both Atom AP and RSS are XML applications,
any number of other embedded, namespace-qualified
elements can also be included by the application generating
the feed. One external namespace of particular significance
is the Well-Formed Web (WFW) project: this provides
extensions for RSS which specifically support better
handling of comments.5 WordPress blogs include the
WFW tag “commentRss” for each post, which is a link to
the feed of comments for that post. It is essential for the
ArchivePress approach that the harvester is able to
automatically locate not only the blog’s feed of posts, but
also each post’s feed of comments.
In addition to comments, and embedded content
hosted at the target blog, it remains to be established if
ArchivePress can effectively harvest content from external
sites embedded in blog posts (for example, YouTube
videos). This may be an issue in some cases, for example
with academic blogs in which the clarity of a post is
dependent on embedded resources from external sites;
when such external content is not captured, it can become
more difficult to understand the argument being made in
the post and the subsequent comments. In such instances,
apart from a link to the content in its original location,
ArchivePress may not be able to capture all significant
properties of blog content and an extended solution sought.

AP1: The DCC collection
The first ArchivePress Demonstrator (AP1) has been
set up to harvest and re-present content from three DCC
blogs: The DCC Digital Curation Blog; the DCC BLawG;
and the Research Data Management Forum blog, all of
which run on the Blogger platform. Posts are contributed
by a total of eight different staff from across the DCC
project.
AP1 uses the existing FeedWordPress plug-in, which
harvests only posts and associated metadata. Comments
functionality is being developed under v2.0 of
ArchivePress. Blogger, the host software for all blogs in
AP1 delivers posts via RSS and/or Atom. AP1 uses the
RSS option, though we plan to research closely the
differences between the RSS and Atom content to establish
if either offers richer content. The AP1 demonstrator was a
first opportunity to explore how the installation needed to
be configured in order to capture and re-present all
5

AP2: The UKOLN collection
AP2 Demonstrator has been set up to harvest and represent content from a collection of twelve UKOLN blogs.
Most run on a UKOLN-hosted multi-user instance of

Well Formed Web project: http://wellformedweb.org/.
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WordPress; some run on self-hosted installations of
WordPress; others at WordPress.com, and others on
Blogger.com. Most blogs feature posts from a single
author, though a small number are multi-authored.
AP2 is intended as a testbed for the development of
ArchivePress 2.0. We are experimenting with harvesting
comments and have discovered that this requires a different
approach depending on the hosting platform of the original
blog. WordPress is currently the only platform we have
identified that explicitly declares the location of each post's
comments feed: the ability to know, or at least accurately
infer, the address for the comments feeds is essential to
achieving the best results for a blog archive.
Three blogs are currently represented in AP2, all from
different platforms, though we intend to harvest content
from all twelve sources when the demonstrator is fully
established. We expect that the number of blogs in this
collection will produce a lengthy tag/category list and that
usability of the list may be compounded by the diverse
nature of the blogs and different users’ usage of the same
tags. Both issues will be explored during the remainder of
the project. Other activities for AP2 and the remainder of
the project will include:
 Resolving outstanding issues from ArchivePress 1.0
(mostly rendering issues)
 Clarifying the differences between content harvested
from Atom newsfeeds and those from RSS feeds
 Exploring how TypePad, Blogger and WordPress
differ
 Identifying a core set of metadata requirements and
mapping newsfeed elements to the core set
 Involving participants in evaluation and validation of
the demonstrator collections
 Assessing options for collecting copies of embedded
content, including for example SlideShare files and
YouTube videos.
 Writing installation and configuration guides to
support future ArchivePress administrators and coders
who wish to extend the plug-in further.

those with primary importance and re-use value. Our
technical work is proving that this can be achieved through
relatively (compared to ‘typical’ web crawling activities)
small-scale development work. Though we have
encountered unexpected intricacies in configuration issues,
particularly relating to variations in feed content from
different platforms and subsequent configuration
requirements, we expect to resolve these and document
them in such a manner as to make use of the plug-in a
straightforward and low-resource activity.
ArchivePress is an enabling tool that will not only
facilitate archiving and preservation of blog content, but
will also produce new corpora of aggregated blog content
that have as yet unknown research potential. From this
perspective, it is not only an archiving tool, but also a
curatorial and re-purposing tool. Ongoing evolution of the
web demands that we continue to adapt and develop new
approaches for archiving and managing web-based, or
‘born online’ content’, in order to take advantage of and
respond to all the opportunities and complexities it entails
not only now but also for the future. ArchivePress is one
such solution.
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wrote his books in a word processor on the Amiga, a now
obsolete personal computing platform.
Archiving and preservation organizations already have
a large quantity of such objects in various types and the
scale is only growing. The organisations have to make the
objects available to their users now and they have to
safeguard the digital longevity of these objects.
Consequently, at some point the organisations will need to
make a presentation copy of the objects and they will need
to convert the objects to a current, sustainable file format.
Due to the scale the only financially and organisationally
feasible way to support both actions and to achieve both
goals is some sort of automated process.

Abstract
The creation of most digital objects occurs solely in
interactive graphical user interfaces which were available at
the particular time period. Archiving and preservation
organizations are posed with large amounts of such objects
of various types. At some point they will need to, if
possible, automatically process these to make them
available to their users or convert them to a valid format. A
substantial problem in creating an automated process is the
availability of suitable tools. We are suggesting a new
method, which uses an operating system and application
independent interactive workflow for the migration of
digital objects using an emulated environment. Success
terms for the conception and functionality of emulation
environments are therefore devised which should be applied
to future long-term archiving methods.

The Interactivity Problem
A substantial problem in creating an automated
process is the availability of suitable tools. A digital object
is in most cases best viewed in the application it was
created or in its original environment. Many of these
programs were designed as interactive applications, while
most are without interfaces to automation. For example,
this means that graphic, product design, audio/video or
word processing programs cannot perform basic tasks such
as the opening and saving of a file in another format as an
unattended and fully automated task. The attempt to add
such functions (van der Hoeven, van Diessen, and van der

Introduction
The later preservation of digital objects poses
completely different requirements from those at the
original creation of the objects. The creation of most digital
objects occurs solely in interactive graphical user
interfaces which were available at the particular time
period. For example an important long-lasting spare part
for the aviation industry was designed with a specific CAD
program which by now has disappeared from the market.
Or, a museum has the rights from a famous author who
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Meer 2005) to an application is generally very complex
and sometimes even impossible since the source-code and
the required knowledge are no longer available. For a large
number of applications the cost would be very high and
would only be worth the effort for very popular formats.
Also, it is becoming increasingly difficult to find suitable
staff which is familiar with the always ageing user
environments of older computer systems. It is not possible
to rely on the availability of import functions in current
products. Additionally, human interaction in very repetitive
tasks is error-prone and expensive.
The traditional approach to help the user to automate
interactive tasks to a certain degree is the use of so-called
macro-recorders. These are specialized tools or functions
of an application or operating system user interface to
capture sequences of actions carried out, e.g. create a new
file, open the address database and selecting an address,
copy some text and save or print the file for serial letters.
However, this functionality is not standardized, differs in
its usability and features. Special tools might be needed
and the knowledge of the applications and operating
systems is required. So, the approach suggested here
predicts that there occurs a technical and organizational
separation between the machine used for workflows and
the in/output. As is shown here, emulated or virtualized
environments are particularly well suited for this.
Given these challenges we are suggesting a new method,
which uses an operating system and application
independent interactive workflow for the migration of
digital objects using an emulated environment.

van Wijngaarden 2004; von Suchodoletz and van der
Hoeven 2008). Figure 1 illustrates the application of a
View-Path, showing a typical vector originating from the
primary object to its creation application, the required
operating system up to the resultant hardware emulator.
The additional components needed in this process are
called secondary objects.
Having an emulator and contextual information
contained in a View-Path, some implications are still left
before the digital object can be rendered. First, the digital
object has to be characterised, e.g. by using services like
PRONOM (The National Archives 2007). Then, depending
on the application, the operating system or necessary level
of hardware-emulation, a number of additional software, so
called secondary objects, like applications, helper
programs and drivers need to be taken into account. There
might exist different View-Paths for each object type and
the number probably increases with the number of object
types.
Because certain object types have a relatively high
complexity, some issues need to be considered about how a
View-Path is computed. Especially for frequently
requested View-Paths it could be conceivable to work with
prepared, cached environments. Altogether, this leads to
the following requirements for managing the archive:
Creation of a Background Archive: In this case every
single object needed to create a certain View-Path is
permanently stored within the archive. These additional
objects are to be kept like the primary objects of interest.
At this point it could be considered whether the View-Path
objects like the emulators, operating systems, specific
helper software and description are bundled together in a
single package or stored individually.
Operation of an Online Archive for Direct Access: For
frequently requested secondary objects it is more efficient
to store these in a special archive, additional to the longterm archive – both to reduce the load on the long-term
archive and to improve the process of generating arbitrary
View-Paths.

Figure 1: Emulation workflow deploying a View-Path to
operate on a digital object executed by a special workflow
processor.

Setup of a View-Path Cache: For often requested and
more complex View-Paths, the use of a prepared working
environment can reduce the work for users and archive
operators. This cache either is part of the online archive or
is directly available on the reference platform. A major
challenge archivists face is the interactive character of
most of the software components involved. Hence, some
steps need to be executed through direct machine
interaction. Once the View-Path is created for rendering
primary objects of a certain type, it could be reused on
objects of the same type.

View-Paths as Rendering Formalization
Digital objects of interest, labeled as primary objects
within this paper, cannot be used by themselves, but
require a suitable context to be accessible. This context
must combine hardware and software components in such
a way that the creation environment or a suitable
equivalent is generated for the primary objects.
The reproduction of suitable environments for a digital
object of interest or corresponding equivalents is
formalized by so called View-Paths or pathways. These are
directions from the primary object of interest into the
actual environment of the user (Oltmans, van Diessen, and
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Ad-hoc View-Path Generation Versus
Prefabricated View-Path Archive
In the moment of digesting a primary object from the
archive for object rendering, it needs to be processed and
then executed, automatically or with the interaction of the
archive user or archivist. These work steps imply not only
copying and reproducing the object’s bit stream, but
actually providing access to the object in a sensible way.
At this point emulation and migration strategies do not
differ much: The procedures for the object reproduction
could be both described by the aforementioned ViewPaths. Additionally, independent View-Paths e.g. one for
the migrated object and one for the original one and its
emulated environment, might help ensuring its
authenticity.
For the actual deployment of View-Paths mainly two
different approaches could be identified:
1. Generating the software stack from scratch directly
from the components stored in the software archive.
2. Using prefabricated setups generated once by an
archivist and then stored as an emulator container file
in the View-Path cache of the archive.
Figure 2: Depending on the recreated environment (and
type of emulation) several options for the transport of the
digital objects exist.

Of course any variant in between would be possible
too. While the first option would require lots of repeated
manual work or automation (e.g. using the ideas presented
in this paper) it would reduce intermediary items to be
stored and updated if the emulation environment changes.
The latter reduces the delivery time and complexity of
often requested View-Paths.
Each item of the View-Path cache needs to be
described in the software object repository to be chosen
accordingly and compared to the multi-item on demand
View-Path setup.
In any case the archive user needs a certain set of tools
to access the object. These are often additional software
which has to be kept in the archive too or in a specialized
software repository.

Network-Transport
Many of the newer and advanced operating systems
offer low level access to standard network interfaces. Such
interfaces were widely integrated in the early eighties but
first into the high-end commercial systems. Mid of the
nineties a network interface became standard of every
desktop machine. In order to use these interfaces it often
required the installation of additional software like
hardware drivers and network protocol stacks. In the
beginning, there was a wider range of higher level network
protocols in use, but in the nineties the Internet Protocol
(IP) became more dominant and soon a quasi-standard.
Support for the various protocols were usually not part of
the standard features of ancient operating systems. Thus,
additional software had to be purchased and installed
separately. These software packages have to be conserved
in the software archive too.
The main advantage of the network-transport is the
synchronous operation: While running the reference
environment any exchange of objects is possible in both
directions. The size of files is only bound to limitations of
the deployed ancient operating system.
The FTP is one of the oldest protocols using TCP/IP.
It is around for more than 30 years and has not changed
very much. In the beginning, there were only simple
command line tools with small footprint. Now, most of the
modern operating systems or additional tools implement

Object Exchange Challenges
The loading of primary objects is a major part of any
automated processing setup: The objects need to be passed
on into the emulated environment. This is typically not a
trivial task and depends on the feature-set of the original
environment.
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comfortable front ends to this protocol. The NCSA telnet
package contains an FTP client as every Windows version
from 98 on. It was absolutely standard for the different
Unixes from nearly the beginning.
The SMB (Server Message Block) protocol, and its
successor CIFS (Common Internet File System) are not a
simple file transport protocols but also network file
systems. Thus, they offer more convenient transportation
of files back and forth and furthermore these features are
directly integrated into the standard file system of the
running operating systems. It was originally invented by
IBM with the aim of turning the DOS Interrupt 33 (21h)
local file-access into a networked file-system, later on
Microsoft made considerable changes to it. SMB is
available in Windows since the Workstation release of 3.11
and Windows NT. It is also implemented for the different
Unixes and similar systems and known as the Samba
software
package1.
The
existence
of
many
implementations of SMB/CIFS, especially the Open
Source Samba package1, should offer a long time support
for that protocol well after its demise.

analysis and generation of a machine script for then
completely automated repetition.
We define an interactive migration workflow as
ordered list of interactive events which are passed on to the
emulated environment through a defined interface. These
events can for example be mouse or keyboard events, but
are however not limited to just these. Each of these events
is linked with a precondition and an expected outcome
which can be observed as a state of the emulated
environment. Before this effect is not seen, the next event
cannot occur. To link events with special preconditions and
outcome is necessary since the workflow is depending on
the level of capacity of the emulation environment:
programs will take different amounts of time to run
depending on the load of the hosting machine. In the
interactive case, this occurs e.g. through optical control of
the user. For an automated run, the definition of expected
states and a reliable verification is indispensable.

Container Files
Emulators usually use so called container files as
virtual hard-disk images. Therefore, they offer an option to
transport a digital object into the emulated environment by
embedding it in the container file, or by creating a
secondary one, which is then attached as an additional
virtual hard-disk.
However, for producing or modifying such containers,
exact knowledge of the internal format and the used file
system is required. Furthermore, a modified version of the
digital object is only available after the emulator is
stopped. Otherwise any changes to the block-layer might
corrupt the container. Thus, no online access to digital
objects like network connections is possible.
ISO and Floppy Disk Images
Both devices are typically removable in contrast to
virtual hard-disks discussed in the aforementioned section
and thus offer a data exchange option while the emulator or
virtualization tool is running.
The emulator has to support virtual media loading and
ejecting functionality, otherwise media changes might not
get noticed. Not all hardware platforms and operating
systems support optical drives (e.g. ISO-9660 images), but
most of them support floppy disks.
Interactive Preservation Workflows
The idea is to interactively record a particular
workflow once, such as loading an old Lotus AMI Pro
document in its original environment and converting it to a
PostScript by printing with an suitable printer driver into a
file. Such a recording can serve as base for a deeper

1

Figure 3: GRATE architecture.

Unattended Interactive Migration
In the scope of the PLANETS (Farquhar and HockxYu 2007) project a prototype was developed using GRATE
which allows the wrapping of various software
environments within a single application. It provides the
archive user an abstract interface independent of digital
objects (Welte 2009; Becker et al. 2009). GRATE uses
VNC to reach an abstraction of a very wide range of
different hardware architectures (cf. Fig. 3).
Vital parts of the GRATE functionality can be realized
with the modular Open Source emulator QEMU. It offers
emulation of a wide range of hardware architectures, VNC

The Samba Project, http://www.samba.org [9/8/2009]
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support as well as hardware-monitor interfaces. Screen
output and input via mouse or keyboard—which up till
now are still the most used methods of human-computer
interaction—can be well simulated and observed using the
open VNC protocol. Thus, this setting is making available
an abstract interface which can be used for computer
interaction.

installation and configuration sessions within an emulated
environment possibly with some auxiliary data sources
attached.
For example for installing the Lotus AmiPro (Fig. 5)
application a runtime environment is necessary, consisting
of a supported operation system and the emulation of
necessary hardware requirements. For this example QEMU
the emulation of a 386 compatible PC running Windows
3.11 on basis of MS-DOS 6.20 with CD-ROM support was
used. In order to produce PostScript documents an
appropriate printer driver has to be installed additionally.

Synchronization and Machine Monitoring
In order to create interactive preservation workflows, a
technique producing and checking pre- and post-conditions
in a reliable way is necessary. Best suited for the recording
and verification of the effects of interactive events are
various technical approaches and/or combinations of these.
To observe the behaviour of the emulated hardware,
depending on the system, the screen output, the state of the
emulated processor registers or a fingerprint of its main
memory can be used to draw conclusions.
For our experiments we have found the approach of
VNCPlay (Zeldovich and Chandra 2005) useful which
produces and compares snapshots of a small area around
the mouse cursor for synchronization. This method was
originally developed for the platform independent latency
evaluation of graphical user interfaces.
Moreover, in our setting we make use of an emulated
environment which not only allows the observation of
external events of the running machine (e.g. screen), but
also internal states of the emulated machine can be
observed. But most important is the ability to monitor and
alter the state of peripheral devices in an automated way.

Figure 5: AMI Pro in an emulated Win3.11 environment.
We do not record the installation process of operating
systems, since these runnable images serve as end-points
of every single View-Path. Only transitions from these
endpoints need to be captured. For this example we
recorded the installation of a PostScript printer driver and
the AmiPro application as two distinct steps. For each
process we rebooted the emulator with an on-the-fly
generated ISO-9660 disk-image containing all necessary
tools and installation files.
The result of both recordings is the full view-path for
the designated file format of the primary object and thus is
ready for a view- or migration session. For both session
types the primary object has to be prepared for
transportation into the emulated environment. For this
example we have created a floppy image-file containing
the AmiPro (SAM) document.
For the view-session only a few automated actions
might be recorded due to the simplicity of this example.
For more complex applications preparing a ready-made
view-session supporting users on older GUI environments
may increase productivity. Migration-sessions are designed
to run in an unattended manner. Once the session is
recorded it should be replayable on any document within
the given specifications. The recorded workflow in this
example was opening a SAM file with AmiPro and
printing it with a PS-enabled printer driver directly to the

Figure 4: System setup for unattended interaction
workflows.

Experiments and Example Workflows
Given a certain primary object an archivist creates or
resolves a View-Path by choosing the closest match of
existing pathways in the software archive. In the worst case
the process starts with including the operation system. In
the best case only the appropriate application has to be
installed, if necessary at all. Every transition between two
dependencies in the View-Path consists of recorded
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Paths. Most importantly, all windows should be closed and
if possible no background or minimized tasks should run.
Whenever possible keyboard-shortcuts should be used.
They are in particular helpful if new windows are opened
at a random position. With the appropriate keycombination the window can be maximized and therefore
the playback can always match the synchronization point.
Furthermore, relying on a single screen-snapshot close to
the mouse-pointer is not always sufficient. In contrast to
the original purpose of the VNCPlay techniques, for
creating reliable and sustaining interactive workflows,
some extra effort can be imposed on the recording user.
We are currently developing a toolbox to alter and improve
recordings by defining extra synchronization points and
altering the designated area for fingerprinting but also
choosing fallback strategies e.g. if a mouse click was not
recognized by the system properly.

attached floppy disk. We were able to successfully run a
batch job doing a migration of several AmiPro documents
serially. For each document the image with the full ViewPath was freshly booted and a floppy image with the
original file was created and the prerecorded workflow was
executed. For each step the resulting PS-file was saved on
the floppy and was available for further processing.

Results
We have evaluated the playback under different
environments and conditions (cf. Tab. 1). For example, the
replay described in scenario 1 was conducted under the
same environment the recording took place. The elapsed
time is comparable to the recording time. The small
deviation is due to the extra time added after
synchronization points to allow the operation system to be
ready to handle the next input-event. In scenario 2 the
playback environment was under heavy IO- and CPU-load
and therefore the playback took three times longer than the
recording. Not only the total time increased (denoted as
real) but also the CPU-time accounted to the process
(denoted as user) increased significantly. This is due to
more screen-fingerprint comparisons, while waiting for the
matching synchronization point.

real
user
sys

Scenario 1
4 min 28.804 sec
0 min 04.652 sec
0 min 01.420 sec

Conclusion and Outlook
With the described techniques, tools and experiments
we have shown that using the taken approach is a
promising and suitable way constructing workflows for
aggregating View-Paths, preparing view sessions and
executing interactive migrations, all in an unattended way.
The advantages of automated wrapping of interactive
environments are twofold: It is possible to run large batch
jobs e.g. for migration tasks in an unattended mode. Also
untrained people like average archive users of the future
could get access to ancient environments without knowing
how exactly they have to be handled. But nevertheless,
emulation is a strategy with certain complexities requiring
specially trained archivists: ”New Skills Call for New
Jobs”. Aside from the emulated computer environment,
documentation and skills are needed to understand how to
operate an old computer environment. As of today many of
us still remember older environments such as MS-DOS and
early Windows versions, but soon even that information
will disappear as much of the mainframe operation
knowledge is already. Therefore, manuals, tutorials and
practical how-to’s need to be available as well. Taking the
approach presented into account the emulation software
archive needs to contain not only the emulators and all
components for the emulated environments but has to be
supplemented with a new section—the interactive
workflows and its View-Path pendants.
However, for unattended interactive migration tasks
some important challenges remain. Most importantly, such
recorded workflows should be described on an abstract
level and should therefore be editable. Hence, such abstract
workflows can be treated as digital objects with possible
migration paths and facilitate future compatibility.
Just as well, the description format should support
branches to allow different behavior in different
environments. If, for example, an action fails, in some

Scenario 2
14 min 03.495 sec
3 min 53.219 sec
0 min 05.588 sec

Table 1: Playback within different environments. Numbers
created by the UNIX time command. Recording took 4m
9.949 s
However, we have observed several failures while
experimenting with different workflows and environmental
settings. For example creating the above described ViewPath in the opposite order (first installing AmiPro and then
the PostScript driver) the playback of the installation
procedure failed at the very last step. The screen’s
fingerprint differed more than the allowed threshold of 5%
of mismatched pixels. This was mainly due to the change
of the desktop background, as the icon of the previously
installed printer application was missing. Other failures
were due to bad click- or event-timing. But with some
training and more experience we were able to create
working recordings with high success rates. Additionally,
some extra measures can be taken to further improve the
reliability:
The environment must always entered and left in a
predictable way. There are two possibilities entering a
session. Either the environment is booted or some actions,
like prerecorded tasks, have already been executed. The
system should look the same at any time, even if the
session starts on top of different but compatible View-
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cases a rollback and/or retry from or to a defined
checkpoint should be possible. Thus, a higher probability
of successfully applying a prerecorded workflow in a
slightly different environment could be achieved.
Usability and reliability can also be improved by
providing appropriate tools. Editing recordings allows the
user to improve recordings, alter or set synchronization
points manually and to select a strategy for failed actions.
Also, enriching recordings with descriptive meta-data will
help future users understanding the recorded workflows.
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underlying operating systems in order to be successfully
interpreted. In addition to rich formatting information,
documents may contain and reference a variety of other
objects like fonts, embedded metadata, document history,
images and the like. Even if an archivist only considers a
relatively small class of objects types for preservation (e.g.
eprints), it can require considerable effort to transform the
digital items into a format suitable for archiving, while
verifying the authenticity and ensuring that no significant
information had been lost during the transformation. This
requires the deployment, evaluation, and operation of a
large number of individual data processing tools, rendering
environments, and software platforms. The preservation of
digital materials can therefore become a labor-intensive
and tedious process for the responsible data curators.
These shortcomings motivate the development of an
integrated environment that supports the design,
evaluation, and execution of preservation strategies. The
Planets integrated environment provides a number of end
user applications that allow preservation experts to conduct
experiments based on and a large number of preservation
services. The system integrates existing content
repositories, preservation tools, and services into a
distributed research infrastructure. It allows data curators
to import digital collections, assemble and execute
complex workflows, and evaluated the results. Here, we
outline the underlying software infrastructure, known as
the Planets Interoperability Framework (IF), which
integrates the various heterogeneous preservation
components into a coherent preservation system, based on
a service-oriented architecture. Such components range
from command-line utilities, software libraries, and online
services, to emulated hard and software environments, for
examples refer to (van der Hoeven 2007).
The IF workflow programming environment
implements a component model that is specifically
designed for the development of preservation processes.
We provide an extensible set of preservation components
that can be easily assembled into complex executable
workflows. The data flow between the components is
reflected by a digital object model that is capable of
wrapping up different types of content (files, streams,
hierarchical data structures) as well as encapsulate
relationships, provenance information, and other metadata.

Abstract
The Planets project is developing a service-oriented
environment for the definition and evaluation of
preservation strategies for human-centric data. It focuses on
the question of logically preserving digital materials, as
opposed to the physical preservation of content bit-streams.
This includes the development of preservation tools for the
automated characterization, migration, and comparison of
different types of digital objects as well as the emulation of
their original runtime environment in order to ensure longtime access and interpretability. The Planets integrated
environment provides a number of end-user applications
that allow data curators to execute and scientifically
evaluate preservation experiments based on composable
preservation services. In this paper, we focus on the
middleware and programming model and show how it can
be utilized in order to create complex preservation
workflows.

Introduction
There is a vital need to electronically preserve our
cultural heritage as well as the digital outcomes of today’s
research. Ensuring long-term access to the plethora of
existing digital file formats has become an important
research challenge, in particular in the context of memory
institutions. In addition to the physical preservation of the
content bit-streams, a preservation system must ensure the
interpretability of the digital objects with current and future
applications in order to prevent a loss of information. The
development of preservation plans and automated
workflows represents a major research goal in this area.
The Planets project develops an integrated environment for
the development and evaluation of preservation strategies
for cultural heritage data. It focuses on preservation
requirements faced by cultural heritage institutions, in
particular those of national libraries and archives (Farquhar
and Hockx-Yu 2007).
A major problem is imposed by the diversity and
richness of the human-centric data. A large amount of the
digital information produced is for example stored in the
form of word processor documents. In order to preserve
this sort of data, one must be able to cope with a diversity
of document formats. These formats often exist in various
versions, are application-specific and/or depend on
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In this paper, we outline some of the basic operations that
are implemented by (currently more than 50) Planets
preservation services. The interfaces are compatible with
each other and operate based on a minimal data abstraction
outlined later in this paper.

Service-Oriented Approach
Managing the ever-increasing volumes of data
provides a research problem across many academic areas.
Examples are data produced in areas like science,
engineering, and the arts and humanities (Hey and
Trefethen 2003). Digital libraries and archiving services
are responsible for the organization, preservation, and
publication of data products and primary data. An
important factor for the scalability of digital repositories is
the automation of data management policies (Rajasekar et
al. 2006). An example for the implementation of digital
curation strategies using rule-based service enforcement is
provided by the iRods system (Hedges, Hasan, and Blanke
2007). Another effort is undertaken by the Clarin project1,
which develops a service-oriented infrastructure for the
automated processing of linguistic resources. However, it
is clear that preservation management for digital
repositories cannot be fully automated but requires the
continuous effort of data curators. Research infrastructures,
however, can greatly enhance the capabilities of their
participants by fostering collaboration and access to remote
and heterogeneous resources. Here, we present a system
that assists preservation experts in the development of
preservation strategies. It allows users to utilize and assess
a large range of preservation tools and access remote data
collections based on a service-oriented system.
The Planets Interoperability Framework provides an
environment that is implemented based on a number of
core software components (King et al. 2009) providing the
technical backbone of a Planets instance. These
components include authorization and authentication,
workflow execution, service discovery, data and metadata
management. As a whole, the framework is capable of
creating an integrated environment that supports, controls,
and secures the interaction of user applications with the
distributed backend service infrastructure. The system is
accessed by practitioners through a set of web-based
applications that aid the user in the development and
execution of preservation experiments. Two applications
that make use of the preservation framework are the
Testbed application2 (Aitken et al. 2008) and the
Preservation Planning Tool3 Plato (Becker et al. 2008).
1

http://www.clarin.eu

2

http://testbed.planets-project.eu/testbed/

3

Figure 1: Preservation Gateway Layers
These applications provide graphical interfaces for the
evaluation of preservation strategies and decision support
for preservation planning, respectively.
Figure 1 illustrates the high-level system architecture
which is here separated into three distributed layers. The
central component of the architecture is provided by the
Planets gateway server (GS) which provides a controlled
environment that operates on top of a large number of
preservation and other services (S1...Sn). The gateway
basically provides two communication substrates: firstly, a
range of web services interfaces (Portal Services) that
provide the user applications with the required means to
utilize the service infrastructure in a secured, controlled,
and reproducible way; secondly, an API (WFlow) for
defining preservation workflows based on a set of unified
components, which are outlined later in this paper.

Digital Object Model
The Planets service API4 employs a generic data
abstraction, the Planets Digital Object. Digital Objects
encapsulate the concept of single digital entities. They may
be composed of one or more byte-streams and be
associated with metadata. The data abstraction is used to
represent digital entities that are consumed and/or
produced by the services within the Planets infrastructure.
For example, the workflow system can be used to obtain a
digital object from a repository service, apply a
preservation service, and deposit the resulting object via
the Data Registry Service. It is important to note that the
digital object abstraction does not implement a full-blown
repository data model. The digital object model is intended
to provide a minimal data abstraction that can be mapped

4

http://www.ifs.tuwien.ac.at/dp/plato/intro.html

163

a Java-based Application Programming Interface

provided by the concept of fractions, which allow
reference to content parts (e.g. frames of a video, files in a
compressed package). Work is ongoing on serializing
digital objects while making use of metadata formats like
RDF, METS and PREMIS.

Repository Integration
Many memory institutions, like national libraries, and
archives already have archiving systems in place. These
are often custom solutions or based on commercial
systems. Replacing such environments is neither feasible
nor desirable. Therefore the Interoperability Framework
was designed to integrate with and complement existing
archive systems; it is in no way meant to replace them or
even to provide archiving functionality. However, it can
not be assumed that the Planets software has any control
over an institutional repository and/or that it can be granted
permission to automatically deposit materials there. Hence,
a less intrusive approach has been implemented.
Interoperability
between
existing
digital
object
management systems and the Planets infrastructure has
been based on a “mutual access” strategy. The basic
scenario involves the following steps: (1) Digital assets are
retrieved based on the particular public interfaces/protocols
provided by a repository system. (2) The obtained records
are converted to the Planets digital object model and
ingested through the Data Registry Service. After this
stage, the obtained digital objects are available for
processing within the Planets environment. (3) The
outcomes of a preservation experiment/process are made
accessible
through
a
Data
Registry.
Current
implementations are based on Apache Jackrabbit5 and the
Fedora Commons6 repository software. A user may
download the resulting data/metadata entities, which can
be subsequently deposited into an institutional archiving
system.

Figure 2: Schematic representation of the Digital Object
Model
against records retrieved from existing repository systems
and vice versa. Moreover, the object model needs to be
sufficiently expressive to reflect the preservation process
and its outcomes, for example events, manifestations,
object characteristics.
Figure 2 shows a schematic representation of the
Planets digital object implementation. In general, a digital
object represents a referenceable content entity and its
associated metadata. Digital objects can hold a set of
bibliographic default properties like a name (mandatory),
author, or a human readable description. They provide
space for basic metadata, like repository URL and format,
and also for arbitrary tagged metadata chunks. This form
avoids any need to explicitly prescribe the nature of the
high-level data model, while still allowing such metadata
to be associated with an object. File formats are specified
in the form of URIs based on the PRONOM ID schema
(Brown) (e.g. info:pronom/fmt/122 for EPS version 1.2).
The Planets Technical Registry provides a utility to
translate between the PUID schema and the more general
MIME types. An example of technical metadata is a
checksum algorithm and value. Planets defines a basic type
set of events; examples are creation, characterization,
modification events. An event typically includes an actor, a
timestamp, and a number of specific name-value pairs. The
event model has been designed to comply with the event
definition provided by the PREMIS schema (Online
Computer Library Center (OCLC) May 2005). Content
data-streams are associated with a digital object based on a
reference (typically a repository URL) or can be directly
embedded within the object, if desired. Relationships to
other digital objects for example of types like “contained”
or “derived from” are required for expressing multiple
manifestations and for creating composite objects. The
digital object abstraction provides a recursive concept that
can represent compound object types that are composed
from many different underlying objects. For example,
consider a digital object that represents the root node of a
file tree. If the digital object is passed to a service,
“contained” child elements could be incrementally
downloaded and processed. Another relationship is

Repository Access
As described earlier; in order to make data available
for experiments, it is required to first retrieve the digital
objects from a managed repository environment.
Mechanisms to access a repository, the internal data model,
and representation depend very much on the particular
system in place. Other variations result from the type of
data that is being archived and the organization with
custody. In the area of memory institutions, a commonly
supported standard is provided by the Protocol for
Metadata Harvesting (OAI-PMH)7. Other access
mechanisms that have been integrated include Web
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5

http://jackrabbit.apache.org/

6

http://www.fedora-commons.org/

7

http://www.openarchives.org/pmh/

interface DigitalObjectManager {
void store(URI, DigitalObject)
boolean isWritable(URI)
List<URI> list(URI)
DigitalObject retrieve(URI)
public List<Query> getQueryTypes()
public List<URI> list( URI, Query)
}
Figure 4: A unified interface for retrieving Digital Objects from
different and distributed data resources. The basic functionalities
are query, list, and retrieve. Write access for depositing
experiment results is supported by the Planets Data Registry.

services (REST and SOAP-based), native APIs, and filebased exchange. As a matter of fact, it was necessary to
rely on existing and individual interfaces provided by these
systems to retrieve content and metadata. Another major
obstacle for providing seamless access amongst different
repositories and collections is imposed by a great variation
in metadata usage—both syntactically and semantically.
Therefore, a major requirement for the preservation system
was the development of pluggable access components that
unify the different data sets and encodings of the various
data sources (refer to figure 3).

sources were made available within the Planets Testbed
through the use of specific Digital Object Managers.
Ingesting a digital collection has been accomplished
through a graphical data registry browser (figure 5) and a
corresponding digital object manager. This allows
experimenters to dynamically retrieve remote data items
and utilize the digital objects as part of an experimentation
workflow. Future work in this area will deal with the
inclusion of OAI-ORE resource maps (Maslov et al. 2009)
in order to enhance the structuring of the data products that
are disseminated through the Data Registry.

Digital Object Managers
The digital object managers implement the
functionality for retrieving Planets digital objects from
individual repositories and/or storage systems. A
simplified version of the object manager interface is shown
in figure 4. When a collection is registered through the
Data Registry Service, the individual data items are
mapped to the digital object model and stored within the
metadata repository. The system would, for example, map
the title and description of a Dublin Core8 record directly
to the corresponding digital object attributes. Some
repositories also embed technical information such as
checksums and algorithm within an retrieved record.
Metadata that is not interpreted can be still associated as
tagged metadata chunks within a digital object.

Evaluation
During the past project year, a selected set of sample
repositories and online data sources were chosen for
integration—each with different characteristics and
varying degrees of standards compliance. These data

Figure 5: The Repository Browser implemented by the Testbed
application. Users can select from different data sources, browse
collections, and select objects. Incorporated sources include for
example an repository of the Austrian National Library (ONB),
the Amazon S3 storage service, Web resources, and a collection
of digitized newspapers of the British Library.

Preservation Services
The standardization of service interfaces for basic,
atomic preservation actions is of crucial importance to this
service-oriented approach. These definitions are provided
as annotated Java interfaces, and any service developer
needs only to implement a single interface in order to
create a Planets-compatible preservation service. This
means that Planets services are easy to swap or combine,
making it simpler to create software that is capable of
invoking many different preservation tools.

Figure 3: Content from different remote data sources can be
referenced and accessed through the Planets data registry. A
common interface to the client application is provided by bespoke
Digital Object Managers (dm1..dmn). In order to access different
repositories, the object managers translate the requests or queries
to the respective interfaces and protocols exposed by the
respective data sources.

8

http://dublincore.org/
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each preservation service endpoint is generated and
automatically registered with the Service Registry. The IF
service registry provides a fine-grained service discovery
mechanism including an extensible, schema- and
taxonomy-based service categorization system. Moreover,
the registry maintains information including tool identifier,
accepted file formats, pathways, and/or default parameters.
The service registry is accessible via a graphical as well as
a programmatic interface.

Service Interfaces
The Planets Interoperability Framework defines a
tiered approach to the problem of creating digital
preservation services and workflows. When implementing
digital preservation services, developers initially wish to
concentrate on low-level concepts and actions. These levelone service interfaces define atomic digital preservation
verbs, for example:
 Characterize provides a generic interface for different
characterization tools like JHOVE 9, the XCEL
Extractor10, and the New Zealand Metadata
Extractor11.
 Compare: Compares different objects based on
metadata, object properties, or a normalized
representation.
 Identify: Provides an interface to wrap format
identification tools, e.g. DROID12, or the unix file
service, returning a URI format identifier.
 Migrate: Provides a generic interface for format
migration tools.
 Modify: A component that modifies digital objects
(e.g. enrich, corrupt, repair, crop), but doesn’t change
their format.
 Validate: Validates digital objects against file format
specifications and schema definitions.
 CreateView: Renders a digital object, e.g. by utilizing
an emulated environment.

Service Orchestration
As the workflows a user wishes to implement become
more sophisticated, there is a requirement to consider the
data management aspect within a repository. Institutions
view and model their digital collections in different ways
and mapping even simple concepts to an institution’s
model can be time consuming. To accommodate these
institutional models, the IF supports a repository of
individual templates which implement digital preservation
workflows. These higher level services operate upon and
decompose institutional data model instances and map
these concepts to the simple level-one interfaces and data
types. They provide the high-level activities and the
necessary control structures required for data model
manipulations, metadata mapping, and handling the
serialization back to an institutions digital repository.

Workflow Environment

These interfaces perform actions upon single byte
sequences without concerning the developer whether the
bytes represent an image from a web page or a page from a
book. They return results and status as simple structured
types. It is possible to develop and deploy level-one
services in a variety of environments using a variety of
programming languages, and tools. The interfaces are
intended to be lightweight and simple to implement and
share a set of common features: the operations are atomic,
Planets service data types are used for parameters and
returns, and binary data is handled implicitly using a
Planets Digital Object instance.

A crucial requirement of the programming
environment is to allow data curators and archivists to
assemble and deploy the preservation workflows they
require, without forcing them to understand the underlying
technical details. It is therefore important to abstract away
the complexity of the underlying architecture. This can be
done by structuring the system into different abstraction
layers and by employing higher-level workflow
representations. Here, we present an approach that
basically distinguishes between two user groups;
developers that implement workflows and experimenters
that apply workflows. Our approach provides a separation
of concerns, so that not every party intending to use the
preservation system needs to understand the entire
communication and data model. Figure 6 outlines the
workflow enactment process and involved concepts.

Service Discovery
In addition to a messaging interface (the WSDL
document), Planets preservation services must expose a
defined metadata document that describes the functionality
implemented by the service. Once a service is registered
with the preservation system, a rich service descriptor for
9

http://hul.harvard.edu/jhove/

10

http://planetarium.hki.uni-koeln.de/public/XCL/

11

http://meta-extractor.sourceforge.net/

12

http://sourceforge.net/projects/droid/

Workflow Templates
Workflow templates are pre-defined workflow
fragments that solely implement abstract process logic but
do not specify concrete services, tools, or their
parameterization. We provide an extensible set of
preservation components (based on a Java API) that can be
used to easily implement complex workflows
specifications. The higher-level and trusted workflow
components operate on top of the lower level preservation
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Figure 7: Example workflow configuration file for the invocation
of a migration service. A workflow template that implements the
a simple migration process logic is selected. The template is
configured
by
specifying
a
migration
service
(Mdb2SiardMigrate) a well as a target format (siard). The
available workflow templates can be browsed and inspected using
the workflow repository service.

Figure 6: Workflow Enactment: Pre-defined Workflow
Templates define the service orchestration based on composed
high-level components. Clients can choose from registered
templates and parameterize them based on XML descriptor files.
Workflow instances are scheduled for execution using the
workflow execution engine.

Web services (the level-one services outlined in the
previous section) and encapsulate details like messaging
and metadata.

Parameterization
Workflow templates implement reusable patterns that
are made available to Planets users through import into a
Template Repository. The Template Repository provides
service interfaces to register, browse, and retrieve
workflow template definitions. In order to schedule a
workflow execution, a user submits a descriptor document
as well as a pointer to the data registry to the Workflow
Execution Service. A descriptor basically contains the
identifier of a template and defines its parameterization, as
shown in figure 7.

Figure 8: Dynamically generated representation of a workflow
template by the workflow control panel.

Workflow Execution

Workflow Control Panel

The workflow execution engine (WEE) provides a
web service for the execution and monitoring of workflow
instances. The main purpose of the WEE is the provision
of a controlled environment for the specification and
execution of preservation processes. It implements an
enactor that governs the orchestration of the various
preservation components, which encapsulate functionalities like communication, state management, and preservation metadata handling. The WEE performs workflow
execution asynchronously and may deliver status
information to the user based on inquiry and email
notification capabilities. It currently provides a generic
web browser client or can be accessed by end user
applications using web service or native interfaces.

In general, the workflow execution engine is accessed
by the preservation applications through its Web service
API. Additionally, we provide a generic graphical client
application for the workflow environment, called the
Workflow Control Panel (WCP). The WCP (figure 8)
provides a graphical user interface that allows one to
choose from various abstract workflow scenarios
(templates). The workflow templates are then rendered and
visualized. Selected workflow templates are configured
using the GUI representation (e.g. drop-down boxes) and
can be executed and monitored using the Web application.
Additionally, users can upload/generate an XML
representation of the actual workflow instance. In general,
the WCP is used for testing and so called “informal

167

experiments”. Client applications that implement a
planning methodology or scientific experimentation
process use the WEE implicitly and provide a custom user
interface representation.

Brown, A. The PRONOM PUID Scheme: A scheme of
persistent unique identifiers for representation information.
Technical report.
Farquhar, A., and Hockx-Yu, H. 2007. Planets: Integrated
Services for Digital Preservation. In International Journal
of Digital Curation, volume 2(2), 1746–8256.

Conclusion
In this paper, a we have presented a prototype
environment for the execution of digital preservation
strategies based on distributed preservation services. We
argue that preservation systems in particular have strong
dependencies on legacy applications and third party
services. Therefore, research on unified preservation
interfaces, standardized service profiles, and programming
models is crucial to the interoperability and reusability of
current and future preservation tools and components.
Future work on the workflow environment will deal with
resource management and scalability issues.
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implementation of a national cooperative digital
preservation strategy.
Other important missions of nestor have been to
advance standardization in the area of digital preservation
and to develop a concept for training, education and
instruction together with academic partners. Synergies
between Grid technology and digital preservation should
be explored and targeted outreach activities for the
archival community and the museum community should
be organized.
When the second project phase came to an end, it was
time to ask which of these missions were still valid in the
post project time and if there were new ones to be
adopted. These questions were closely related to the
planning for a sustainable, self-funded form of
organization.
On the one hand, each of the partners who decided to
invest their own funds in nestor expects that the
investment pays back somehow. Each of the involved
institutions wants to gain something from participating in
the network. Information exchange, common technology
watch, sharing of best practices and short lines of
communication between the partners are important
aspects here. On the other hand, the partners have to make
clear what they as a consortium have to offer to new
partners. Consulting and guidance are important aspects
there.
It has become clear that nestor with its focus on
information and communication cannot on its own
“secure the preservation of digital resources in Germany”.
With its network structures it can, however, contribute to
securing digital resources.
In the end, the partners did not arrive at a completely
new mission statement. The project goal of building a
network of expertise has been met. The cooperation
agreement is an important step towards a sustainable
organization. The mission remains to sustain and enlarge
the network and its services and to continually integrate
more expertise in order to help securing digital resources
in Germany.

Abstract
Since 2003, nestor is known in the international digital
preservation community as the German network of
expertise in digital preservation. It is often referred to as a
model interdisciplinary network that interconnects
approaches from the library, archival, and museum
community. Less people know that nestor has not been a
sustainable organization all this time, but a time-limited
project. Besides the goals to establish a network of
expertise with an information platform, working groups,
and training opportunities, an important aspect of the
nestor project phase was to find a sustainable organization
model for the network’s services. These goals are mostly
met. With six of the seven project partners and two
additional organizations entering into a consortium
agreement in June 2009, nestor transforms to a sustainable
partner consortium and can continue its work.
The preparation of the sustainable organization was a
valuable experience for the project partners because vision
and mission of the network were critically discussed and
refined for the future organization, which won’t have any
more project funds at its disposal but should be as selfsustaining as possible. Some more aspects were identified
that also need further refinement in order to make nestor fit
for the future. These aspects shall be discussed in this
paper.

Mission and vision of nestor
The aim of the nestor project phases was to build a
network of expertise in digital long term preservation and
to find a sustainable form of organization that allows
maintaining the network.
The ultimate goal envisaged for the network
throughout the project phases was “to secure the
preservation of digital resources in Germany and to work
with others internationally to secure our global digital
memory and knowledge base”. It was, however, not
intended for nestor to be a preservation organization
itself, nor to build or to plan a digital archive for Germany
or the like. Most of the initial nestor partners were
planning or implementing digital archives for their
respective organizations at the time they entered into the
cooperation, and nestor should help to exchange
knowledge, distribute best practices and avoid isolated
applications. The nestor structures should foster
communication between the partners and other relevant
stakeholders and facilitate the development and

Organizational model
During the project phase, several organizational
models have been evaluated. The creation of an
“eingetragener
Verein”
(registered
association;
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means that the network cannot charge for its services and
has little to no funds at its disposal for extra activities
(like e.g. studies). For that reason, the idea to create a
national committee, consisting of the nestor partners and
representatives of the German Federal and Laender
Governments, is still on the agenda.

membership corporation) and joining of an existing
organization were intensely debated. The problem with
“eingetragener Verein” was that the number of members
should have been relatively high from the beginning in
order to cope with the organization and with the assigned
tasks. Additionally, since there are already quite a number
of “Vereine” in the German memory institution
landscape, and most nestor partners were already member
of one or another, it wouldn’t have been easy to justify the
creation and funding of yet another “Verein” and the
effort which has to be invested.
The nestor partners also decided not to join an
existing organization. nestor had quickly made a name for
itself nationally and internationally and the partners
considered it advisable for nestor to maintain
independent.
Alternatively, the creation of a network on the basis
of a cooperation agreement was discussed and finally
prepared. The advantage of a cooperation agreement is
that it allows for some planning reliability without forcing
partners into inflexible, expensive affiliations. Through
the agreement, the partners commit themselves to sustain
and even extend nestor.
The cooperation agreement does not provide nestor
with legal competency on its own. nestor cannot contract,
hire people, or administer funds, only the individual
nestor partners can do so. However, the partners are still
aspiring for nestor to reach the status of legal competency
in the medium term. For the time being, the network relies
on the willingness of its partners to assume tasks and
responsibilities. The partners allocate staff resources to
nestor in order to maintain the core activities (website,
qualification, standardization, and networking). The tasks
and the responsibilities of individual partners are
described in detail in an appendix to the cooperation
agreement.
New partners can enter the cooperation at any time,
provided they assume one or more tasks. New partners
can apply for full partnership or for associated
partnership, depending on how much effort they are
willing and able to contribute. It is estimated that
organizations, which are planning, implementing or
running digital archives and are concerned with all
aspects of digital preservation become full partners.
Organizations, which are not actively preserving digital
material (yet) can contribute specialized knowledge to a
certain work area and are thus ideally suited as associated
partners.
The directors of the partners compose the board of
directors, which makes strategic decisions and approves
new members. A coordinator, based at the German
National Library, is in charge of the day-to-day
management of the network.
Although the cooperation agreement secures the
immediate existence of nestor, the partners are aware that
it won’t be easy to maintain an effective organization
without legal competency over years. Especially the fact
that nestor cannot administer funds is cumbersome. It

Management of the consortium
Until 2009, nestor followed a project organization.
All activities were specified in a project plan and
organized in work packages with milestones and with
work package leaders. Responsibilities were clearly
distributed amongst the partners and all partners were
together responsible to the project sponsor (German
Ministry for Education and Research).
In the post project phase, there is no such external
authority. The cooperation partners are only responsible
towards one another. In order to facilitate collaboration, a
detailed description of work including individual tasks
was added to the cooperation agreement. With each new
partner entering the cooperation agreement, this annex
can be updated (in accordance with the tasks the new
partner assumes). It is the task of the coordinator to keep
an eye on the fulfillment of the description of work.
As in any cooperation, the management of a
geographically and institutionally dispersed consortium
poses a particular challenge. The coordinator sustains the
flow of information between all partners, on the
operational as well as on the executive level. In the
everyday business, mailing-lists, telephone conferences
and a wiki must substitute face to face meetings. All
partners meet at least twice a year in order to review the
progress of activities.

Core services (“products”?) of nestor
On the one hand, it is the aim of the nestor
consortium to maintain and even expand the services
developed in the project phase. On the other hand, it is a
reality that the sustainable nestor has fewer resources at
its disposal than the project nestor. Consequently, there is
a need to prioritize services. Although all services are for
free (except for small fees for the nestor schools), the
nestor partners think of them as products. It underlines the
understanding of nestor as a service provider to dedicated
customer groups. Three areas were identified as key
priorities: Networking, education, and standardization. All
of them are represented and embedded in the information
and communication platform “digitalpreservation.de”.

Information and communication platform
The information and communication platform brings
together existing activities related to the long-term
preservation of digital resources and provides an
overview of projects and other digital preservation related
activities in Germany and abroad. A calendar informs
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about events relevant to the community. The nestor
subject gateway collects information and guidelines to
technical, organizational and legal aspects of the longterm storage of digital resources. In an expert database,
people occupied with digital preservation can register
themselves and such make their expertise available to
others.
During the project phase, the nestor platform has
established itself as the first place to search for
information on digital preservation in Germany. This
status shall be maintained in the post project phase.
Because the maintenance of the platform is relatively
time-consuming, it is essential that all nestor partners
keep an eye out for relevant information.
To make the platform more user friendly, it was
slightly restructured and the layout was relaunched after
the end of the project phase. The goal was to make
relevant materials easier detectable for those users that are
looking for specific information on the one hand and to
allow a more comfortable browsing through the site for
those who want a general overview on the other hand.

Networking
nestor constitutes a contact point for institutions,
individual, and the media, for all kinds of questions
concerning digital preservation. It intermediates questions
to the right contact persons. It helps institutions that are
planning digital preservation activities to get an overview
of what’s there already and to make contact with potential
partners. All these networking activities can be classified
punctified/ad-hoc, because they react on individual
queries coming from outside.
In addition, nestor provides structural networking
opportunities: nestor partners currently offer four working
groups (WG), in which experts from different institutions
collaborate on specific topics: WG Media, WG
Cooperative preservation, WG Law, and WG Preservation
Planning. The establishment of further working groups is
possible. An experts’ database on the nestor homepage
allows experts to self-register and to make contacts with
others engaged in digital preservation.
Networking is not limited on the national level. nestor is
in touch with several national and international digital
preservation projects and initiatives. It is present at the
relevant international conferences and it closely monitors
international developments in the area of digital
preservation to intermediate them to the German
audience.

Education
The nestor partners consider training and education in
the field of digital preservation a crucial issue. During the
project phase, nestor has identified an extensive necessity
for training and education in digital preservation, but a
lack of qualified training opportunities in Germany.
Therefore, nestor, in collaboration with academic
partners, has taken lead to develop adequate training
offers. On the one hand, nestor provides a range of basic
training offers itself. On the other hand, nestor serves as a
platform for the development of a digital preservation
curriculum to Higher Education Institutions in the field of
Library-, Information- and Archival Science.
The nestor training materials include publications
(“nestor Handbook – An Encyclopaedia in digital
Preservation”) and targeted training programs in digital
preservation, e.g. one day seminars, specialized
workshops, and the annual nestor School. The training
offers are targeted at college students, professionals from
archives, libraries, museums, and other institutions with
an interest in digital preservation.
For the development of a digital preservation
curriculum, two nestor partners (SUB Göttingen and
Humboldt University Berlin) have signed a Memorandum
of Understanding (MoU) with six Library-, Information-,
and Archive Schools during the project phase. The MoU
partners have jointly developed a range of e-Learning
tutorials that are used and evaluated in lectures. They
maintain their cooperation with nestor beyond the project

Figure 1: nestor homepage before…

Figure 2: … and after the relaunch.
Another goal of the relaunch of the website was to
spotlight the three key priorities networking, education,
and standardization.

171

phase and are actively extending their circle in the post
project time.
The MoU partners have also set their eyes on the
European and international developments. The DigCCurr
project1 is expected to yield important results. In Europe,
the Bologna process with the purpose to create a
European higher education area by making academic
standards and more comparable and compatible
throughout Europe, provides an opportunity to set out for
a cooperative European degree program in digital
preservation.

Target groups (“customers”?) of nestor
A stakeholder analysis has been conducted at the
beginning of the second project phase. Three broad target
groups were identified as nestor’s main stakeholders: a
specialist audience consisting of practitioners from
heritage institutions, policy and decision makers, and the
general audience.
The specialist audience is the most important
stakeholder group for nestor and most activities during the
project time were oriented towards them. With its
working groups, workshops, and a public expert database,
the network was explicitly shaped to integrate specialists.
For practitioners, nestor serves as a platform to exchange
knowledge and network with other experts in the field.
Most of nestor’s publications were tailored to the needs of
practitioners with little to profound precognition.
Naturally, they remain a central stakeholder group for the
network also in the future.
Policy and decision makers were only selectively in
the focus of nestor during the project phases. Although
there was an awareness of the importance of that
stakeholder group, there were no systematic approaches
towards them. Since this stakeholder group is key for the
sustainable organization, nestor will re-emphasize its
communication with them.
The general public was addressed in a number of
media appearances. With support of a press agency,
nestor tailored a number of press activities with the aim to
sensitize the general public for the complexity of digital
preservation. Popular magazines like “Computerbild” and
“C’t” reported about nestor activities. As one of the most
successful examples, a campaign that explained how to
archive personal holiday photos can be mentioned. After
the end of the project, there is no capacity to actively
address the general audience via press activities. Of
course, the nestor partners will still be available for press
inquiries.
During the project phase, it showed that a more
detailed analysis of stakeholder needs and interests was
necessary. Foremost, the important group of specialized
audience needs some differentiation. Small organizations
have different information needs than large ones, and
there are large differences in the precognition of
individual practitioners. To that end, nestor compiled
different leveled publications. A “guidebook on digital
preservation” provides an initial introduction to digital
preservation; the nestor handbook provides an overview
of the whole spectrum of digital preservation, and the
nestor expert’s reports contribute to the scientific
discourse in Germany. This differentiation is important
for the planning of future activities.
Researchers, both explicitly digital preservation
researchers as well as researchers with requirement to
preserve their data, are important stakeholders for nestor,
both with different needs. nestor’s concern is to be the

Standardization
nestor provides an overview of existing standards in
the field of digital preservation and related technologies,
and it initiates and bundles standardization activities in
and for Germany. Through cooperation with the German
Institute for Standardization (DIN), users’ interests can be
represented on a national and international level.
During the project phase, two nestor working groups
dealt with standardization issues: the working group
“Trusted Repositories” developed the nestor Catalog of
criteria for trusted digital repositories and engaged in
national and international standardization of criteria for
audit and certification of digital repositories. The working
group “long-term Preservation Standards” drafted
guidelines for Ingest processes and for the interoperability
of Persistent Identifiers systems.
nestor has in time made contact with the appropriate
DIN committee and has helped to establish digital
preservation as a new dedicated work priority of the
committee.2 By the end of the project run time, the nestor
standardization projects were turned over to the DIN
committee, where they can be advanced to
national/international standards. A significant number of
experts involved in the nestor working groups followed
the standardization projects into the DIN committee and
maintain their engagement to advance them to formal
standards there.
As contact point for European and international
standardization bodies (namely CEN and ISO), the DIN
committee also forms a focus point for collaboration in
international standardization projects in the area of digital
preservation, such as DRAMBORA or OAIS.

1

see http://ils.unc.edu/digccurr/

2

The new work priority is also reflected in the name of the committee
(NA 009-00-15 AA: Schriftgutverwaltung und Langzeitverfügbarkeit
digitaler Informationsobjekte), which in English translates to “Records
management and long term availability of digital information objects”.
For more information, see
http://www.nabd.din.de/gremien/NA+009-00-15+AA/en/54774796.html
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publications: Training materials like the nestor Handbook
and the nestor guidebook, the series “nestor-studies”,
which includes experts’ reports and standards drafts, and
the new “nestor-edition” for PhD theses and other
selected works that make a special contribution to the
digital preservation discourse.
All services under the nestor brand are promoted by
the responsible partner(s) or by the nestor office via the
nestor homepage, presentations at workshops and
conferences, notice to related initiatives, mailing-lists, and
in particular cases press releases.

focal point for digital preservation research in Germany.
nestor partners are involved in cutting edge research in
the field of preservation and keep in touch with the
important digital preservation research centers. New
research projects can be triggered via nestor – one of the
aims of the nestor expert’s reports was to identify and
demonstrate research questions.
Research data pose an ever increasing challenge to
digital preservation. During the second project phase,
nestor has invested some work in this area. It will still
have to show if nestor can establish itself as the
competency to advice researchers how to keep their data
safe.
Last but not least, there was no straight line on how
to deal with commercial stakeholders. In the transition
period from project organization to sustainability, nestor
has made some cautious advances towards industry, but
questions arise like: Does nestor offer them a forum to
present or even advertise their products? Can this even be
avoided when commercial parties join the network’s
activities? Can and does nestor want to attract commercial
enterprises as sponsors of certain activities? Such answers
have still to be answered.

Strategic Planning
The network in its current form is a product of the
two preparatory project phases and an analysis process in
the transformation period from project organization to the
post project phase. The described organization model, the
key priorities, core services, and target groups are well
thought through but not fixed forever.
All future activities have to be considered against the
background of the overall goal to contribute to ensuring
the long-term preservation of digital resources in
Germany by networking expertise and making knowledge
available. Questions that the nestor partners will have to
address are: In which areas does nestor want to reinforce
its engagement? With regard to new partners: Which
areas of competencies are needed to add most value to the
network? And how fast is the network supposed to grow?
The first two content driven questions have to be
considered in connection with the evolving state of the art
in digital preservation. As technical opportunities enhance
and legal and organizational framework conditions
concerning digital preservation change, existing priorities
and services may have to be revised and new ones may be
identified for adoption. Consultancy in legal and technical
questions is one example for an area of interest here,
coordination of research activities is another.
The third questions must be considered in an
organizational
context.
The
management
and
communication structures in nestor are tailored to a little
consortium. In the first weeks after the cooperation
agreement came into effect, a couple of organizations
expressed their interest to join the nestor partners by
formally entering into the cooperation agreement.
Already, three partners entered into the cooperative
agreement with the original nestor project partners. As the
network grows, management and communication
structures may have to be adapted. One possibility could
be the creation of sub-networks – the MoU partners
engaged in the development of education offers constitute
a successful model for that.
With solid structures implemented in the project
phases and consolidated in the post project phase on the
basis of a cooperation agreement, nestor is in a good
position to enter the next phase of its life.

Create and promote a nestor brand
The partner organizations of nestor are well
established organizations, but nestor is a relatively new
organization. Although established in the digital
preservation community, by far not all members of the
target groups know what nestor is and those who do know
it don’t necessarily know who is behind nestor and why it
exists. With a growing network and an increasing number
of partners representing nestor, it is ever more important
to have a consistent understanding within the consortium
of what the essence of nestor is. Otherwise it will be too
hard to spread the word amongst the target groups. To
focus on the three key priorities named above
(networking, education, and standardization) were one
step in that direction.
The services that the network offers should follow a
clear concept as well. The events organized and materials
compiled during the project phase were by funding and by
project plan nestor events and nestor materials. It is not
that easy in the post-project phase. What makes an event a
nestor event and not “just” that of one or more individual
partners? At the moment, it is still decided on a by-case
basis by the respective partners and the nestor office.
Some criteria that could be consulted are: Does the event
present nestor results? Does it generally trigger resp.
advance dialogue or cooperation in the area of digital
preservation? Does it address community specific digital
preservation needs? Does it serve basic training and
education purposes?
The same holds true for nestor publications. At the
moment, there are three different types of nestor
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digital preservation and the digital preservation needs of
European organisations that create or hold digital content.
Previous studies have provided snapshots of the state
of digital preservation. In 2005, the Digital Preservation
Coalition (Waller and Sharpe, 2006) surveyed 104
organisations in the UK. These included memory
institutions, government departments, research institutions
and companies in a range of sectors. The results showed
that there was considerable confusion about how to
address the problem of digital preservation. While 41
percent of respondents said there was a need to keep
digital information alive for 50 years or more and 52
percent said they had a high level of commitment to
digital preservation, just 18 percent had a strategy in place
and 20 percent funding. Half (55 percent) were unclear
about roles and responsibilities, half (55 percent) had not
yet assessed the volumes of material they needed to
preserve and half (49 percent) did not know the life spans
of digital data. The same proportion (50 percent) stated
that they printed out hard copies of digital information as
a means to preserve it. The study revealed the scale of the
problem (with a growing volume of digital information of
increasing value) and the lack of good solutions in place
in organisations. It concluded that despite the high levels
of awareness: “the level of implementation of digital
preservation solutions is significantly lower than would
be expected given the awareness and commitment that
were measured.”
In 2006 and 2007, DigitalPreservationEurope
surveyed 172 national libraries, archives, research
institutions, ICT and media companies, and other
organisations in Europe. The results similarly pointed to
high levels of awareness. Seventy-seven percent of
respondents considered long-term preservation to be a key
strategic priority. However, only one-third (35 percent)
had implemented a trusted repository. The findings
demonstrated that where respondents had digital
preservation systems in place these were a mix of open-

Abstract
In early 2009 the Planets project undertook a survey of
national libraries, archives and other content-holding
organisations in Europe to better understand the
organisations’ digital preservation activities and needs and
to ensure that Planets’ technology and services are
designed to meet them. Over 200 responses were received
including a cross-section of major libraries and archives
especially in Europe. The results provide a snapshot of
organisations’ readiness to preserve digital collections for
the future.
The survey revealed a high level of awareness of the
challenges of digital preservation within organisations.
Findings indicated that approximately half of those
organisations surveyed have taken measures to develop
digital preservation policies and to budget for it, while a
majority have incorporated digital preservation into their
organisational planning.
Organisations predict that within a decade they will
need to store large quantities of data in a wide range of
formats from a variety of sources; three quarters of them
are looking to invest in a solution within the next two
years. However, the findings also point to varying degrees
of readiness. Organisations with a digital preservation
policy are significantly further advanced in their work to
preserve digital collections for the long-term than others.

Introduction
In the last few years, digital preservation has
developed from a theoretical discipline to one where real
solutions are starting to be developed and implemented.
While more research is still needed, practical steps are
now possible. But, how ready are libraries, archives and
related organisations to begin taking those practical steps?
In early 2009 the Planets project conducted an online survey to assess the state of readiness of archives,
libraries and other organisations interested in digital
preservation. The survey aimed to understand the state of
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comprised 29 questions which took up to half an hour to
complete, therefore it is not surprising that not everyone
completed all questions.

source, commercial and software developed in-house.
Organisations also considered cooperation across
organisations to be important to digital preservation.
The Planets survey aimed to build on the earlier
surveys and determine how awareness has grown, how far
organisations are along the path to implementing a full
digital
preservation
solution,
what
unfulfilled
requirements organisations have and what barriers exist
that hinder the adoption of solutions.

Results
Two hundred and six responses were received before the
survey closed.

Distribution of Responses

Method

Countries. Fifty-six percent (115) of responses were from
European Union countries, and 11 percent (23) responses
from European countries outside the EU. Sixteen percent
(33) came from Canada and the USA. Just three percent
(six) of responses came from the rest of the world.
Fourteen percent (29) did not disclose their country. Ten
or more responses were received from: the UK (54), USA
(26), Germany (16), Switzerland (15), and Netherlands
(10).
Organisation Types. Forty-one percent (75) of responses
represented libraries and 30 percent (55) archives. Fifteen
percent (28) were from government departments and the
public sector. Seven percent (12) were from suppliers and
vendors and four percent (eight) from commercial
organisations. Three percent (five) were from museums.
See Figure 1 for the full breakdown.
Respondents professions. Respondents came from a
wide range of professional backgrounds. Fifteen percent
stated that they specialise in digital preservation. Twentytwo percent work in curation and records management, 16
percent work in preservation in general, and 16 percent
work in IT. The remainder work in a variety of
professions including management, research, and those
that produce digital information.

The Planets survey of long-term management of
digital information was conducted in February and March
2009 in the form of an on-line questionnaire. The survey
was targeted at organisations and individuals with an
interest in retaining and accessing digital content in the
long term.
Invitations to participate in the survey were sent to
around 2000 individuals, whose role could encompass the
long-term maintenance of digital information, in libraries,
archives and other organisations across Europe. These
individuals were selected from a number of sources. Over
half were individuals known to Tessella (who undertook
the research on behalf of Planets) as having an interest in
digital archiving. The majority of the remainder were
individuals who had registered to receive updates of
Planets’ activities, and the final group was people who
were personally contacted by members of the Planets
Scientific Board and Executive Steering Committee and
invited to participate. Follow-up telephone calls were
made to 120 of these individuals to encourage them to
take part in the survey. In particular, individuals in the 96
national archives and libraries in Europe, as listed on
UNESCO’s website, were targeted.
As well, initial announcements about the survey were
placed on approximately 30 mailing lists related to digital
preservation and followed up by two reminders during the
lifetime of the survey. The lists included international
digital preservation mailing lists such as PADI
(Preserving Access to Digital Information), and specialist
mailing lists targeting sub-sections of the digital
preservation community, such as research institutes,
government, and film and sound archives.
In addition, the survey was publicised through
intermediary organisations and projects in EC member
countries.
Digital Preservation Europe, the Digital
Curation Centre, and the Caspar, Shaman and Protage
digital preservation projects were all asked to cascade
notices on Planets’ behalf and the Council of European
National Libraries (CENL), International Council on
Archives (ICA) and the Association of European
Research Libraries (LIBER) were asked to disseminate
the message to their members. Finally, a news item about
the survey and inviting participation was placed on
Planets’ website.
Respondents were promised confidentiality and
anonymity in the introduction to the survey. The survey
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Other
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Organisation Type
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Archive
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Software
Developer
or Vendor
Repository
3%
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17%
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Figure 10: Survey Respondents by Organisation Type (183
Responses)
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National archives and national libraries hold the largest
volumes of data: a mean1 of 190 TB in 2009 (200 TB and
180 TB respectively). They expect to hold a mean of 1.4
PB of digital information in 2019.
Types of Digital Information. Over 80 percent of
organisations indicated that they currently have a need to
preserve documents and images (see Table 2) and this
rises to over 95 percent in ten years' time. Within ten
years, over 70 percent of organisations expect to need to
preserve video, audio, databases, websites and email.
Almost half (49 percent) of organisations already have a
need to preserve databases and by 2019, 85 percent expect
to need to preserve them.

Digital Information Requiring Preservation
The survey aimed to establish the volume and types
of digital content organisations need to hold now and
predict that they will need to hold over the next ten years
and the source systems this content will be derived from.
Data volumes.
Respondents were presented with
categories of data volumes (from less than one terabyte
(TB) to over one petabyte (PB)) and asked to indicate the
volume of digital content they store now and the volume
they expect to store in two, five and ten years’ time.
Eighty-seven percent of respondents hold less than 100
TB of content now, and the median volume of content is
less than 20 TB (see Table 1).

Mean1
Median
Mode

Data
Now
150 TB
1-20 TB
1-20 TB

Volumes

Digital Information Type
Documents
Images
Databases
Audio
Websites
Video
E-mails
GIS
Scientific Data
Software
eBooks
eJournals
ISO or disc images

Data Volumes in 2019
1.0 PB
500 TB – 1 PB
> 1PB

Table 1: Average Volumes of Digital Content Organisations
Store Now and Intend to Store in Ten Years’ Time (129
Responses)

In ten years’ time, 70 percent of respondents expect
to hold more than 100 TB, and the median volume of
content held is expected to be over 500 TB. Forty-two
percent of respondents’ organisations expect to hold more
than one PB of data in ten years’ time. Ten percent store
nothing now; this is expected to fall to two percent in two
years’ time (see Figure 2).

In 2019 the percentage of libraries storing websites (99
percent), eBooks (81 percent), and eJournals (81 percent)
is significantly higher (at the 99 percent confidence level)
than the average of all types of organisations.
Source Systems. Organisations receive content from a
range of source systems. Those used by more than half of
the respondents were: file systems (77 percent), document
scanning programmes (58 percent), the internet (55
percent), electronic document management systems (55
percent), email systems (54 percent), and media
digitisation programmes (54 percent). The survey showed
that niche or domain-specific source systems are used by
far fewer organisations; CAD is used by 29 percent and
lab systems by 18 percent of respondents’ organisations.
Libraries concentrate on archiving the internet (77
percent) and media digitisation programmes (75 percent),
whereas archives have more of a focus on the systems
used to manage organisations: email (64 percent), EDMS
(66 percent), ERMS (52 percent).

>1PB
500TB-1PB
100-500TB
20-100TB
1-20TB
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2019
99%
95%
85%
80%
79%
76%
66%
52%
51%
49%
49%
49%
40%

Table 2: Types of Digital Information that Organisations
Currently, or Expect to in the Future, Preserve (138
Responses)

Digital Content Volumes Over Time
100%
90%
80%
70%
60%
50%
40%
30%
20%
10%
0%

2009
81%
80%
49%
49%
47%
51%
39%
23%
22%
21%
21%
25%
20%

All Respondents

Figure 2: Growth in Volumes of Digital Content that
Organisations Intend to Store over the next Ten Years (129
Responses)

Digital Preservation Readiness
Awareness of Digital Preservation.
Ninety-three
percent of respondents stated that their organisation is
aware of the challenges presented by digital preservation.
Twenty-four percent of respondents currently have a
solution in place or planned and over half (52 percent) of

1

The mean was calculated using the mid-point of each
band of data volumes and a value of 2 PB for the > 1 PB
band; it is given to 2 significant figures.
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Archives

their operational planning, 53 percent in their business
continuity planning and 44 percent in their financial
planning.
Budgets for Digital Preservation. Almost half of
respondents (47 percent) said that their organisation has a
budget for digital preservation. Sixty-one percent of
archives, 50 percent of libraries and 26 percent of
government departments and the public sector in general
have a budget for digital preservation.
Fewer European organisations (45 percent) have a
budget for digital preservation than North American
organisations (59 percent). North American budgets are
fairly evenly split between revenue and capital: 15 percent
capital only, 22 percent revenue only, and 22 percent both
capital and revenue. Whereas European budgets are more
likely to be capital budgets: 24 percent capital only, three
percent revenue only, and 17 percent both capital and
revenue.
Timescales for Investment. The majority (77 percent) of
organisations plan to invest in a solution in the next two
years. One third (32 percent) of organisations are
currently investing in a digital preservation solution and
two-fifths (45 percent) are looking to make an investment
in the next six months to two years. One-fifth (23 percent)
do not plan to invest for over two years.

Libraries

Digital Preservation Implementations

surveyed organisations are actively seeking or working on
a digital preservation solution.
Digital Preservation Policies. Nearly half (48 percent)
of the organisations surveyed have a policy for the longterm management of digital information, where long-term
is defined as greater than five years. This varies by
organisation; sixty-four percent of archives and 43
percent of libraries have a digital preservation policy (see
Figure 3). However only one-quarter (27 percent) of
government departments and the public sector in general
have a digital preservation policy in place. A high
proportion of commercial organisations (88 percent) and
suppliers and vendors (60 percent) have digital
preservation policies, although these results should be
treated with caution due to the small size (eight
commercial organisations and 10 suppliers and vendors)
and potentially unrepresentative nature of the sample.

Long-Term Digital
Information Management
All Respondents

Implementation Phases. Respondents were asked to
describe the stage that their organisation was at in
working towards a digital preservation solution. They
were allowed to select more than one option from the six
options presented to them, resulting in the total
percentage exceeding 100 percent. Eighty-five percent of
organisations stated that they are working towards a
solution or have one in place. The remaining fifteen
percent of respondents have no plans to deal with the
long-term management of digital content. Of those
working towards a solution, 27 percent are assessing their
needs using consultancy and 22 percent with a prototype;
13 percent are tendering for a solution; 48 percent have a
long term solution in development and seven percent
already have one in place.
Many of the respondents were at more than one stage
in working towards a long-term solution. For example, of
those who already have a long-term solution in place, 18
percent are assessing their needs and requirements and 32
percent are looking to improve or extend their current
solution.
Solution Implementation. Respondents were asked
about how they expect to implement their solution
(respondents were allowed to select more than one answer
resulting in the total exceeding 100 percent), who they
expect to implement it and whether they use or plan to use
open source or proprietary software. Two-thirds (64
percent) of organisations are integrating components into
a custom solution, with the remainder evenly split
between developing a custom solution (33 percent) and

Government Department
/ Public Sector
Commercial Organisation
Suppliers and Vendors
0% 20% 40% 60% 80% 100%
Policy
No Policy
Figure 3: Organisations with Long-Term Digital
Information Management Policies (161 Responses)

Digital Preservation’s Inclusion in Organisations’
General Planning. When respondents were asked about
the inclusion of digital preservation in their organisations’
operational, financial and business continuity planning, it
was found that 76 percent of respondents’ organisations
include it in their operational planning, 71 percent in their
business continuity planning and 62 percent in their
financial planning. Ninety-three percent of national
archives include digital preservation in their operational
and business continuity plans and 86 percent in their
financial plans. All surveyed national libraries include
digital preservation in their operational planning, 82
percent include it in their business continuity planning
and 91 percent include it in their financial planning.
Seventy-one percent of government departments and the
public sector in general include digital preservation in

177

using an off-the-shelf package (32 percent). Respondents
are combining these approaches, with half (50 percent) of
those developing a custom solution also integrating
components into that solution and two-fifths (40 percent)
of those using an off-the-shelf package also integrating
components into a custom solution. Approximately onetenth (11 percent) of organisations are developing a
bespoke or custom solution from scratch, i.e. without
using existing components or off-the-shelf software
packages.
Sixty-nine percent of respondents indicated that they
expect to use an in-house team to implement their
solution. Forty-six percent said they expect to use a thirdparty development team and 21 percent a third party
system integrator. Forty-five percent of respondents are
using more than one type of implementer. Of those using
an in-house software team, 34 percent also expect to use a
third-party development team and 12 percent a third-party
system integrator.
Over half (57 percent) of respondents currently use a
mixture of open source and proprietary software, with the
rest of the responses even split between open-source only
(13 percent), proprietary only (14 percent), and undecided
(16 percent). When looking towards the future, the
proportion of respondents who have not yet decided what
type of software they will use increases to 25 percent, the
proportion using proprietary only software decreases to
two percent and the other proportions remain essentially
unchanged (at 59 percent and 14 percent).
Control over Formats.
Twenty-seven percent of
respondents indicated they had complete control over the
format of content in their digital archives. Two-fifths (42
percent) work with content providers to influence the
formats that they will accept, and one-third (31 percent)
said they have little or no control and are obliged to
accept the formats provided to them.
Thirty-eight percent of archives have complete
control over formats, compared with 13 percent of
libraries, and 45 percent of libraries having no control,
compared with 27 percent of archives. This difference is
even more marked when just national libraries and
national archives are compared: fourteen times more (56
percent versus four percent) national archives than
national libraries state that they can completely control
the formats of the content they receive.

integrity of records (3.8), ensures records are accessible
for more than 50 years (3.5), and plans the preservation of
content to deal with technical obsolescence (3.5). For
libraries, the three key capabilities are: maintains
authenticity, reliability and integrity of records (3.8), is
able to store many different types of content (3.7), and
checks records have not been damaged. For government
departments and the public sector in general, the three key
capabilities are: maintains authenticity, reliability and
integrity of records (3.8), plans the preservation of content
to deal with technical obsolescence (3.6) and complies
with established data or digital information management
standards (3.6).
Capability
Maintains authenticity, reliability and
integrity of records
Checks records have not been damaged
Plans the preservation of content to deal
with technical obsolescence
Complies with established data or digital
information management standards
Ensures records are accessible for up to 50
years
Performs migrations to deal with technical
obsolescence
Is able to store many different types of
content
Handles a wide variety of file formats
Ensures records are accessible for more than
50 years
Adheres to metadata standards
Retrieves content by description
Characterises records by extracting technical
metadata
Integrates with content delivery systems
Retrieves content using full text
Supports emulation to deal with technical
obsolescence
Integrates with content producing and
holding systems
Checks for duplicate items

Mean
Rating
3.8
3.5
3.4
3.4
3.4
3.4
3.3
3.3
3.3
3.2
3.0
3.0
2.7
2.7
2.5
2.5
2.3

Table 3: The Important Capabilities for a Digital Archive to
have, as Rated by the Survey Respondents (135 Responses)

Digital Repositories
Scalability of Digital Archives. Respondents were asked
to rate the importance of scalability for digital archives,
using a scale from 1 (not important) to 5 (critical). The
mean ratings assigned to each aspect of scalability were:
3.8 for scalable to large volumes of data (petabytes of
content), 3.7 for scalable to high ingest rates (millions of
objects per year), and 3.1 for scalable to high access rates
(hundreds of objects per second). Significantly (at the 95
percent confidence level), more national libraries (73
percent) rate scalability of content as critical than national
archives (27 percent).

Important Capabilities for a Digital Archive.
Respondents were asked to rate from 1 to 5 how
important they thought various capabilities of a long-term
digital information management system were. The ratings
scale was: 1 = not applicable, 2 = least important, 5 =
critical. So, any capability rated ≥ 3 is deemed important.
The mean ratings assigned by respondents are given in
Table 3, ordered by the mean rating from highest to
lowest.
For archives, the three key capabilities are (with their
mean ratings): maintains authenticity, reliability and
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as many organisations with a digital preservation policy,
as without, already have a long-term solution.

Metadata Standards. The survey investigated the
metadata standards used by organisations to describe
stored digital objects. Dublin Core was the most popular
standard with 51 percent of respondents already using it
and 18 percent planning to use it. MARC came next with
34 percent already using it and 5 percent planning to,
followed by ISAD(G) with 28 percent already using it and

Discussion
In 2005 there was widespread awareness within the
information management community about the need to
preserve digital content, but little action had been taken.
Four years on, Planets’ survey on long-term management
of digital information indicates that significant strides
have been made, in particular by those organisations that
have established a digital preservation policy.
There was a relatively large response to the survey
which included a cross-section of the major archives and
libraries in Europe. The methods used to publicise the
survey and its inclusive nature meant that although its
primary target was European organisations, a fifth of
responses were from outside Europe.
Digital preservation is not just a concern for
archiving specialists in memory institutions such as
archives and libraries. The ubiquity of digital information
and its importance in business, governmental and private
life means that preservation of digital content is an issue
that affects us all. Therefore, it is good to see a broad
range of organisations responding to the survey, and in
particular that some digital information producers are
taking an interest in digital preservation.
Digital preservation is maturing as a discipline in its
own right, so it is unsurprising that fifteen percent of
respondents specialise in this area.
However, as
demonstrated by respondents’ roles, many of those
involved in digital preservation still come from the more
traditional backgrounds of preservation, curation, records
management and IT. Digital preservation is also drawing
the attention of senior management; eleven percent of
respondents were directors or heads of IT. The findings
also indicated that producers of digital content (four
percent of respondents) are beginning to take an interest
in the issue.
In contrast to the 2005 survey (Waller and Sharpe,
2006), organisations now have a clear understanding of
the volume of data they must archive. While the current
storage needs of most organisations are quite modest,
organisations predict a large increase in the volume of
content over the next decade. At the same time,
respondents need to preserve a wide range of types of
digital information from a variety of sources. Almost all
organisations expect to need to preserve digital objects
not only in “simple” forms such as documents and images
where some solutions already exist but also in “complex”
forms such as databases where solutions are still in
development. Libraries in particular will need to preserve
such dynamic content in the future.
Despite this need to deal with objects with behavioral
properties, there was less interest expressed in emulation
than migration. This may be because emulation is still a
subject for research, rather than a practical preservation
strategy. However, it does point to a need for education
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10 percent planning to (see Figure 4).
Figure 11: Metadata Standards Used by Respondents (134
Responses)

Policy and Implementation
The overall results were further investigated by crosscorrelating them with the information about which
organisations have a digital preservation policy.
Organisations with a digital preservation policy are less
likely (three percent versus 11 percent) to have no
experience or be unaware of the challenges presented by
digital preservation and nearly three times more likely (36
percent versus 13 percent) to have a solution in place or
planned. In addition, organisations with a policy are more
likely to include digital preservation in their operational
planning (92 percent versus 60 percent), their business
continuity (85 percent versus 56 percent) and financial
planning (78 percent versus 45 percent). Also, they are
three times more likely to have a budget for digital
preservation in place (72 percent versus 23 percent).
Organisations with a policy are four times more
likely (51 percent versus 12 percent) to be investing in a
solution now and just 13 percent expect to leave it longer
than two years to invest, compared with 34 percent for
those without a policy. Over three times (20 percent
versus six percent) as many organisations without a
digital preservation policy, as with, have no plans for the
long-term
management
of
digital
information.
Conversely, over three times (25 percent versus 7 percent)
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to control the format of digital material that they need to
store, mainly because such content is created externally.
National archives are three times more likely to restrict
the formats that they will accept than national libraries,
suggesting that some digital preservation activities will
have to occur before transfer to national archives. Much
of the material that is transferred to national archives
comes from government departments and the public
sector, but this is the group which is least likely to have a
digital preservation policy. Therefore these organisations
will need to develop such a policy in order to prescribe
the process required to transfer digital material to the
national archive in an orderly manner, as well as to cover
the pre-transfer preservation activities. They may need
assistance and education in order to overcome the
problems they have.
Respondents are generally agreed about the key
capabilities required of a digital preservation system.
Such systems must maintain digital information for up to
50 years in such a way as not to damage or corrupt it and
so that it can be accessed in future. Other important
attributes in choosing a solution are the ability to plan
preservation and adherence to standards (although there is
less clear agreement on which standards!).
Given the anticipated rises in volume, it is not
surprising that scalability is generally regarded as one of
the major criteria in assessing solutions. Given that
libraries and archives predict that they will have similar
levels of digital content in the future, it is surprising that
archives are not as concerned about scalability, and
scalability to total content in particular, as libraries. It is
noticeable that scalability to high access rates is not
ranked with the same importance as scalability to high
volumes of content and high ingest rates. There are two
possible explanations for this. One is that it reflects the
fact that some organisations have restrictions on access;
for archives this may be that parts of the collection are
restricted for a period of time and for libraries this may be
that access is restricted to a specific group of users such
as on-site visitors to national libraries or members of the
university for academic libraries. The other explanation
is that it indicates that organisations are preoccupied with
ingest and storage and have not yet reached the stage
where users are requesting access to large volumes of
content, which would again point to the relatively early
stage of digital preservation.
The findings indicate that while archive, library and
related organisations are making progress towards longterm management of digital content, some are
considerably further down the road of implementation
than others. The results suggest a divide between those
that have established a digital preservation policy and
those that have not. The existence of a policy is a critical
early step. Organisations with a policy are three times
more likely to have a budget and three times more likely
to have either a solution in place or one planned for the
near future than those without a policy. This points to a
need amongst those who are serious about maintaining

and understanding about the role of emulation as a
preservation strategy.
Over nine in ten respondents were aware of the issues
and the challenges associated with digital preservation,
reinforcing the findings of the earlier surveys. Half of the
respondents’ organisations had taken the vital first step of
developing a digital preservation policy.
Half
have
allocated a budget. However, where European
organisations have a budget, it is five times more likely to
be a capital-only one than a revenue-only one. The
prevalence of capital over revenue budgets in Europe
compared with North America may reflect the fact that
many organisations are starting on the road to digital
preservation and therefore need a high capital expenditure
to put a solution in place. In which case, we would expect
the percentage of organisations with a revenue budget to
increase over time as the focus switches from the
development of a digital preservation solution to its ongoing maintenance, including both the ingest of new
material and the management of material already
ingested. It is difficult to set a budget for on-going
expenditure without experience of what the organisation
needs to spend. It may also reflect the situation that many
memory organisations operate under funding models
where it is easier to obtain grants for individual projects
than a long-term commitment from a funding body to
support on-going investment.
Although awareness amongst respondents is high, it
appears that organisations continue to face barriers to
implementing solutions. Just one quarter currently has a
solution in place or planned. Whether these barriers are
due to lack of knowledge, lack of funding or some other
cause, such as low priorities, is not known. Caution
should be applied in generalising this result, as those
people who responded to a survey on digital preservation
are more likely to be aware of the problems of digital
preservation in the first place. However, findings indicate
that those organisations that do plan to invest, plan to do
so within the next two years.
Organisations are familiar with open-source solutions
but are less familiar with commercial solutions. They plan
to follow a route of component-based development and
customisation where a mix-and-match solution is used.
Currently, open-source and proprietary software are used
equally; however findings indicate increased preference
for open-source solutions in future. Such solutions need
to be componentised with well-defined interfaces in order
to fit in with the pick-and-mix approach used by
organisations.
National archives are the most likely to develop, or
have developed a custom solution, reflecting the fact that
many national archives have pioneered solutions to digital
archiving. Conversely, government departments and the
public sector are least likely to develop their own custom
solution and more likely to integrate components into a
custom solution.
The ability of respondents’ organisations to preserve
digital content for the long term is limited by their ability
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For organisations without a digital preservation
policy, it is expected that the predicted increases in
volume of digital information and the range of formats
needing to be preserved will provide the impetus to focus
on digital preservation and take practical steps to address
its challenges.

access to digital content to start by gaining internal
consensus about what must be preserved, for how long
and for whom as a first step towards establishing an
internal business case and getting commitment to the task.
Organisations with a digital preservation policy
currently store more data than organisations without a
policy, although in ten years’ time the difference will
have been almost completed eroded away. Similarly,
more organisations with a digital preservation policy
currently store each of the different types of digital
information, but again in ten years’ time there is very
little difference between the two groups. It appears that
organisations with little data in relatively few formats do
not prioritise developing a digital preservation policy,
whereas organisations facing the challenge of preserving
large volumes of valuable content, or content in a wide
variety of formats, are taking steps to implement practical
solutions. Over the next 10 years the increasing need to
preserve digital information is likely to provide an
impetus for many to put a digital preservation policy and
solution in place.
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creator. Its digitization program generates terabytes of
data each year.
LAC aims to become as capable of acquiring,
describing, preserving and making accessible digital
documentary heritage as it has long been for analogue
material. To realize this goal, change is required in
institutional policy, work processes, technology, and staff
expertise. Work is underway to: establish policy,
strategies, practices and tools to support the development
of the digital collection and to make it known, accessible
and used; develop and implement the necessary
technological and procedural infrastructure to support the
acquisition, management, and preservation of digital
documentary heritage, with the goal of becoming a
Trusted Digital Repository; review and update existing
LAC guidelines for creators of digital documentary
heritage material.
Library and Archives Canada is in the midst of
significant enterprise application development building
out the trusted services required for our digital
preservation infrastructure. Known as the LAC TDR
Project, it is funded through a Treasury Board Submission
and scoped to textual Government of Canada electronic
records and electronic Legal Deposit. Based on OAIS and
TRAC it aims to provide not only the requisite functions
of a trusted repository, but also to provide LAC
operational efficiencies and strong business workflows.
To reach these goals LAC is reaching out to content
creators and the purpose of this paper is to highlight that
effort within the context of the Government of Canada. In
keeping with the theme of this conference, the approach is
intent on “re-positioning preservation awareness and
services further upstream in the digital lifecycle.”
Following is an overview of the evolution of the
framework which enables LAC’s acquisition of digital
resources, followed by an overview of government-wide
initiatives to improve digital preservation, as well as
interventions specifically developed by LAC.

Abstract
Library and Archives Canada has a wide mandate to
preserve and provide access to Canadian published
heritage, records of national significance, as well as to
acquire the records created by the Government of Canada,
deemed to be of historical importance. To address this
mandate, Library and Archives Canada has undertaken the
development of a digital preservation infrastructure
covering policy, standards and enterprise applications
which will serve requirements for ingest, metadata
management, preservation and access. The purpose of this
paper is to focus on the efforts underway to engage digital
recordkeeping activities in the Government of Canada and
to influence and align those processes with LAC digital
preservation requirements. The LAC strategy to implement
preservation considerations early in the life cycle of the
digital record is to establish a mandatory legislative and
policy framework for recordkeeping in government. This
includes a Directive on Recordkeeping, Core Digital
Records Metadata Standard for archival records, Digital
File Format Guidance, as well as Web 2.0 and Email
Recordkeeping Guidelines. The expected success of these
initiatives, and collaborative approach should provide a
model for other digital heritage creators in Canada.

Introduction
Within the context of its mandate to "preserve the
documentary heritage of Canada for the benefit of present
and future generations" and "be a source of enduring
knowledge accessible to all," LAC has set a key objective
to become a truly digital institution.
The Library and Archives Canada Act (2004) gave
LAC new powers to acquire Canadian Internet
publications under Legal Deposit and to collect a
representative sample of Canadian websites for the
purpose of preservation. LAC has ongoing responsibility
for appraising Government of Canada records and
preserving those with archival value, and this extends to
records in digital form. Also, from private sources, LAC
acquires digital records including photographs,
documentary art, geomatic material, music, architectural
material, manuscripts, and email. Beyond the digital
content that it collects, LAC is also a digital content
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public administration challenges associated with
governance in the digital era, and computer-based
communications technology, these issues were of
sufficient profile and importance to attract the attention of
the Clerk of the Privy Council and the Secretary of the
Treasury Board (Canada’s two highest-ranking public
servants), who supported the Librarian and Archivist in
the creation of a series of Deputy Minister Roundtables
on Information Management and Recordkeeping in the
Fall of 2006.
Acknowledging that there was a crisis in RK,
participants in these Roundtables advocated a strategy
utilizing a results-based approach, focusing primarily on
the records that were of business value. They also felt it
would be necessary to examine the benefit of a formal
compliance environment.

Value management framework for
Acquisition: Sustainable, Sufficient,
Significant, Society
At the same time, LAC is designing an integrated
acquisitions strategy that focuses on a refined definition
of significance for the organization and is filtered by
clarified notions of sufficiency and sustainability. In line
with the core principles of our organization’s new
modernization exercise, acquisition needs to be
integrated, value driven, evidence based, consultative and
collaborative. To serve the public good, the organization
needs to ensure that it is trusted and valued by the
Canadian public. Presently, the acquisition of
documentary heritage at the national level is neither
linked nor shared with other institutions in formal
arrangements as a formal corporate strategy. Whether
material stored physically or virtually, it all is done by
LAC.
The way forward to tackle all of these issues requires
a renewed focus around acquisition; LAC will adjust its
priorities and mechanisms in three critical areas: the
identification of documentary heritage that is most
important for Canadians (significant); the quantity of
information it can acquire (sufficient) and support
(describe, manage, make accessible, and preserve for the
long term) (sustainable); and the identification of priority
areas of acquisition (society). Additionally, LAC needs to
consider new roles around partnerships and interventions
compete with a governance framework to manage a
distributed network of institutions working with common
objectives.
These principles are already applied to some degree
to the acquisition of records of the Government of
Canada. LAC’s model of macro-appraisal has always
focused on notions of significance and evidence, and has
recently begun to integrate notions of sufficiency, in
particular with regards to case files, where a new records
disposition authority allows the archivist to determine that
LAC has received sufficient documentation in a given
series of records, and to declare that further files will not
be considered archival. LAC has sometimes looked at
sustainability in the rationalizing of existing collections,
but increasingly questions regarding the feasibility and
cost of sustained access and preservation will be asked at
the acquisition stage.

Directive on Recordkeeping
The ultimate result has been the creation of a
mandatory Directive on Recordkeeping which places the
responsibility for good recordkeeping on program
managers in government. Compliant recordkeeping
involves defining information resources (including
published and unpublished information in any medium or
format) of business value in relation to the mandate of the
department, and then management of those resources by
such means as a classification scheme or taxonomy,
capture in a repository, documented destruction etc. The
concept of business value is connected to the value
framework mentioned above, but requires a definition of
value at the moment of creation of an information
resource. The Directive came into force in June 2009.
The Directive followed on revisions to the
Government of Canada Information Management Policy
which had been strengthened and clarified the year
previously. Clear roles and responsibilities for
accountability and the duty to document were articulate
for the Government of Canada, and preference was given
to the creation and maintenance of information in
electronic form.
In addition, the governance structure for the
management of information in government has been
revised and renewed to include consultation with business
program managers. Canada’s Treasury Board Secretariat
takes the lead on implementing the IM Policy and
Directive, and consults with IM experts in government
through a series of interdepartmental committees that it
co-chairs with representatives from LAC.

Recordkeeping Crisis

Key Government of Canada Initiatives:
Influencing Content Creators

The Librarian and Archivist of Canada recognized
the need to raise the collective challenges of
recordkeeping across government to the executive level
following the Auditor General’s Report of 2003 which
identified shortcomings in government’s records
disposition program. Compounded by the particular

Building on the Directive on Recordkeeping, several
guidelines has been drafted or will be drafted in the
immediate future to address specific recordkeeping needs
within the Government of Canada. To address immediate
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needs, guidelines on email and social media have been
drafted and are undergoing consultation. The guidelines
suggest best practice and advise users on implementation
of the requirements of the Directive in these specific
environments. Guidelines on business value, repositories,
documented disposition and litigation response are
examples of other guidelines under development.
Procurement is centralized for the Government of
Canada through the Department of Public Works and
Government Services. PWGSC along with LAC and
Treasury Board Secretariat, establishes functional
requirements for EDRMS and procures products for use
in departments. Recently, PWGSC has proposed a shared
services model whereby they will manage digital
information resources for departments centrally. This
opens possibilities for consistent configuration and
metadata and streamlined transfer of digital information
resources to LAC. Future possibilities include
development of a network of TDRs for preservation of
records and data of long-term operational value by the
departments themselves.
Clearly the consideration of archival and preservation
requirements at the time of creation is preferable and has
been the catalyst for the legal and technological
framework being implemented for recordkeeping in the
Government of Canada. However, there remains a legacy
of both paper and electronic records that were created
before such influence existed. The true extent of the
legacy of electronic records in government is largely
unknown, but is undoubtedly vast. It is known that
electronic records exist on a variety of hard media as well
as shared drives and personal drives. LAC is developing a
legal framework for risk-based disposition of this
information, and is evaluating tools to automate the
analysis of electronic content.

conditions that accompany the issuance of a records
disposition authority by the Librarian and Archivist of
Canada.
Records Disposition Authorities are issued by the
Librarian and Archivist to government institutions under
the powers of Sections 12 and 13 of the LAC Act, to: 1)
provide departments with legal permission to dispose of
records no longer having operational value or utility and
2) require departments to transfer records determined to
have historical or archival value to the control or
oversight of LAC under the terms and conditions of
negotiated agreements. Records Disposition Authorities
are issued to departments either on an institution-specific
or multi-institutional basis, depending on the nature and
scope of the business functions and activities under
assessment and evaluation.

eRTA, Library and Archives Canada
eRecord Transfer Application
In 1996 the Government of Canada sought and
selected a single Records/Documents/Information
Management system known today as RDIMS. It is a
shared system, but installed separately in each
participating department and used for the management of
records, electronic documents and information for the
government of Canada. The RDIMS suite of products is
managed by Public Works and Government Services
(Canada). Electronic records managed within RDIMS fall
under RDAs and are identified for transfer to LAC.
Unfortunately a key piece of functionality was not
developed within RDIMS, which is capacity for
identification and transfer of electronic records, along
with their associated metadata. This represents a
significant challenge for departments and LAC when
trying to comply with Record Disposition Authorities.
Given that the transfer functionality does not exist
with RDIMS and given that Public Works was not willing
to develop it, LAC took the decision to build a plug-in for
RDIMS to enable the transfer of electronic archival
government records. The plug-in is called eRTA (eRecord
Transfer Application) and provides departments
integration with LAC’s Record Disposition Authority
Control System along with the ability to search and
identify electronic records ready for archival transfer,
copying and packaging these records, encrypting the
package using the Entrust framework and transferring to
LAC using Secure FTP. A “Transfer History” provides
historical data to the department on all archival records
transferred.
LAC has partnered with 3 government departments in
the piloting of the software; Treasury Board Secretariat of
Canada, Department of National Defence and Transport
Canada. But LAC cannot afford technical support for

LAC Initiatives Influencing Government of
Canada Creators: eRTA, Core Set, LDFR
The legislative and policy framework through which
government archival records are transferred to LAC is
formalized through agreements known as Records
Disposition Authorities (RDA). The research required to
make government records disposition decisions is known
as macro-appraisal. It includes a functional analysis of a
government department – government functions are
appraised for whether they are sufficiently important to
warrant the collection of archival records. If they are, the
appraising archivist then determines which records to
acquire from the function, for example, selecting policy
files only, or perhaps policy and operational files if the
function is deemed sufficiently important. The high-level
functional analysis is described in the archival appraisal
report, an internal document, while the specific collecting
decisions are written into legally-binding terms and
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each and every installation and therefore LAC has taken
another unique decision with respect to eRTA.
eRTA will be made available as an “open source”
application to all departments on the Government of
Canada wiki, known as GCPEDIA. GCPEDIA is only
accessible via the Government of Canada network and
contributors must be on a computer on a government
(.gc.ca) network to be able to access it. Departments will
be asked to download and install the software within their
own RDIMS environments with the support of LAC
archivists and technical experts. GCPEDIA will continue
to be an important communication and collaborative
space for Government of Canada creators.

LAC Local Digital Format Registry: File
Format Guidelines for Preservation and
Long-term Access
Government of Canada departments and agencies
have long sought guidance from LAC on the subject of
file format standards for long term preservation and for
transfer. LAC has now developed a set of guidelines for a
broad audience including the public, academic and private
sectors. Whether it is a government department producing
a budget or a citizen self-publishing, the guidelines are
intended to provide guidance on which digital file formats
are most suitable for preservation and long-term access.
The guidelines, to be published shortly on the LAC
website, also serve as the policy foundation for the LAC
Local Digital Format Registry (LDFR), the underpinning
specifications for file format normalization and migration
services within LAC’s trusted digital repository.
LAC’s LDFR categorizes file formats that are
“recommended” and those that are “acceptable” for use.
Those identified as “recommended” are being promoted
by LAC because they are best suited for both the transfer
and long-term preservation of digital information. LAC
does acknowledge that there are many more file format
types that are commonly used among content creators. As
such, a number of file format types have been identified
as “acceptable” indicating that they are acceptable for
transfer to LAC for preservation, but will be converted for
long-term preservation.
Where possible, a preference has been placed on the
selection of non-proprietary national and international
standards, or de facto standard industry formats. De facto
standard formats are widely used and recognized formats
that have become industry standards because of their
ubiquitous use and support, and not because they have
been formally approved by a standards organization.
LAC has established the following criteria for
evaluating file formats for long-term preservation and
access: openness/transparency, the extent to which the
format has been formally adopted by other memory
institutions, stability/compatibility, interoperability, and
standardization.
Based on our evaluation results, the LDFR then
presents the normalization and migration paths which will
be followed. As an example seen below, for Digital Audio
files the preferred file format is Broadcast Wave Format
(BWF). For Text files LAC will choose to normalize to
either PDF/A if presentation and content are of equal
importance or to Open Document Format (ODF) if ability
to repurpose content is more important.

eRTA Archival Core Set (Metadata)
Government of Canada electronic documents
acquired as archival records stipulate that the business
metadata related to the documents forms essential
components of the “archival record”. The Government of
Canada has invested in the development of a high level
data dictionary known as the Government of Canada
Records Management Metadata Application Profile
(RMAP). This profile outlines the metadata that should be
captured for electronic records within Government of
Canada electronic document management systems.
However, this set has not been formally implemented
within RDIMS nor was an exchange standard established.
LAC has taken the step to 1. Identify core metadata
elements required for archival electronic record transfer
(Archival Core Set) and 2. Develop a XML exchange
standard for shipping the requisite metadata from RDIMS
to LAC’s Trusted Digital Repository virtual loading dock.
Obviously the guarantee of structured metadata enables
the smooth transition, authenticity and integrity of content
and metadata through the Submission process to archival
storage.
As a result, the Archival Core Set required a mapping
of elements from RMAP, to the eRecord Transfer
Application to MODS. MODS is the descriptive metadata
standard used within our Trusted Digital Repository
application, encapsulated within a METS construct.
Descriptive metadata elements for the file and item level
descriptions are then defined for capture within our legacy
archival management system and public access system
(MIKAN). The metadata will be converted yet again to
MARC XML for automatic loading to MIKAN.
From a metadata perspective then, the LAC
requirements for archival transfer of electronic documents
are now embedded at the time of creation, through the
implementation of the Records Management Metadata
Profile and translation of core archival metadata elements
via the eRecords Transfer Application.
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Federal government departments need this kind of
guidance not only for transfer purposes, but as well to
ensure the long term viability of records of business value
which have very long retention periods. LAC may not
only encourage compliance with the LDFR, but could
require approved formats for transfer through the Terms
and Conditions of a Records Disposition Authority, as
discussed above.

governmental creators of our digital documentary
heritage, where the mandatory instruments do not apply.
A strategic acquisition approach where creators are
targeted and standards for content creation and
preservation are agreed upon and applied will further
bolster LAC’s capacity to ensure the continuing digital
memory of Canada.
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Hendler, and Lassila 2001) initiatives, and both have
shown that users are willing to share information and
collaborate on the Web on a large scale. This can be seen
with the success of Wikipedia, and the take up of blogging
and social networking services designed to build links
between people on the web. These are just a few examples
that are now publishing information in machine-readable
formats such as RSS or ATOM that can be customised and
displayed in ways to suit the consumer of the information.
To process data automatically for structured
consumption, machine readability is only the first step. The
next step is machine understanding, where not only is the
data split into concepts, but these concepts are understood
and aligned with other concepts. This is at the core of the
Semantic Web. By using techniques from the Semantic
Web, this paper demonstrates the simplicity of aligning
data available on the web from services such as PRONOM,
a file format registry produced by the National Archives in
the UK (Brown 2005), and DBpedia, a linked data version
of Wikipedia, such that seemingly complicated searches
across these services can now be performed with a single
request.
Being able to query data from a disparate set of
services requires some form of caching of the data
available at those services. The P2 Registry essentially
provides this cache by storing data in a model-free,
unstructured database on top of which many services are
built to manipulate the data. The registry automatically
harvests information from various defined data sources that
are published in an open and machine-readable fashion.
Currently this service is specifically directed towards the
file formats of the materials collected in digital repositories
such as institutional repositories.
Information in the registry is made available through a
set of user and programming interfaces (APIs) that are
designed to present information on resolving format risk
analysis. By providing both high-level summary interfaces,
where the searches are hidden from the user, as well as the
search interface itself, ensures that the end user has the
greatest level of flexibility when it comes to using the data
known by the registry. This paper presents both interfaces
and give examples of how the high-level interfaces are
constructed from a few simple queries through the API.

Abstract
The Web is increasingly becoming a platform for linked
data. This means making connections and adding value to
data on the Web. As more data becomes openly available
and more people are able to use the data, it becomes more
powerful. An example is file format registries and the
evaluation of format risks. Here the requirement for
information is now greater than the effort that any single
institution can put into gathering and collating this
information. Recognising that more is better, the creators of
PRONOM, JHOVE, GDFR and others are joining to lead a
new initiative, the Unified Digital Format Registry. Ahead
of this effort a new RDF-based framework for structuring
and facilitating file format data from multiple sources
including PRONOM has demonstrated it is able to produce
more links, and thus provide more answers to digital
preservation questions - about format risks, applications,
viewers and transformations - than the native data alone.
This paper will describe this registry, P2, and its services,
show how it can be used, and provide examples where it
delivers more answers than the contributing resources.

Introduction
The World Wide Web is recognised as the fastest
growing publication medium of all time, now containing
well over 1 trillion URLs (Alpert and Hajaj 2008) and still
growing exponentially according to figures taken from
reports by Google, Yahoo and Netcraft. As a result we face
problems in both finding and being able to use all the
available data. In this paper we focus on maximising the
value of data published on the web, specifically in the area
of digital preservation and file format registries. The core
outcome of this work is to demonstrate how some
emerging web publishing techniques can lead to the ability
to construct a set of powerful and flexible services
focussed on digital preservation.
Publishing of data is one of the core features of the
Web 2.0 (OReilly 2007) and Semantic Web (Berners-Lee,
Copyright © 2009, EPrints Preservaation, School of Electronics
and Computer Science, University of Southampton, UK
(http://preservation.eprints.org). All rights reserved.
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could be avoided if the hotel page had a URI that could be
referenced independently regardless of the path taken to
find it.
Essentially this is the goal of Web 2.0, to put
discoverable data online. This means that data should
remain online in a static location, be well annotated and
also link to other resources. Establishing static URIs for
resources is the first of four rules for publishing on the
linked data web (Berners-Lee 2006):
1. Use URIs as names for things
2. Use HTTP (web) URIs - thus they are also URLs
3. Provide useful information in useful formats, e.g. RDF
4. Include links to other URIs
Rules 2-4 emphasise that if someone goes to your URI on
the web then it would not only exist but also tell you
something about itself and link to other related items. The
way this differs from many current web publishing
techniques, however, is the publication of data, either
alongside or instead of human-readable web pages.
In a series of tutorials Heath explains how to publish
linked data on the web ((Heath 2009) and (Bizer et al.
2008)). In these he also looks at the many ways to serialise
and provide data about “things”. Once again the key is the
use of URIs and URLs for identification and location.
Figure 1 outlines the basic principles behind data
publishing on the web where we start with a URI
representing a “thing”. From this URI many serialisations
can be accessed which expose the same data in different
forms. For instance a plain HTML page would be the
default location displayed by web browsers. Alternative
(HTTP code 303) versions (or serialisations) of the same
data such as XML, RSS or RDF versions might also be
offered.
If we look at linked data from the view of digital
preservation, specifically file formats, each format would
be represented by a URI. From this URI you would be able
view information about the format, get alternative versions
of the information, such as in XML, and, most importantly,
be able to follow links to other similar file types or types
with similar properties. To a certain extent PRONOM and
DBpedia provide this functionality. For this reason these
two services were used as a starting point for the P2
Registry.

The paper is structured to outline the entire process,
from good publication techniques on the web, to the
construction of the high-level services for the P2 Registry.
The first sections look at the background to linked data and
the Semantic Web. The linked data section focusses on the
importance of following four simple rules for publishing
on the web. Then we look at how techniques from the
Semantic Web can be used to provide understanding of
linked data and the use of ontologies. We then briefly look
at existing technologies which are designed to aid digital
preservation, including registries of data pertaining to file
formats and related tools. In this section we also look at a
few of the services built on top of these registries with the
aim to show later how the P2 registry can compliment
these. The main body of this paper outlines the P2 Registry
and its interfaces for importing, processing and presenting
data. We look at how the P2 Registry is able to directly
import and cache linked data in the form of RDF, how this
is aligned using a series of simple ontologies and how it is
queried using simple searches. Finally, the wider uses of
the P2 Registry, its implications for digital preservation
and possible further development are considered.
This work began in the JISC Preserv 2 project
(http://preserv.eprints.org) as a response to the perceived
limitations of the available tools for file format analysis,
and
continues
in
the
JISC
KeepIt
project
(http://preservation.eprints.org/keepit/). Both projects are
concerned with managing and preserving the contents of
institutional and digital repositories, with the former
focussed on the development of preservation tools and
services, while the latter is working with repository
managers to apply these tools to exemplar preservation
repositories. The most important aspect of this paper is to
emphasise the power of a community and the sheer volume
of data it can publish cooperatively. The P2 Registry
brings this data together so that it can be used to answer
questions on digital preservation.

Linked Data
Organisation of data on the web has proved to be a
real problem over the years. As people start to realise the
importance of linkable data, however, we are starting to
see better use of one the web’s simplest technologies, the
Uniform Resource Locator (URL). A URL represents the
location of “something” on the web. Aligning the
principles of the URL with that of giving everything on the
web a URI (Uniform Resource Identifier) empowers users
to be able to link directly to very specific parts of the web,
those which now provide data about “things”.
Consider a simple real world example, say, booking a
holiday over the internet. You and a travel partner are
online, chatting to each other over email and browsing a
travel website. You find a nice hotel and then copy and
paste the browser link in an email to show your partner.
The problem is that the website uses session- and pathbased browsing, which means that your partner opens the
link to be greeted by a page containing a session error. This

Semantic Web
While Web 2.0 has focussed on getting readable data
from the web in a linked data fashion, the Semantic Web
realizes that even at this point there is still a problem with
data deluge. The Semantic Web introduces the requirement
for data publishers to add context and encourages the
creation of formal descriptions for concepts, terms, and
relationships
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Figure 2: RDF graph relating to file format data
established ontologies (glossaries of terms) that allow
mappings between data as well as define the concepts
themselves. For the purposes of this work we focus on
some of the key terms provided by the RDF, RDFS (RDFSchema) and OWL (Web Ontology Language)
namespaces:
 rdf:type - The subject is an instance of a class (URI
linker)
 rdfs:label & rdfs:comment - Human readable fields
(Text)
 rdfs:subClassOf - The subject is a subclass of another
class (URI linker)
 rdfs:domain & rdfs:range - The domain and range of
values for this subject. (URI linker)
 owl:sameAs - The subject URI can be considered to
represent the same as object URI.
The advantage of using such glossaries is there are many
applications developed to use semantically annotated data
in RDF which can understand these concepts. These
caching stores are essentially databases that are not
constrained by any data model but still provide the query
interface. The model builds itself as data is added or
imported into the database, and because the underlying
store understands terms such as owl:sameAs at the lowest
level then queries are able to return implicit results. Such
applications, commonly known as triple stores include
90
91
92
Jena , Sesame and 3Store . In this work we use 3store
due to previous knowledge of the platform.
To query the caching store we are using SPARQL
(Simple Protocol and RDF Query Language), which is a
World Wide Web Consortium (W3C) recommendation
(Seabotne and Prud’hommeaux). SPARQL is much like
SQL in syntax with extensions to support data in the triplebased format. SPARQL is bundled with the 3store product,
which also provides a web-based API for accessing the
services and performing queries remotely.

Figure 1: URIs and URLs, alternative serializations
within each knowledge domain. This was systems can be
envisaged which having understanding of real world
concepts, as outline in Berners-Lee’s original Semantic
Web paper (Berners-Lee, Hendler, and Lassila 2001).Much
like the structure used in a relational database model, the
Semantic Web encourages publication of a glossary or
terminology with the data such that the “model” can be
understood and thus kept constant.
To keep things simple, the Semantic Web encourages
information to be published as simple ’triples’, where two
items are related via a third element that describes the
relation (Manola, Miller, and McBride 2004). In this space
the triple is constructed from three URIs representing the
subject, predicate and object, respectively. At the core of
the Semantic Web effort is the Resource Description
Framework (RDF), a markup language that extends XML.
Through these extensions it makes namespaces mandatory
for both resources/objects as well as for the predicates that
link them. Figure 2 shows a simple set of triples describing
some characteristics of a file format showing the
namespacing with a “:” separator. In this representation
ovals represent URIs, squares represent plain text nodes
and predicates are represented by the arrows which join the
nodes.
While it is obvious that the subject and object are
interchangeable, e.g. “Tom isTheBrotherOf Fiona” and
“Fiona isTheSisterOf Tom”, it is the importance of adding
context around the predicate that enables a machine to
interpret the statement. Thus you could say
“isTheBrotherOf hasDomain Boy” and “isTheBrotherOf
hasRange Person” (based on the assumption we have also
said Tom and Fiona are Boy and Girl respectively), thus
allowing interpretation and inferring further information
automatically.
While the Semantic Web does not define a limited set
of predicates and relations to use, there are a set of well
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Jena – http://jana.sourceforge.net
Sesame - http://www.openrdf.org
92
3store - http://www.aktors.org/technologies/3store/
91
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technologies described in the previous sections. The key
additions come in the form of the data harvester, which
uses a set of import plugins to adjust data on import if
needed, and the high-level interfaces that make the whole
system easier to use and more powerful for the digital
preservation community.
The registry automatically harvests information from
various defined information sources that are published in
an open and machine-readable form. Currently this service
is specifically directed towards the file formats of the
materials collected in digital repositories. Helpfully,
DBpedia publishes data in RDF so no changes are needed
to import this data into the P2 system. On the other hand,
PRONOM data is only currently available in XML, and
has to be parsed through an import plug-in.
The purpose of the import plugins is to normalise
(remove any imposed structure) and translate source data
into a set of triples represented in RDF. In the case of data
from PRONOM, the importer also constructs the glossary
of terms used by PRONOM to represent relations between
objects. With the aim of keeping the data loosely coupled,
there were no restrictions applied on the glossary as any
conflicts, such as two terms meaning the same thing, could
be aligned later using the owl:sameAs property. Doing this
also demonstrates the total flexibility of the model-free
caching store.
Having imported the data into the registry from both
sources, the next stage is to link the data. This step is only
required because no links were found between the data on
DBpedia and PRONOM. By using the set of predicates
outlined earlier, one of the first relations to be established
was the link between a specific file format version in
PRONOM and its generic parent data imported from
DBpedia. To link the data a series of search interfaces have
been developed to help the user to find or provide semantic
relations linking two objects.
Figure 3 shows the simple use of subclasses of various
PDF formats, which was added to all PDF variations where
applicable. Having done this, the number of tools found
that could read a PDF format (1.4) jumped from 19 in the
PRONOM registry to 70 in total in the P2 system.
Since the P2 Registry does not have a set data model it
can import any amount of data from many sources and
allow the data to be queried directly. The key feature of the
registry is the ability to import arbitrary ontologies that can
be used both to infer new facts from existing information
as well as to align (in the case where two concepts are
similar or the same in nature) information already in the
registry. For example, an ontology had to be added to the
P2 Registry to obtain the result above where the number of
tools found capable of reading PDF from a single query
was greater than in the original registries. Information
imported from the original registries on software tools was
specific about what the tools could do, e.g. open, save,
create, render, print, etc. Performing a single query to find
all tools requires the addition of further information to
group these operations into one category or class. Figure 4
shows the part of the ontology constructed and added to the

Digital Preservation
Digital preservation is becoming of greater concern as
we see many resources born in digital form only. A major
part of digital preservation lies in the keeping the file
bitstreams in tact either on disk, tape or even in the cloud
(Tarrant, Brody, and Carr 2009). The other key aspect of
digital preservation realises that even if the original
bitstream or file is accessible in 20 years time, there is a
risk that there will be no software able to read or accurately
render that file type.
The first stage in active file preservation is file format
identification, and this includes specific revisions and
characteristics of the file. Several introductions to file
formats and their selection for different situations have
been but together by (Abrams 2007), this also goes some
way to introducing the importance of significant properties.
Significant properties of a file are a local list of the
important characteristics of a file, for example in a word
document the track changes may be an extremely
important piece of metadata which is lost when a PDF is
made. (Wilson 2007) gives an excellent introduction and
background to this area, which in the end is simply another
set of metadata relating to file formats.
From the analysis and background work we find that
metadata about file types, their characteristics and
properties is very important in digital preservation. In turn
this led to many projects, summarised by (Knight 2007),
being established to collect, store and use this information.
One of the most widely known registries is PRONOM
(Brown 2005) which is focussing on resources which are
collected from UK governmental departments.
With data available through registries such as
PRONOM, there are already a great many services
utilising this data. PRONOM-ROAR is an extension to the
Registry of Open Access Repositories (ROAR) which
remotely scans and analysis file types in a repository in
order to provide that repository with a preserv profile
(Brody et al. 2008). Moving forward the next problem is
risk analysis and migration and while risk analysis a young
research area, migration services built on top of the
metadata in registries are becoming more common
(Ramalho et al. 2008).
The problem now is that there are too many gaps in
the current registries where information pertaining to file
formats is either not present or incomplete. The aim of the
P2 registry is to show how by bringing in data from the
wider community allows us to fill some of these gaps and
in turn encourages publication of more linked data. In turn
services using this data then become much richer in their
capabilities.

The P2 Registry
The P2-Registry is essentially a Semantic Web system
backed by a model-free, unstructured RDF registry upon
which ontologies and profiles can be applied to manipulate
the data. Thus the P2 Registry is using many of the
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APIs and Interfaces

Figure 6: P2 Registry design layer cake
This section looks at the overall design and set of
interfaces available at each layer in the P2 Registry. Figure
6 shows the layer cake which became the specification for
the design of the registry. At the lowest level the P2
Registry is a caching database. On top of this sits a
SPARQL query service with direct access to the RDF
stored within the registry. This semantic layer is designed
purely for use by other services and agents which can
harvest the data and results of queries for their own use.
Above this layer sits a set of services that perform
some form of manipulation on the data before use. This
translation will either be serialisation to provide the same
data in different formats, e.g. XML and HTML, or
summation services that combine data to build new
profiles of concepts and objects in the registry. Taking a
lead from the linked data guidelines by (Heath 2009)
(Figure 1), the P2 registry exposes URIs with related URLs
to obtain the same data in different formats such as HTML,
XML and RDF. The profiling layer is also where RESTful
services have been built to manage the registry and to
import further data.
Finally, the high-level services are designed to hide
the data while providing key information and interacting
directly with physical users. Although some RDF can still
be obtained at this level, these services are designed simply
to demonstrate what can be done on top of the other
services. High-level interfaces available include a data
browser which uses the hubs and authorities algorithm to
rank “URIs”, a risk-profile analysis service which uses a
set of rules added to the registry to provide a risk score for
a particular format, and a migration pathway interface that
provides information on tools that can translate one format
to another.

Figure 3: Simple linking example of data using RDFS
system to group the “SoftwareLink” class. Now it is
possible to ask the registry for all software tools which
have a “SoftwareLink” to the format in question. Due to all
the subclasses created, PDF 1.4 will transparently include
all information relevant to all PDF versions, and tools of
all types will be returned by the query.

Figure 4: Software category subclassing in RDF
Figure 5 shows the SPARQL query, passed to the registry
through the query interface, that returns the list of
softwares able to manipulate a specific format. As can been
seen, a SPARQL query consists of sets of triples where
variables are represented by anything preceded with a
question mark. In this case we are looking for ?x, where ?x
is the URI of the software and has a SoftwareName ?name.
?x is then related to our format (617) through a
SoftwareLink predicate.
SPARQL provides the base level interface to the data
contained in the registry. It is possible and necessary to
construct a number of higher-level interfaces to allow
easier manipulation and browsing of the data.

Searching
Even with the registry focussed on data specific to
digital preservation, in particular file formats, there are still
just under 44,000 statements in the current registry.
Among these statements is data from PRONOM plus any
available data from DBpedia related to the PDF formats.
Searching thus becomes a key activity in order to gain
familiarity with the contents of the registry, as such there
also needs to be a way to order search results putting the
most relevant first.
The P2 Registry provides a simple triple-based search
interface, where each URI has been ranked to produce

select distinct ?name ?y where
{
?x ?y <http://nationalarchives.gov.uk/pronom/Format/617> .
? y rdf:type<http://nationalarchives.gov.uk/pronom/SoftwareLink> .
?x pronom:SoftwareName ?name
}

Figure 5: SPARQL query to find software compatible with
PDF v1.4
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search results of greatest relevance. Using the hubs and
authorities algorithm (Kleinberg 1999), each URI is
viewed as a node linking to many other nodes/URIs, and
search results return the highest scoring of each. Basically,
by searching we are looking for a central node in the graph,
thus a search for PDF will return the PDF MIMEtype node.

Risk Analysis

Figure 8: Risk analysis interface in EPrints
the RESTful interfaces. The migration pathways service is
designed for users who need to translate a file from one
format to another, and the SPARQL interface is an ideal
starting point for what is essentially a query. The software
linking ontology outlined in Figure 4 is an essential part of
this as we can simply use the “open” and “save” classes in
the query, as shown in Figure 9.
Figure 9 shows a single step query which will only
return software URIs that can both open and save in the
input and output formats specified, respectively. SPARQL
has the ability to take this query to an infinite number of
steps but this may become recursive and thus is not
advisable. By default the P2 Registry iterates only to twostep pathways involving an intermediate format via the
RESTful service,

Figure 7: High Level Risk Analysis for P2-Registry
Figure 7 shows a high-level risk analysis profile for a
particular format (PDF 1.3). This profile collates
information from the registry’s risk analysis service as
RDF and then calculates a risk score according to a simple
ruleset implemented on top of the registry. This ruleset
consists of the data used to construct the profile, either
defined by inclusion or exclusion, and then defines how to
process the returned values. In figure 7 we see information
presented pertaining to the format type, including
documentation, stability, age, as well as the number of
manipulation tools.
To generate a risk score a policy has been loaded into
the registry which translates data such as age and number
of tools into a low, medium or high risk category. Each
category is given a score and the average of the results is
the output risk score. Such policies are clearly subjective,
so each policy has its own namespace in the registry. In
this way policy scores can be judged on the source of the
original data and its trustworthiness. This process can be
managed via the REST interface.
Earlier, in the JISC Preserv 2 project, a pilot format
identification and risk analysis interface was implemented
in the EPrints repository software, as shown in Figure 8.
The P2 Registry already supports the same set of services
to provision information to this interface, however further
modifications are planned to link the EPrints interface back
to the registry. This would allow users to browse the
contents of the registry from within the EPrints software
and see how the risk scores have been constructed.

select distinct ?software where {
?software ?predicate1 ?in_format .
?predicate1 rdf:type SoftwareLink/Open .
?software ?predicate2 ?out_format .
?predicate2 rdf:type SoftwareLink/Save }

Figure 9: Single step migration pathways query
which
can
be
accessed
at
http://p2registry/migrationpathways?from=format1?to=format2.
This URL is, in fact, a URI and can be referenced if
comments are added to a particular migration pathway by
users. This data can then be returned along with the actual
data to advise future users on the quality of the migration
and whether it should be used.

Conclusions and future directions
Empowering the community of Web users to publish
data and knowledge, on sites such as Wikipedia, has
already demonstrated the benefits of collaborative content.
Currently digital preservation has a few islands of
knowledge that are beginning to publish in a linked data
fashion, but there is still some way to go. By harvesting
data from just two of these islands, PRONOM and
DBpedia, the P2 Registry has demonstrated the benefits
gained in terms of increasing the amount of knowledge

Migration Pathways
The last of the current interfaces implemented on top
of the registry exists at the profile services level. It
provides useful services as well as demonstrating one of

192

available and also showing how easy it is to link this
knowledge using techniques from the Semantic Web. By
building some simple ontologies we have demonstrated
how these islands of data can be linked by simply aligning
similar concepts, or even just by saying two concepts are
exactly the same.
The P2 Registry’s set of high-level interfaces go some
way to revealing what sort of services could be built on top
of the core SPARQL API. By constructing a set of policies
we have demonstrated possible ways the data could be
processed and thus generating new knowledge, in this case
knowledge relating specifically to file format risk analysis.
From results such as the migration pathways URIs, we
envisage that other services can start linking to, and
commenting on, these results. Thus, a third party could
state that it used a certain migration pathway, as
represented by a URI, and rate the quality and experience
with this to advise others who may use the service at a later
date. This has parallels with the rating of items in online
stores such as eBay and Amazon, and brings the P2
Registry full circle: in the first instance it consumed linked
data, and by using ontologies and policies it is able to
publish new linked data for others to consume.
The future of the P2 Registry is two-fold. First, as a
reference platform to allow and encourage publication of
preservation data as linked data on the Web. Second, better
integration with third party tools such as EPrints, by
enhancing and completing the high-level interfaces.
Accountability and trust is a problem with open
publication. In the P2 Registry this is handled by retaining
the namespace and URIs from the originating information
sources. In this way, if they are URLs each one can be
resolved back to its creator, e.g. PRONOM or Wikipedia
(via DBpedia). Although this is present in the P2 Registry,
the high-level interfaces and policies are not currently
detailed enough to be able to distinguish at this level,
although this is not a problem via the API interfaces.
At this stage the P2 Registry has proved to be a
promising and helpful platform for bringing together rich
sources of linked data on file format risk information and
migration pathways. This approach needs the active
participation of the digital preservation community to
contribute data by simply publishing it openly on the Web
as linked data. By demonstrating the range of services that
can be built on top of open data, it is hoped that more
parties will be encouraged to make this part of their core
activity and business practice, thus allowing the hard work
of building preservation data registries to be distributed
across the wider community.
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example of such an initiative2. MIXED stands for
“Migration to Intermediate XML for Electronic Data”. The
aim of the MIXED project is to develop a sound theoretical
framework for the curation of file formats and practical
services and tools that support this framework. It is the
ambition of the MIXED project that its results are not only
relevant for the DANS data archive, but also for other
repositories of digital data objects. In order to use the
project resources in the most efficient way the MIXED
project tries to use existing building blocks if possible and
to develop new ones in situations where no solutions are
available.
The remaining part of this paper consists of four
sections. First the “smart migration” strategy is explained
as this strategy contains the philosophical basis upon
which the MIXED tools are based. Then attention is given
to the XML schema with the name SDFP (Standard Data
Formats for Preservation) that serves as the interchange
format for a number of file format types. The third section
elaborates on the MIXED software tools that carry out the
smart migration strategy. The MIXED project delivers
open source software that can convert various data formats
into the XML data format and vice versa. The last section
of this paper contains concluding remarks concerning the
relevance of the project outcomes for a broader usercommunity.

Abstract
DANS (Data Archiving and Networked Services), the Dutch
scientific data archive for the social sciences and humanities
is engaged in the MIXED project to develop open source
software that implements the “smart migration” strategy
concerning the long-term archiving of file formats. Smart
migration concerns the conversion upon ingest of specific
kinds of data formats, such as spreadsheets and databases, to
an intermediate XML formatted file. It is assumed that the
long-term curation of the XML files is much less
problematic than the migration of binary source files and
that the intermediate XML file can be converted in an
efficient way to file formats that are common in the future.
The features of the intermediate XML files are stored in the
so-called SDFP schema (Standard Data Formats for
Preservation). This XML schema can be considered as an
umbrella as it contains existing formal descriptions of file
formats developed by others. SDFP contains also a schemas
developed by DANS, e.g. a schema for file oriented
databases. It can be used e.g. for the binary “DataPerfect”
format that was used on a large scale about twenty years ago
and for which no existing XML schema could be found. The
software developed in the MIXED project has been set up
as a generic framework, together with a number of plug-ins.
It can be considered as a repository of durable file format
conversions. The MIXED project is at its ending phase and
this paper contains an overview of the results.

Introduction

Smart migration

Re-use of digital data is often hindered by nontransparent file format specifications. These formats are
often owned by vendors, are dependent on applications,
and exist in various versions. Data in older binary file
formats are very much at risk now. Obsolescence of file
formats is one of the main factors that threaten the longterm access to digital data. In the course of time datasets in
a wide range of formats are deposited at scientific data
archives such as DANS and the future usability of these
datasets is obviously a major concern for the management
of a data archive1. Next to monitoring the state of art
concerning digital preservation and the application of
relevant tools and standards DANS also undertakes
initiatives to develop services that enhance the durability
and reusability of its digital assets. The MIXED project,
that started in 2007 and that will end early 2010, is an

By the year 2000 three main strategies towards digital
preservation have been described (Jones and Beagrie,
2001). These are the technology preservation strategy, the
technology emulation strategy and the digital information
migration strategy. Another important building block to
realize a digital preservation framework is the OAIS
reference model that establishes a common framework of
terms and concepts relevant for the long-term archiving of
digital data. Based on the principles mentioned above a
wide range of initiatives have been undertaken to improve
the long-term durability of digital objects.
Migration concerns the re-encoding of digital
information in new formats before the old format becomes
obsolete. The purpose of migration is to preserve the
intellectual content of digital objects and to retain the
ability to retrieve, display and otherwise use them in the
2

The website of the MIXED project can be found at
http://mixed.dans.knaw.nl (retrieved September 15 2009).
The site contains a project white paper (Roorda, 2007)

1

The English website of DANS can be found at:
http://www.dans.knaw.nl/en/ (retrieved Sept 15 2009)
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face of constantly changing technology. The migration
frequency is a function of the rate of change of context.
Since the dependency on the context is manifold, and since
application software changes rapidly, it is very difficult to
keep track of all the migrations that are needed. Another
disadvantage of this “plain migration” strategy is the fact
that migrating archived material can require a huge amount
of work. In addition, it is risky, because it might introduce
conversion errors. It pays therefore to find strategies to
optimize this migration process.
The plain migration strategy keeps data in the formats
belonging to the application with which they were created,
and thus many different data files follow many different
migration paths. For example: In 2009 it might occur that
Word documents created prior to Word 6.0 can no longer
be opened by the new version of Word. So all pre-1993
documents suddenly qualify for migration.
In order to avoid this situation, the smart migration
strategy converts all data files, upon ingest to the archive,
into an intermediate generic format expressed in XML.
Upon dissemination the file is converted from this generic
format into a current vendor format of choice. This is
illustrated by figure 1. It is likely that the intermediate will
also change, but at a much slower rate. The optimization is
that conversions are split into many contemporary (or
synchronic) conversions and a few time-bridging (or
diachronic) conversions. This is a much more manageable
situation, because the complexity of many different
formats can be dealt with contemporaneously, and the
complexity of bridging time can be dealt with by means of
one well defined format. This is illustrated in figure 2.
Smart migration can be considered as a combination of
normalization and migration.
A distinction should be made between three
manifestations a digital file can have in a digital
preservation environment. First, the original copy that will
become obsolete for reasons mentioned above, but still
serves as an anchor for the authenticity. Next a
preservation copy can be distinguished, e.g. in pdf format,
that retains the original look and feel as a precaution
against the loss of aspects that were deemed not worthy of
preservation; and last but not least the logical
manifestation, typically in XML, that stores the content in
a very transparent way, but that may lose aspects having to
do with presentation and with action. This is the
manifestation that facilitates future re-use of data. Smart
migration concerns the processing of files in order to deal
with this logical manifestation.
Thus, a smart way of migration is to migrate to data
formats expressed in XML, not to a newer version of a
non-transparent format. It is then fairly easy to maintain
conversions from this XML data format to the various file
formats that users want their data delivered in.
The software tools created in the MIXED project
demonstrate the viability of the smart migration strategy
and are discussed further on in this paper. First attention is
paid to the role and implementation of the XML data
format in the MIXED project.

Figure 12 Smart migration: upon ingest files are
converted into an intermediate XML format. Upon
dissemination the file is converted to a format of choice

Figure 2 Smart migration: only a few time-bridging
conversions are needed

SDFP: Standard Data Formats for
Preservation
To a large extend the dependence on specific software
and hardware for the processing of digital objects can be
avoided by using the XML data format. This standard data
format is considered as self-descriptive and it does not
require proprietary software to get access to the data. As
XML provides mechanisms to impose constraints on the
storage layout and logical structure of the data it is obvious
that XML is used to express the generic structures for
kinds of file formats, such as spreadsheets and databases.
Within the MIXED project the XML schema Standard
Data Formats for Preservation (SDFP)3 is developed that
defines the features of the intermediate XML data format.
SDFP is an umbrella format: it contains sets of XML
schemas for various significant data kinds and builds on
existing XML representations of files formats such as the
Open Document Format (ODF)4 (see figure 3).
3

In earlier stages of the MIXED project the SDFP schema
was called M-XML.
4
More information on the ODF standard can be found at
http://www.odfalliance.org (retrieved 15 September 2009)
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application formats, which make the application of the
MIXED framework an appropriate option.

MIXED software: framework and plug-ins
Having positioned the smart migration strategy and the
function and role of the SDFP XML schema to express file
formats in the durable XML format we now elaborate on
the development of the software tools needed to carry out
that strategy. The MIXED software has been set up as a
generic framework together with conversion plug-ins.
The framework carries out the conversion workflow
Figure 3 SDFP as umbrella format
The SDFP schema is meant to evolve during its use by
several organizations. It reflects the aspects of data that are
deemed worthwhile for preservation. SDFP will expand as
new data kinds are added, but it will certainly remain
backwards compatible. SDFP can be considered as a
device for containing and accumulating knowledge on the
structure of file formats and is an essential element in the
implementation of the smart migration preservation
strategy.
Within the wide range of existing file formats the
MIXED project started to concentrate on tabular data in
spreadsheets and databases. There are several reasons for
this. It turned out that data archives hold an enormous
amount of legacy material in spreadsheets and databases
that come in many (aged) versions. The importance of this
data lies in its content, not in its initial look and feel. This
makes the data particularly appropriate for the MIXED
framework.
During the MIXED project the SDFP schema is filled
with XML representations of a number of binary formats
such as Open Office (using the ODF specification
mentioned above) DataPerfect, Excel, Lotus1-2-3, MS
Access and dBase5. As an exercise in extending the scope,
we also dealt with data created by means of statistical
packages such as SPSS.
The SDFP representations express the generic
structures of databases and spreadsheets. It is the intention
that the SDFP schema will gradually be extended with
more file types. Next to that it can be expected that, over
time, the format type descriptions in the SDFP schema will
change as it is to be expected that there will be new
concepts introduced in the functionality of databases and
spreadsheets, which must be expressed in the underlying
file format. But we expect that, over time, the SDFP format
will change much slower than the individual binary

Figure 4 The MIXED web console. Ready for
experimentation
and administration. Conversion modules can be plugged in
into the framework while it is running. Several interfaces
can be connected to the framework, among which a web
console, a command line tool, or a web service. The
framework itself is published as open source software.
The conversion plug-ins contain the intelligence
behind the file format migrations (to and from binary
formats and XML representations, based on the SDFP
schema). The plug-ins are published as open source
software, for maximum usefulness. Also new plug-ins for
other file formats can be added to the MIXED framework.
In this way the conversion plug-ins function as a device
that attract the best practices of preserving data that come
in various file formats.
The software framework has two focuses: (1) the core
functionality of converting binary file formats to SDFP and
vice versa and (2) interfacing with data repositories.
Both focuses remain separable. It is to be expected that the
conversion functionality will be useful in contexts other
than archiving and preservation, so we should not tie this
functionality to a repository context.
On the other hand, the main reason for building the
MIXED software is to improve the long-term access and
reuse of the objects in the repositories of DANS and those
of other organizations with preservation measures.

5

We were successful in dealing with many versions and
dialects of dBase: we recognize the versions 3, 4, and 5, as
produced by the vendor application as well as Clipper and
FoxPro, derivatives of dBase. Libraries for dealing with the
DBF and DPF (DataPerfect) formats have been made
available as open source code (see http://dans-dbflib.sourceforge.net/ and < http://dans-dplib.sourceforge.net/> (retrieved 15 September 2009)
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The MIXED software will not be able to implement
the smart migration strategy on its own. In order to
implement an archiving strategy, also an organizational
process is needed. Moreover, once the software to carry
out the MIXED migrations has been developed, the
conversion landscape will need to be monitored for new
file formats and other developments. The MIXED software
must be able to accommodate a changing conversion
landscape. For this communication and cooperation with
other initiatives in the digital preservation community is
important.
It is hoped that the methodology and tools developed
by the MIXED project contribute to the development and
application of a repository of durable file format
conversions.

Implementing the MIXED strategy for a repository
poses a number of requirements: The conversions must act
on behalf of data producers or on behalf of data managers,
which leads to different scenarios and different interfaces.
Also, the conversions must maintain provenance metadata,
which will be repository dependent.

Discussion
The MIXED project is a contribution to the
community effort of gathering quality tools for digital
preservation. This is related to the Planets project
(Preservation and Long-term Access through Networked
Services) that aims at the development of practical services
and tools to help ensure long-term access to digital cultural
and scientific assets (Farquhar and Hockx-Yu, 2007). The
first steps are set to incorporate the MIXED tools in the
Planets testbed en tools registry environment.
The main idea of the MIXED project is deceptively
simple: convert file formats to the XML data format in
order to unwrap the data out of application-bound, closed
formats. The unwrapped data is easier to preserve. But then
these conversions themselves should be sustainable. A key
role is for the resulting XML data files. Support and further
development of the SDFP schema is important. The
schema refers to other XML constructs that are suitable as
a standard preservation format for a certain kind of data.
SDFP is intended to be a device for accumulating
knowledge on the structure of preserved file formats.
The creation of file format converters is notoriously
laborious and difficult. It typically exceeds the resources of
individual archives to develop complete conversion
packages, urging the need for cooperation in this field.
DANS will maintain the web console of the MIXED
software for demo and experimentation purposes. This web
console is accessible via the project website (see figure 4).
Also the libraries created by the MIXED project team,
dealing with a number of file formats will be made
available as open source code.
DANS will incorporate the smart migration strategy in
its data archive management routines. This means that for
file formats for which converters are available XML
representation will be created upon ingest and managed
using the MIXED software. Upon dissemination converters
will be used to create common useable binary formats. We
expect better long-term digital preservation of files in the
XML formats that conform to the SDFP schema and
requirements. We also expect that the process of
converting files to SDFP comes at reduced cost compared
to the classic format migration procedures.

References
Farquhar, A. and Hocks-Yu, H., 2007. Planets: Integrated
Services for Digital Preservation. International Journal of Digital
Curation, 2(2), pp. 88-99
ICTU (2003) Digital Preservation Testbed From digital volatility
to digital permanence. Preserving databases. Retrieved
September 15 2009 from
<http://www.digitaleduurzaamheid.nl/bibliotheek/docs/volatilitypermanence-databases-en.pdf>
ICTU (2003) Digital Preservation Testbed From digital volatility
to digital permanence. Preserving spreadsheets. Retrieved
September 15 2009 from
<http://www.digitaleduurzaamheid.nl//bibliotheek/docs/volatilitypermanence-spreadsh-en.pdf>
International Organization for Standardization. (2003). ISO
14721: Space data and information transfer systems – Open
archival information systems – Reference model
Jones, M. and Beagrie, N., 2001. Preservation management of
digital materials. London: The British Library
Roorda, D., 2007. White paper. Migration to intermediate XML
for electronic data (MIXED). A strategy in digital preservation A DANS software project. Retrieved September 15 2009 from
<http://mixed.dans.knaw.nl/files/file/white_paper2.pdf>

197

Distributed Digital Preservation:
Technical, Sustainability, and Organizational Developments
Tyler O. Walters

Liz Bishoff

Emily B. Gore

Georgia Institute of
Technology
704 Cherry Street
Atlanta, GA 30332
Tyler@gatech.edu

BCR (Bibliographic Research
Center)
14394 E. Evans
Aurora, CO 80014-1408
LBishoff@bcr.org

Clemson University
S. Palmetto Blvd.
Campus Box 343001
Clemson, SC 29634-3001
egore@clemson.edu

Mark Jordan

Thomas C. Wilson

Simon Fraser University
Burnaby, British Columbia, V5A 1S6
Canada
mjordan@sfu.ca

University of Alabama
Box 870266
Tuscaloosa, AL 35487-0266
tcwilson@ua.edu
Private LOCKSS networks (PLNs) have worked to
establish successful strategies for archiving copies of
content in secure, geographically distributed locations.
Using leading software for distributed digital replication
(the LOCKSS system from Stanford University), PLNs
have developed a viable means to distribute, replicate, and
monitor digital collections. 2 This approach provides the
geographic and institutional diversity required to
significantly reduce the risk of digital collections loss.
Distributed digital preservation networks built on the
LOCKSS open-source technology have been growing
steadily in popularity among research and government
institutions with a mandate to collect and preserve
information of significance to their communities. The
PLN approach is recognized as a versatile and low-cost
one that can protect from disaster at any one geographic
location the critical digital content that documents our
culture, public institutions, and private organizations. This
paper offers a range of perspectives and experiences in
distributed digital preservation from an international
PLN-based consortia − the MetaArchive Cooperative; a
state-level organization − the Alabama Digital
Preservation Network (ADPNet); and a large, regional
organization in Canada – the Council of Pacific and
Prairie University Libraries PLN (COPPUL PLN). It
portrays how their participating institutions embarked on
the distributed digital preservation approach and how
their work meets the current digital preservation needs of

Abstract
Representatives from a variety of distributed digital
preservation initiatives will serve as panel members and
discuss the technical adaptability, economics, and
functionally compelling benefits of using cooperative
distributed digital preservation networks to preserve the
vast array of at-risk digital content produced by our
societies and their institutions.

Introduction
To date, our community’s current digital preservation
practices largely consist of geographically and
institutionally homogeneous replication of content by one
institution. However, this approach leaves content
vulnerable to the vagaries of one institution’s technical
infrastructure and more susceptible to man-made and
natural disasters. A network of geographically and
institutionally diverse digital repositories adhering to best
practices, such as those set forth in RLG’s Trusted Digital
Repositories: Attributes and Responsibilities and the
Reference Model for an Open Archival Information
System, greatly reduces these threats. 1

Copyright © 2009, Tyler O. Walters, Liz Bishoff, Emily B. Gore, Mark
Jordan, and Thomas C. Wilson. All rights reserved.
1

Trusted Digital Repositories: Attributes and
Responsibilities, RLG-OCLC, May 2002, Mountain
View, CA, (http://www.rlg.org/en/pdfs/repositories.pdf)
and Reference Model for an Open Archival Information
System (OAIS), Blue Book, Issue 1, January 2002, ISO
14721:2003,

(http://ssdoo.gsfc.nasa.gov/nost/wwwclassic/documents/p
df/CCSDS-650.0-B-1.pdf ).
2
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See the LOCKSS Program (http://lockss.stanford.edu/).

their institutions. In this paper, we illustrate that new
digital preservation federations are resulting from
compatible institutions reaching out, identifying each
other, and pooling resources to reach common goals. The
growth and expansion of existing PLNs can be seen
through the BCR-led MetaArchive West project, which
involves seven institutions that are new to PLNs.
Individual institutions also are joining these efforts and
their decisions to join are examined through the example
of Clemson University joining the MetaArchive
Cooperative. Further, this paper describes and analyzes
aspects of the organizational networks represented, such
as business plans and strategies, technologies,
sustainability issues, and other organizational challenges.

strategy has been shaped by its experiences in interorganizational collaboration and learning. Working
through NDIIPP has given the MetaArchive contact with
many institutions and organizations working on digital
preservation. The National Historical Publications and
Records Commission (NHPRC) of the National Archives
and Records Administration have also supported the
MetaArchive financially, which has facilitated the
MetaArchive’s transformation from project to business.
Of course, NDIIPP and NHPRC have contributed greatly
to the MetaArchive’s organizational sustainability and
have given it support that allows it to plan strategically for
the long-term while it builds its partner base today. The
mixed revenue model of grant funding, membership fees,
and consulting fees also has contributed to the
Cooperative’s success and stability. The other major point
of organizational sustainability is the member institutions
themselves. The organizational plans for the MetaArchive
are embedded within its charter. The charter establishes
the roles, rights, and responsibilities of the Cooperative’s
partners. There are two main member categories in
operation currently. They are:

The MetaArchive Cooperative
The MetaArchive Cooperative was the first Private
LOCKSS Network, established in 2004 as one of eight
original digital preservation partnerships with the Library
of Congress’ National Digital Information Infrastructure
and Preservation Program (NDIIPP). It stemmed from the
collaborative initiatives of six university research libraries
and archives -- Emory University, Georgia Tech, Virginia
Tech, Florida State University, Auburn University, and
the University of Louisville. The MetaArchive has
promulgated a successful cooperative charter and
membership agreement that form the core of the multiinstitutional relationships. By 2009, the MetaArchive has
grown from the original six to 14 member institutions,
adding the following: Boston College, Clemson
University, the Folger Shakespeare Library, PUC Rio de
Janiero, Penn State, Rice University, the University of
Hull (UK), and the University of South Carolina. There
are currently more than 40 other institutions who have
expressed interested in joining the MetaArchive
Cooperative.
Once initiated, the Cooperative’s leadership, which
forms its steering committee, began articulating a
sustainability model for the Cooperative, consisting of
components that address sustaining the organizational
model, its technology model, its economic model, and
finally the collections themselves. The digital
sustainability model has guided specific actions taken by
the MetaArchive Cooperative to further its goals and
operations.3

Sustaining Members:
These are the leaders of the MetaArchive
Cooperative, its governance, member services, and
strategies. Sustaining Members also operate preservation
nodes (i.e. storage servers on the MetaArchive network)
and they preserve their content on them. These nodes also
preserve content coming from all Cooperative members.
The Sustaining Members test, develop, and maintain the
Cooperative’s hardware, software, and network
connectivity. They provide a high level of input, which
creates, in effect, a distributed staffing model that
includes an intellectual property attorney, many subject
specialists and curators, and a large number of software
engineers and systems administrators. The member
institutions’ staffs do more than take care of their own
node; they work to support the overall network and
organization as well.
Preservation Members:
These members perform two essential roles: they
participate in the MetaArchive networks by operating
preservation nodes and they contribute content that is
preserved on them. They do not have a decision-making
role in the governance and business operations of the
Cooperative. They also do not bear additional
responsibility for supporting the technical and
organizational work of the Cooperative through staff
contributions.
The MetaArchive Cooperative Steering Committee is
the organization’s decision-making body. It is comprised
of one representative from each of the Sustaining
Members. Further policy, strategy, and operational

Organizational Management and Sustainability. The
MetaArchive Cooperative’s organizational sustainability
3

Walters, Tyler O., “Digital Sustainability: Weaving a
Tapestry of Interdependency to Advance Digital
Programs,” in Strategies for Sustaining Digital Libraries.
(Atlanta: Emory University) Martin Halbert and
Katherine Skinner, editors. 2008.

http://www.e-booksdirectory.com/details.php?ebook=1223
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decisions are carried out in three other committees:
Content, Preservation, and Technical.
Individuals
representing all member institutions may serve terms on
these committees. Member services include digital
preservation network management, digital collection
disaster recovery, digital preservation network consulting
and training, and a future service for format migration.
A significant characteristic of the MetaArchive
Cooperative’s organizational sustainability strategy is its
management by an independent non-profit organization
called the Educopia Institute, Inc. The Cooperative
decided that the “single host institution” model left it
vulnerable to the changes in direction a single institution
might make. Also, no single consortium currently serves
all the MetaArchive’s institutions. Educopia provides
administrative and fiscal oversight to the Cooperative and
consists of a Board of Directors that draw upon
professionals from other institutions that are not members
of the Cooperative, which further diversifies its base of
management and input.4 The intention is to provide a lowcost,
low-overhead
entity
that
oversees
cyberinfrastructure and cyberlearning projects to advance
digital learning, scholarship, and research in higher
education and with cultural memory organizations. The
emerging organizational model has also led to a solid base
for economic sustainability, namely, a diverse set of
revenue streams for the Cooperative. To date, these have
been grants and contracts from federal funding agencies,
member dues, individual institutional contributions, and
consulting/training fees.

reporting features by Archive and by Institution.
Essentially, these are useful tools in a PLN which is
managing a wide array of digital materials, but done so by
and for a specific institution. Such institution-specific
issues are generally not of concern in the original
general/public network, yet are of central concern in a
PLN framework.
Content transfer involving LOCKSS is another
technological issue that the MetaArchive has been
investigating. The focus has been to improve content
transfer to PLNs from digital asset management systems
(DAMS) like DSpace and between preservation systems
like LOCKSS and grid-based systems using SRB and/or
iRODS. Training LOCKSS to harvest data from DAMS is
problematic because it is designed to harvest content from
static web sites, not dynamic content. Georgia Tech and
the MetaArchive have adopted an approach to harvesting
source content and metadata using DSpace’s native OAI
and METS export functionality. LOCKSS pulls data from
DSpace by making OAI requests for METS XML, which
delivers URIs for associated content and metadata. The
LOCKSS daemon and generic plugin reads DSpace
OAI/METS output. Testing has proven successful,
although Georgia Tech anticipates the possibility of
needing custom Java plugins for specific types of
complex, multi-object content. This harvesting approach
provides a reliable data source for reconstructing
repositories.
There also has been ongoing work supported by the
National Historical Publications and Records Commission
(NHPRC) in data transfer between preservation systems
with the MetaArchive and the San Diego Supercomputer
Center’s Chronopolis digital preservation program, which
is currently based on SRB. The BagIt technology for
content transfer, developed by the Library of Congress
and the California Digital Library, has been the focus of
the studies thus far. Recently, a joint grant proposal from
the MetaArchive and Chronopolis has been submitted to
the NSF INTEROP program to build transfer tools in
support of BagIt, the native LOCKSS technologies, and
the data transfer approaches of iRODS, which
Chronopolis plans to use in the future. Moreover, projects
like those described above demonstrate that there is much
activity in place with the aim being to improve distributed
digital preservation.

Technical Achievements. There has been much
adaptation of LOCKSS to optimize the performance of
PLNs. The MetaArchive Cooperative has worked with the
LOCKSS development team at Stanford on new tools
such as the MetaArchive’s Conspectus database and a
new and improved LOCKSS Cache Manager. The
Conspectus is a database product that sits in front of a
LOCKSS network and manages a robust collection of
metadata for the network’s digital collections. It was
developed by the MetaArchive Cooperative and is
available as an open source offering to the LOCKSS
community. The new LOCKSS Cache Manager tool seeks
to accommodate the particulars of a Private LOCKSS
Network (as distinct from the public LOCKSS network
model for which the LOCKSS software was originally
designed). The Cache Manager is the network monitoring
tool used in the LOCKSS software and is comprised of
four main network monitoring components: 1) caches, 2)
collections, 3) archival units, and 4) disks. Some of the
desired improvements are to sort archival units by
institution (not a normal LOCKSS feature), improve the
display of collections and archival units, and to provide
4

The Council of Prairie and Pacific University
Libraries (COPPUL) Private LOCKSS Network
Organizational Management. Another major PLN effort
is the COPPUL PLN. COPPUL is a consortium of 21
university libraries located in Manitoba, Saskatchewan,
Alberta and British Columbia who participate in resource
sharing, collective purchasing, reciprocal document
delivery, and other activities. As of September 2009, eight

See http://educopia.org
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of these institutions are participating in the COPPUL
Private LOCKSS Network.
One organizational challenge that the COPPUL PLN
faces is that some of its members are very large by
Canadian standards, while others are quite small. Large in
this context includes the University of British Columbia
(with a student population of over 50,000) and the
University of Alberta (student population of over 35,000);
the smallest is University of Winnipeg (student
population of approximately 9,000). The most obvious
implication of having members that differ so widely in
size is ensuring that the cost of membership in the PLN
remains equitable. The principal cost is annual
membership in the LOCKSS Alliance (there is no
membership fee for the COPPUL PLN itself), which is
based on institution size and therefore mitigates this
problem to a certain degree. Other costs incurred by
participating in a LOCKSS PLN, however, tend to be
roughly the same for all members, so smaller institutions
pay more in relation to their overall budgets. These other
costs include the hardware used for the LOCKSS servers,
staff time required to participate in the PLN (for selection
of material, integrating LOCKSS into existing or new
preservation strategies, etc.), and miscellaneous costs
such as travel to meetings.
Another organizational challenge particular to
COPPUL is the PLN’s relationship with Synergies, a
“not-for-profit platform for the publication and the
dissemination of research results in social sciences and
humanities published in Canada.”5 Although Synergies’
use of LOCKSS is currently (as of September 2009) still
in the planning stages, it is likely that Synergies journals
will be preserved using some combination of the public
LOCKSS network and a Synergies PLN. Any institution
that belongs to the LOCKSS Alliance may be a member
of multiple networks, which means that institutions will
not have to pay a separate Alliance membership fee to
belong to both the COPPUL and Synergies PLNs or the
public LOCKSS network. Nonetheless, questions of
overlap between the networks remain outstanding and are
being studied.

quarter of COPPUL members need to participate. Given
frequent cutbacks to university library budgets, this is a
relatively high proportion.
Technical Achievements. The COPPUL PLN is the first
PLN to automate the harvesting of OJS (Open Journal
Systems) content for preservation. OJS is an open-source
journal management platform developed and supported by
the Public Knowledge Project.6 Currently there are over
3000 journals using OJS. Many of the participants in the
COPPUL PLN host OJS journals in support of scholarly
publishing on their campuses or for scholarly societies,
professional associations, and other academic publishers.
The libraries that host these journals feel obligated to
ensure that the content remains accessible if their OJS
servers go offline for any reason. Preserving their journals
in the PLN was an obvious strategy. The development of
the LOCKSS plugin that harvests OJS content not only
allows COPPUL libraries to preserve locally hosted OJS
journals in their PLN, it expands the capabilities of the
network. If an OJS journal is nominated for inclusion in
the public network, the necessary plugin will have been
created.
The COPPUL PLN, like most PLNs, preserves
content that is unique to the network members and is not
preserved in the public LOCKSS network. In COPPUL’s
case, this local content currently includes the electronic
theses collection from the University of Saskatchewan,
the Grande Prairie Historical Photos Collection from the
University of Calgary, and the Editorial Cartoons
Collection from Simon Fraser University. Determining
the best way to preserve local content in the PLN offers
some interesting opportunities for developing institutional
preservation practices. For example, in the case of SFU’s
Editorial Cartoons collection, local staff refined their
practice of putting the master TIFF file and various types
of metadata for each cartoon into a BagIt package7 that is
optimized for local digitization workflow and submission
to, and extraction from, the PLN. This technique could be
applied to any institution’s digital assets management
workflow, however. As mentioned earlier in regards to
the MetaArchive, there have been many important
technology developments that have advanced the
functionality and overall success of PLNs.

Sustainability. The main issue surrounding the
sustainability of a PLN in a library consortium the size
and nature of COPPUL is ensuring that enough members
participate in it. The technical architecture of a PLN
requires that it contains at least six nodes, since the
integrity of the preserved content is verified using a
voting mechanism based on this minimum. If two of the
eight current members were to drop out for any reason,
and were not replaced by new members, the PLN would
be operating at its minimum size. In order for the
COPPUL PLN to be sustainable, between a third and a
5

The Alabama Digital Preservation Network
(ADPNet)
The Alabama Digital Preservation Network
(ADPNet),8 a program of the Network of Alabama

See http://www.synergiescanada.org/page/publishers
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See http://pkp.sfu.ca

7

http://tools.ietf.org/html/draft-kunze-bagit-04

8

See http://www.adpn.org/

 Collaboration to adopt policies and procedures that
will sustain the Network to the mutual benefit of its
partners and content contributors;

Academic Libraries, is a distributed digital preservation
network for locally created digital content. It represents a
low-cost digital preservation solution for academic
institutions, state agencies, and cultural heritage
organizations in Alabama. ADPNet is another PLN,
meaning that the archived content is accessible only to the
members and only if it is needed to restore lost content.
Any Alabama-based cultural heritage organization with
publicly-available digital assets whose activities and
objectives are consistent with ADPNet's mission and
principles may join the network.

 Commitment to keeping overhead low and achieving
low-cost preservation strategies;
 A cooperative, robust, and decentralized peer-to-peer
approach to selecting content of shared value, and
mutual support of content with a particular value to
individual institutions;

Organizational Management. Originally funded in 2006
by a two-year National Leadership Grant from the
Institute of Museum and Library Services (IMLS),
ADPNet is now self-sustaining. The current membership
includes: Alabama Department of Archives and History,
Auburn University, Spring Hill College, Troy University,
University of Alabama, University of Alabama at
Birmingham, and University of North Alabama.
Members are required to maintain an appropriately
configured LOCKSS server, contribute digital content to
the network and harvest digital content from other
member institutions, join the LOCKSS Alliance,
determine their rights to preserve content prior to
submitting it to network, and hold the network and other
members harmless. The costs for selecting and digitizing
material, systems administration, and equipment upgrades
are borne by the members individually. There is no
ADPNet membership fee.
ADPNet is governed by a steering committee that
represents the members, oversees the management and
operation of the network, sets general policy, reviews and
approves requests to expand the network’s storage
capacity, and reviews and approves applications for
membership. The committee consists of one voting
representative appointed by each member organization.
The ADPNet Technical Policy Committee reviews the
network’s capacity and technical specifications and makes
recommendations related to the network’s hardware and
software. The participants represent widely variant
organizations in size, type, and governance. This attribute
is at once a strength and a challenge. The diversity of
participating organizations adds to the value and vitality
of the network. At the same time, widely varying needs
and resources present an opportunity to explore avenues
of mutual benefit that neither inhibit the members who
move forward at a rapid pace, nor present barriers to
members who have fewer assets to preserve.

 Application of LOCKSS software, as the principal
system for distributing copies of replicated content in
secure, distributed locations over time;
 Wide applicability to a range of institutions and
digital content;
 Commitment to storage and maintenance in
migratable formats and data structures;
 Commitment to high standards for metadata and
content; and
 Ongoing exploration of projects to advance digital
preservation.
Sustainability and Technical Achievements. Because
the bar for participation is relatively low and the costs for
ongoing membership are reasonable, the long-term
viability of ADPNet looks promising. The network
provides a useful and proven option for Alabama
institutions to entrust with important digital collections.
The geographic distribution of participants from around
the state reduces concerns regarding the reach of natural
disasters.
From ADPNet’s perspective, the LOCKSS software
places few demands on server hardware. Very low-cost
hardware can be used and ADPNet members, thus far,
have chosen to purchase similar hardware for each site,
though this is not a requirement. ADPNet is designed to
be simple (technically and administratively) and cheap.
Currently, the network preserves 46 digital collections
totaling about 400 GB of harvested data. The current
network capacity is 1.5 TB, but will soon be raised to 8
TB.
There are several future challenges to address. These
include items like network scalability, preservation
metadata types and formats, the varying needs and
resources of the membership, expanding the membership
during economically challenging times, and finding
partners with greater geographic diversity. The ADPNet
currently is in conversations with COPPUL and the

ADPNet is guided by the following operating principles:
 Mutual commitment to long-term preservation of
critical cultural heritage content;
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Arizona-based PeDALS
geographic dispersion.

PLN9
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achieve

greater

The MetaArchive West project is designed to create a
culture of digital preservation among the partners and will
demonstrate a model for collaborative digital preservation
that can meet the goal of long term access. In this project,
Bibliographical Center for Research and the MetaArchive
Cooperative will provide a PLN solution12 for libraries,
archives and museums in the West. MetaArchive West
will implement seven new MetaArchive nodes over a two
year grant period and grant support for the initiative is
being sought from the Institute of Museum and Library
Services (IMLS). The seven partners (BCR, Oregon State
University Library, Montana State Library, Colorado
Alliance for Research Libraries (Alliance), University of
Utah Library, Rice University Library and Georgia
Institute of Technology Library) will run MetaArchive
nodes (i.e. servers) to extend the MetaArchive
preservation network. Two additional partners, Denver
Museum of Nature and Science Library and the National
Center for Atmospheric Research Library, will contribute
Western digital culture content to the network. 13
Why the MetaArchive Cooperative? Project
participants planned and prepared for the organizational
and technological challenges of distributed digital
preservation. They evaluated several options for
preservation solution development including initiating a
local solution, choosing a not-for-profit or commercial
vendor solution, implementing a state or regional Private
LOCKSS Network, or building on an existing Private
LOCKSS network. After the analysis, BCR in working
with the Western cultural heritage institutions chose to
join an existing distributed digital preservation -- the
MetaArchive Cooperative. The Western consortium came
to this decision because partnering with the MetaArchive
Cooperative met the following assessment criteria:

The Challenge of Expanding Distributed Digital
Preservation Federations: The MetaArchive West
Project
Now that several PLN organizations have been
established, the next step coming in their maturation
process is their expansion as they invite and bring in new
institutional members. Cultural heritage institutions in the
American West have been digitizing content since the
mid-1990’s, and therefore, have been seen as likely
candidate institutions to join a PLN to preserve the digital
collections that they have been building so robustly.
Today, libraries, archives, museums and historical
societies provide access to digital objects including
millions of pages of historic newspapers; hundreds of
thousands of historic photographs, maps, and text; and
terabytes of digital audio and video. Much of this content
has been funded by state and federal grants, and millions
of dollars in local match. Those who created the content
for access however have paid little attention to the issue
of assuring long term accessibility.
Western cultural heritage institutions have expertise
in physical preservation practices, but they have yet to
develop policies, procedures and solutions to preserve
their digital collections. Heritage Preservation’s A Public
Trust at Risk: the Heritage Health Index Report on the
State of America's Collections noted that on average less
than 30% of institutions have an executable emergency
plan and only 17% of the institutions have emergency
plans with staff trained to carry out the plan.10 The
Northeast Document Conservation Center’s 2005 Survey
found that while institutions are actively creating and
acquiring digital content, they are not addressing the issue
of long term digital preservation.11 While the Heritage
Preservation survey didn’t analyze efforts in digital
preservation, one can expect that efforts have been no
better in digital than in traditional preservation. The
situation documented in these reports shows that digital
collections are vulnerable to mismanagement, file
corruption, disc failure, and natural and man-made
disasters.
9

 enables active participation in the management and
implementation of a digital preservation solution
 engages with an established preservation solution,
including existing preservation policies and plans
12

MetaArchive’s (http://metaarchive.org) LOCKSS-based
network (http://lockss.org) enables institutions to create,
monitor, and maintain their own preservation service by
1) making copies of files and distributing them across
multiple, geographically distinct servers, or “MetaArchive
nodes”; 2) constantly monitoring each file across those
distributed MetaArchive nodes for any change in status
that may arise due to natural disasters, technical failures,
or bit rot; and 3) repairing damaged files within the
network.

See http://www.pedalspreservation.org/Default.aspx)

10

http://www.heritagepreservation.org/HHI/HHIsummary.pdf

11

Clareson, Tom. "NEDCC Survey and Colloquium
Explore Digitization and Digital Preservation Policies and
Practices" RLG DigiNews, 10:1 (February 2006).
Available at:
http://www.rlg.org/en/page.php?Page_ID=20894#article1.

13

The Denver Museum of Nature and Science and NCAR
are joining MetaArchive as “Contributing Members.”
They will contribute content without operating
MetaArchive nodes.
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 provides a technical infrastructure that is readily
extensible

Expanding Distributed Digital Preservation
Federations and Institution-level Decisionmaking: Clemson University

 uses distributed digital preservation, maintaining a
geographically dispersed solution

The Clemson University Libraries started its digital
initiatives program only recently, in late 2007. However,
this late start date has allowed Clemson the chance to
learn from the other institutions coming before it who
have built active and successful digital initiatives
programs. Perhaps the most important lesson learned has
been that successful digital initiative programs should
include a sound digital preservation program to provide
for the long-term access of its digital objects.
With the lessons in mind, a plan and the search for a
systems solution to preserve Clemson’s growing digital
collection commenced in 2008. The Clemson Libraries
was already a member of the LOCKSS Alliance which
supports the public LOCKSS network, and hence, was
aware of the concept of distributed preservation and the
LOCKSS implementation of it. When Clemson began
researching further the digital preservation solutions
available that supported a similarly distributed approach,
it found the MetaArchive Cooperative, which was
founded in the U.S. Southeast by neighboring institutions
only a few hours drive away. The original MetaArchive
network focuses on Southern Digital Culture as a subject
theme, which relates to U.S. Southern and South Carolina
cultural themes found in many of Clemson’s digital
collections. Given these factors, it was logical for
Clemson to discuss the parameters of joining the
MetaArchive Cooperative.
There were other factors taken into consideration
when the decision was made to join the MetaArchive
Cooperative. Two of them were the research and
development focus of the Cooperative and its successful
organizational structure. It was important to Clemson to
join an organization where it would become an active
partner by being a decision-maker in the endeavor and
build its own skills and experiences in digital
preservation, as opposed to purchasing vendor-based
services where the skill- and experience-building reside
mostly on the vendor side of the relationship. Moreover,
Clemson made the early decision to not only preserve
digital collections, but also be part of a development
effort to forge potential partnerships to further affordable,
manageable digital preservation solutions. Since joining
in 2009, Clemson has participated as a full member in
shaping the MetaArchive Cooperative’s use of the
Amazon cloud environment to host its central resources.
Clemson also is helping the original members build an
effective training program to transfer knowledge of its
LOCKSS-based practices to new member institutions.
Part of the new training program’s improvements will be
to communicate as effectively as possible about the
required knowledge of staff to implement and maintain a
LOCKSS node. Requirements about staff knowledge and

 is deliberately decentralized in its technical and
organizational frameworks
 is a network that runs its own technical infrastructure
in a self-sufficient manner14
 has a scalable organizational structure that allows for
the incorporation of new partners and new
collections, and
 provides a low-cost solution that meets the financial
needs of most cultural heritage institutions.
The MetaArchive West project will become a testbed
for a significant expansion of an existing distributed
digital preservation federation. It will introduce new
components to the MetaArchive Cooperative to scale up
its operations and enhance its sustainability, including a
training program, additional tools to ingest content from
leading repository platforms, and a digital preservation
readiness assessment program. The MetaArchive West
project also will test a variety of components of the
MetaArchive’s existing preservation plan by expanding
the plan to incorporate non-research libraries, consortia,
independent science libraries, and museums. The
MetaArchive network is viewed by the Western
consortium as a trustworthy, reliable, and sustainable
repository capable of handling the full range of digital
materials held by large and small cultural heritage
institutions.15 The project will use the Trustworthy
Repositories Audit & Certification: Criteria and Checklist
(TRAC)16, to guide its development. The project has
identified specific components of TRAC as a
measurement of success, including ones in the area of
professional
development,
repository
scalability,
documentation, assessment, and software technology.

14

Several other known PLNs, including DataPass, the
Arizona PeDALs network, and the Alabama ADPnet, rely
on the Stanford University LOCKSS team to operate
major components of their networks. These networks are
highly dependent on LOCKSS for their daily operations.

15

MetaArchive’s network is format agnostic, it can
provide at least bit-level preservation for any existing file
type.

16

Trustworthy Repositories Audit & Certification:
Criteria and Checklist. Chicago, IL. Center for Research
Libraries, March, 2007.
http://www.crl.edu/content.asp?l1=l3&l2=58&l3=162&l4=91
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time commitments will be updated based upon the last
few years of experience and members in training will
examine their capacity to apply the resources required to
manage an active PLN node. Clemson feels it is meeting
its early digital preservation objectives by choosing the
cooperative approach, sharing in the decision-making,
ownership, and development of a multi-institutional
digital preservation solution.

Conclusion
Distributed digital preservation federations such as
private LOCKSS networks have been developing steadily
over the past five years as a stable and economically
viable digital preservation strategy. Each of the PLNs
examined have initiated somewhat different approaches to
their management structure, sustainability planning, and
technology development activities. However, they all
share the same mission of building successful means to
preserve digital assets of scholarly, research, and cultural
value. Major trends in PLN-related work have been to
affect their interoperability with other preservation
systems, digital asset management systems, and content
production systems.
Creative,
yet
manageable
organizational structures and flexible, fiscally diverse
sustainability models have been advanced as well. PLNs
are growing in number, international in reach, and
foreshadow a significant impact on the shape of future
digital preservation organizations.
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management or product development tool is concerned
with all stages of a product’s or process’s lifecycle from
inception to retirement. The review looked at applications
of the lifecycle costing approach in several industries
including construction and waste management, in order to
identify, assess and potentially reuse an appropriate
methodology.
It was within the Library sector that the greatest
synergy and potential for adaptation to the digital problem
area was found. A model for estimating the total cost of
keeping a print item in a library throughout its lifecycle
provided a useful starting point (Stephens 1988).
Although developed for the paper world, there were
interesting parallels between the stages of analogue and
digital asset management that would subsequently prove
useful. The original model was later extended to cover
preservation costs (Shenton 2003). The lifecycle stages
start with selection, acquisitions processing, cataloguing
and press-marking and continue through to preservation,
conservation, storage, retrieval and the de-accession of
duplicates. Three key “life stages” were selected as useful
reference points at which to calculate costs. Year 1
provided an indication of initial costs following the
significant selection and acquisition stages. Year 10
represented a review point and possible technological
change or surrogacy. Year 100 was chosen as the
symbolic “long-term” point, useful for forecasting
downstream costs. Building on the foundations of this
primarily print-focused lifecycle approach, LIFE
developed a costing model and methodology for digital
materials.

Abstract
As we develop our ability to preserve digital collections
through techniques such as migration and emulation, the
decision process of what action to take and when to take it
becomes increasingly complex. Cost is a crucial factor to
consider but the financial implications of preservation
planning decisions are not typically well understood. At a
strategic level, there are also significant challenges to
contend with as the world moves rapidly to a world of both
non-digital and digital information provision. What is the
appropriate size and make up of an organisation’s
preservation department?
A new phase of the LIFE Project is aiming to improve
our understanding of the financial aspect of these
questions, ensuring preservation risk is minimised and
preservation activity can be conducted within the
boundaries of our financial constraints.
The LIFE Project created a digital lifecycle model
based on previous work undertaken on the lifecycles of
paper-based materials. It applied the model to real-life
collections, modelling their lifecycles and studying their
constituent processes. The LIFE approach supported
comparison and analysis of digital preservation activity
3
across the complete lifecycle. LIFE is now beginning to
look to the future with the development of a predictive
costing model that will support more effective decision
making and planning for digital preservation.

The LIFE Project, Phases 1 and 2
The British Library (BL) and University College
London (UCL) were co-funded by JISC in the first two
phases of the LIFE Project. Beginning in 2005 with LIFE1
and continuing in 2007 with LIFE2, the Projects explored
a lifecycle approach to mapping out and costing digital
preservation activities.
LIFE1 focused on developing a usable approach to
lifecycle costing and drew on a number of case studies
that examined the costs of digital preservation activity at
UCL and the BL. LIFE2 evaluated and refined this
approach through external review and the application of
LIFE techniques to a wider range of lifecycles at different
organisations.

The LIFE Model
The LIFE Model v2.1 (Ayris, Davies, McLeod,
Miao, Shenton, Wheatley 2008) was developed to provide
a content neutral view of the digital lifecycle from the
perspective of the preserving organisation. The lifecycle
was broken down into six high level LIFE Stages
representing the functions associated with preservation
and access. These Stages were in turn divided into LIFE
Elements which represented specific lifecycle functions
(see figure 1) The Element level captured lifecycle
processes at a level of granularity that was sufficiently
high to be relevant across a range of different content and
organisational types while still providing useful detail
from an analytical stand point. Maintaining a standardised

Background and Research Review
The LIFE work began with a comprehensive review
of existing lifecycle models and digital preservation
costing activities (Watson 2005). The concept of lifecycle
costing, which is used within many industries as a cost
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Figure 1: the LIFE Model v2.1
be processed. Staff costs are captured using studies of the
involved personnel and the time spent on lifecycle
relevant tasks. Costs are then projected over time based
on present day value.

and generic view across different organisations or content
types facilitated comparative analysis of different
lifecycles while presenting costing information in a
concise, readable and consistent manner.
Version 2.1 of the LIFE Model introduced a further
layer of decomposition, with LIFE Sub-elements. Subelements provided additional description by suggesting
likely components of element level processes. These subprocesses are not considered to be standardised across
different lifecycles but instead facilitate understanding
and assist with the identification of likely lifecycle
processes.

Case Studies in Phases 1 and 2 of LIFE
A range of case studies were chosen for the
application and evaluation of the LIFE Model and
Methodology across the first two phases of the LIFE
Project. They were:
 Web Archiving at the British Library
 Voluntarily Deposited Electronic Publications
(VDEP) at the British Library
 E-Journals at UCL
 SHERPA DP, which examined the lifecycle costs of
a centralised preservation service
 SHERPA-LEAP, which studied lifecycle costs at the
institutional repositories of Goldsmiths at the
 University of London, Royal Holloway at the
University of London, and UCL (University College
London)
 Newspapers at the British Library, which studied and
compared both analogue and digital lifecycles

The LIFE Methodology
The LIFE Methodology was developed to provide
guidance on studying an existing lifecycle and recording
the component costs of processes at each lifecycle stage.
An initial process of establishing the scope and time
frame of the case study is followed by the identification of
relevant processes and staff and initial interviews to
inform the drafting of a graphical lifecycle workflow.
This workflow captures lifecycle processes in terms of
organisation and content. These are then mapped to the
LIFE Model and reviewed and refined with those staff
responsible for conducting the actual lifecycle work. Cost
capture and analysis can then be conducted. Typical costs
might include those of equipment, setup and ongoing
staff. An appropriate method of capturing these key costs
is chosen and applied. Capital costs are averaged across
their expected lifetime based on the number of objects to

A fourth Case Study that had been planned to
examine the costs of primary data curation was not
completed due to staffing issues at the Associate Partner
site. The resulting lifecycle costs and the full workings of
how these costs were calculated can be found on the LIFE
website (www.life.ac.uk).
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guiding decision making over whether or when to acquire,
how or when to preserve, and how much resource needs
to be put in place over the longer term.

The Generic Preservation Model
The Case Studies considered by the first phase of
LIFE did not contain activities addressing the
preservation of content, such as preservation watch,
preservation planning or migration. With no Content
Preservation processes to observe and cost, an alternative
strategy had to be pursued. Attention was focused on the
development of a model to estimate the long-term
preservation costs. The work of Oltmans and Kol (2005)
provided a useful starting point on which to build a more
detailed model. Desk research and various expert review
and evaluation work led to the creation of the Generic
Preservation Model (GPM). The GPM provided the
ability to estimate Content Preservation costs based on a
basic content profile and a range of configurable inputs.
The initial GPM model developed in LIFE1 was refined in
the second phase of the project, and then reviewed at the
beginning of 2009 by a cross organisational expert group.
Recommendations from this meeting will be addressed in
further work throughout LIFE3. Collaboration with a
number of Danish memory organisations, including the
Royal Library, will continue through the third phase of
LIFE. This work is currently focusing on developing a
model for estimating migration costs (Bøgvad Kejser
2009).

Estimative Costing Tool
LIFE3 will develop an estimative costing tool that
will generate costs for a particular period of preservation
activity given details of the organisational context, the
current technological environment and a description of
the content in question. The organisational inputs will be
captured in an organisational profile which provides
details of policy, legal constrains and current status of
existing preservation activity. Configurable inputs will
enable the current state of the art, for example in
hardware storage capability and cost, to be captured and
maintained in an up to date fashion. A content profile will
gather key details of the digital material whose
preservation will be costed, including details of file
formats and the number and size of the digital objects.
These input profiles will be processed by a series of
mathematical models developed from the GPM and
refined and extended through the use of case study data
and an expert review process, which will generate
estimated costs for each stage and element of the LIFE
Model.
The LIFE tool will then be integrated with a new
costing module of the DRAMBORA risk assessment tool.
A stand alone version will also be made available, and
where possible care will be taken to use a data schema
suitable for integrating this with other preservation tools
as well.

The LIFE3 Project
Aims
The LIFE3 Project, which began in August 2009, is
moving the focus of the LIFE work from retrospective
costing and post-event analysis to predictive costing and a
supporting role in enhancing planning and decision
making activities.
As memory organisations move closer to providing
comprehensive support for digital materials and research
projects generate ever greater amounts of digital output, it
is becoming critical to have a clear picture of the
necessary levels of resource required to support
preservation. Even with a dedicated Digital Preservation
Team, the British Library has over twenty times more
effort dedicated to non-digital preservation than it has to
digital preservation. This ratio is expected to change over
the next few years, but it remains unclear how far it will
need to move.
Ongoing digital preservation costs beyond the first
year of implementation are still relatively poorly
understood which makes even short to medium term
resource planning a challenge. This issue is brought
further into focus by the context of the current move from
a predominantly nondigital to a more closely balanced
hybrid world.
LIFE3 aims to improve our ability to anticipate the
resourcing needs of future digital preservation activity,

Process and Current Status
The estimative models are currently being developed
using an iterative process allowing creation, testing, and
refinement. Model development is well underway with a
current focus on the creation of a new Bit-Stream
Preservation model and revisions of the existing GPM
Model for the Content Preservation Stage of the lifecycle.
Existing and related current work is being exploited
where appropriate. Development of the software tool that
incorporates the costing models will begin early in 2010.
Sources of information for the input profiles to the
estimative costing tool are currently under consideration,
with the aim of making use of existing toolsets where
possible, and automating information gathering for the
user. It is hoped that the organisational profile will be
populated at least in part using data from DRAMBORA.
Developments on the Planets Project (Planets 2009) in
capturing an organisation’s preservation policy in a
machine interpretable form are also likely to elicit useful
input information. The necessary content profile will be
generated by the Planets Profiling Service.
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specialists in both digital and non-digital fields, many key
preservation roles will not be specific to the nature of the
content being preserved. The lifecycle approach will
underpin this unified preservation strategy as the BL
continues to redefine its approach to preservation.
A key aim from the very beginning of the LIFE work
was to facilitate a better understanding of a key collection
management decision facing the BL Collection Care
Department: the appropriateness of digital as a
preservation medium for non digital materials. The key
factors that the BL is aiming achieve satisfactory control
over are the cost of the approach and the preservation risk
it is subject to. The experiences of costing an array of
digital and non-digital preservation activities in a
comparable way has dramatically increased the BL’s
understanding of this critical balance. As a result of this
progress, a move from microfilm to digital surrogacy has
therefore become increasingly possible.

Template Approach
As well as developing a low level modelling
approach that will analyse detailed inputs and provide
specific estimated costs on output, a template approach
will be explored to generate quick estimates with a
minimum of effort. This will make the tool more useful to
a wider range of users, from researchers needing a quick
cost estimate for a funding proposal, to institutions
wanting to work out a detailed long term strategy. The
user of the costing tool will be able to choose from
templates representing broad organisational and content
profiles which will automatically populate the detailed
inputs to the model. As well as utilising templates
developed by LIFE, it will be possible to generate custom
templates tailored to particular organisational settings.
LIFE3 will experiment with this approach while trialling
the iterations of the predictive models with the aim of
assessing its usefulness.

Collection Management Decision Making

Applying LIFE at the British Library

Making key collection management decisions
without an appreciation for the medium or long term
implications on preservation and resourcing can leave a
ticking time bomb for later in the lifecycle. This is
particularly crucial where acquisition by purchase or
digitisation to create a new digital collection is facilitated
by external funding. In this case the focus is typically on
the short term issues of acquisition and access but it is
vital to consider the commitment to activity later in the
lifecycle which is typically not supported financially by
the external funder.
The LIFE case studies, described above, have begun
to provide the evidence to support organisational change
by demonstrating the considerable potential for efficiency
savings. By investing a little more up front, a substantial
amount of resource can typically be saved over the
medium and longer terms. This might include activities
such as putting in place effective validation and ensuring
appropriate technical standards are followed. As well as
increasing the efficiency of lifecycle activity, the effect is
also to reduce preservation risk.
A greater understanding of preservation costs can
ensure more effective resource planning as well as
facilitating smarter acquisition decisions. If a new
collection is to be acquired, an estimative lifecycle
costing tool provides the ability to plan for preservation
effort beyond the very short term, instead of managing
this work reactively.

As the third phase of the LIFE Project moves forward
from research to realisation of the LIFE approach with the
development of a costing tool, the Digital Preservation
Team at the British Library is beginning to exploit the
work of LIFE. At the strategic level there are questions on
the size and composition of the preservation department
of the future and on the status of digital as an effective
preservation medium. At the operational level there are
the specific questions of what to preserve, when to
preserve it and how much resource will be required to do
the job while minimising preservation risk to an
acceptable level. The LIFE developments are now
beginning to play a significant role in answering some of
these complex questions.

The Lifecycle Approach
The lifecycle approach can usefully be applied to
structure, and where necessary, join up activity to manage
digital materials. Experiences at the BL have shown how
crucial it can be to consider digital preservation
requirements at each stage in the lifecycle of a digital
object, ensuring preservation is pre-emptive and efficient.
Reactive or remedial preservation activities have been
shown to be costly, as was experienced with activity to
stabilise and preserve digitised masters that had not been
monitored or managed closely over a period of years.
The LIFE work builds on well establish theory on the
proactive approach of lifecycle management (Beagrie and
Jones, 2001), providing structure and ensuring visibility
of preservation activity across the lifecycle. Developing a
unified approach to preservation, whether digital or
nondigital, remains a key goal for the BL Digital
Preservation Team and the Collection Care department
within which it is partially based. While there will remain

Preservation Planning
When pre-emptive or remedial action must be taken
to ensure the longevity of digital information, typically
where a file format or access mechanism has become
obsolete, a preservation planning process is necessary to
enable the selection of an appropriate treatment. The BL
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has begun to apply a formalised preservation planning
process on its digital collections using the Planets
Preservation Planning tool, Plato (Becker 2007).
Gathering the data to inform this decision making process
remains a challenge but is critical in achieving a
satisfactory preservation outcome. In particular, a clear
indication of the relative costs of the preservation options
under consideration is vital.
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The industrial design and engineering industry is
characterized by a big number of heterogeneous
design and development tools that are organized by
product life cycle management (PLM) and product
data management (PDM) systems (SHAMAN, 2008).
Those PLM and PDM systems provide services like
company-adapted workflows, data integration and
version and configuration management. A large
number of heterogeneous data is created during
execution of all PLM phases. Companies in the design
and engineering industry consider long-term
preservation of such product data as an additional
asset to their PLM/PDM systems. As discussed in
(Heutelbeck et al, 2009) there are several important
motivations for design and engineering companies to
engage in digital long-term preservation. These
include legal requirements defined by law and
contracts as well as economic reasons such as efficient
reuse. For long-term preservation, the OAIS (Open
Archival Information System) is widely accepted as
reference architecture. By analyzing the design and
engineering industry this paper derives a number of
requirements, which have to be satisfied by digital
preservation systems in order to be adoptable within
state-of-the-art design and engineering environments.
This paper is organized as follows: we first give a
short introduction to the Open Archival Information
System reference architecture. Then we lay out several
use case scenarios for preservation system access in
the engineering industry. We proceed by describing
characteristics of PLM based workflows and existing
shortcomings of these implementations. From the
described use case scenarios and shortcomings we
derive requirements for long-term preservation

Abstract
Important legal and economic motivations exist for the
design and engineering industry to address and
integrate digital long-term preservation into product
life cycle management (PLM). Investigations revealed
that it is not sufficient to archive only the product
design data which is created in early PLM phases, but
preservation is needed for data that is produced during
the entire product lifecycle including early and late
phases. Data that is relevant for preservation consists
of requirements analysis documents, design rationale,
data that reflects experiences during product operation
and also metadata like social collaboration context. In
addition, also the engineering environment itself that
contains specific versions of all tools and services is a
candidate for preservation. This paper takes a closer
look at engineering preservation use case scenarios as
well as PLM characteristics and workflows that are
relevant for long-term preservation. Resulting
requirements for a long-term preservation system lead
to an OAIS (Open Archival Information System) based
system architecture and a proposed preservation
service interface that respects the needs of the
engineering industry.

Introduction
The SHAMAN digital preservation project
(SHAMAN, 2009) investigates the needs of different
applications domains which are known as Integration
& Demonstration Subprojects (ISP). The ISPs include:
 Memory institutions: scientific publishing in
libraries and documents in governmental archives
 Data resources used in e-Science applications
 Industrial design and engineering industry
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 Emulation (virtualization) is the duplication of
functionality of a system running on another
system.

systems in the engineering industry. Finally, we
propose a high-level architecture and service interface
for a long-term preservation system capable for
supporting the needs of PLM systems.

Designated community use case scenarios
in the engineering industry

Open Archival Information System
An OAIS (Open Archival Information System)
(CCSDS, 2002) is an archive consisting of an
organization of people and systems that have accepted
the responsibility to preserve information and make it
available for a Designated Community. The OAIS
provides a conceptual reference architecture and does
not specify a concrete implementation.
The OAIS environment model consists of the
OAIS archive and three external actors.
 A producer is a person, organization or system
that provides the digital information to be
preserved.
 A consumer is a person, organization or system
that accesses the OAIS systems to find and
acquire preserved information. The Designated
Community which may be composed of multiple
user communities is an identified group of
potential consumers who should be able to
understand a particular set of information.
 The Management are those persons or
organizations who set the overall OAIS policies in
the sense of management’s responsibilities, not
the daily operational archive administration.
While investigating use cases and requirements it is
necessary to focus on the needs of the designated
community which will be done in the next section.
The OAIS functional model consists of six major
functional entities. The Ingest functional entity accepts
one or more Submission Information Packages (SIPs)
and creates Archival Information Packages (AIPs),
which it provides to Archival Storage for preservation.
Ingest also sends Descriptive Information (DI) to the
Data Management functional entity. Consumers
interact with the Access function, which uses the
Descriptive information to find the content
information of interest. Access retrieves AIPs from
Archival Storage and sends Dissemination Information
Packages (DIPs) to the consumer. Administration
oversees the day-to-day operation of the archive, and it
receives advice from Preservation Planning on
evolving strategies and mechanism for preservation.
All six functional entities are further broken down in
the OAIS reference model.
OAIS-based preservation systems might use some
of the following preservation methods:
 Migration is the continuous translation of data
between data formats and systems.
 Transformation is the conversion of data from one
format to another format that is assumed to be
more preservable.

Since the requirements for a preservation system
are driven by the needs of the preservation system
consumers, we study these use cases in more detail.
The structure of use case scenarios for preserving
engineering data follows the basic motivations of
corporate preservation, as introduced by (Heutelbeck
et.al., 2009). Here, we extend the motivations with
concrete examples:

Legal use cases
In legal scenarios, preservation is mandatory by
either contract or law. Legal defense can be prepared
by preserving engineering data. Some examples are:
 A malfunction in a 40 year old airplane results in
a crash which leads to serious injuries or even
death of pilots and passengers. An investigation of
agencies demand access to preserved data from
the manufacturing company.
 Malfunction in medical equipment can cause
serious health problems for patients or even lead
to deaths.
 A malfunction in automotive electronics destroys
other parts of a car and can result in an accident.

Economic use cases
Economic use cases seek to increase the return on
investment by lowering the cost for activities such as
reuse, maintenance, refitting, and training. Examples
are:
 As a consequence of a malfunction in a 40 year
old aerospace unexpected downtimes of airplanes,
spacecraft or satellites occur that result in a
financial damage for the company. An engineer of
the operating company will use the preserved
product data to analyze a potential error.
 Products with a long lifetime are occasionally
enhanced during their lifetime, either to introduce
new functionality or to adopt new requirements
coming from customers or the market. Depending
on the impact of these modifications on different
areas of a product, it might be necessary to check
out either portions or the total product data.
 A future engineer takes some parts (e.g. the
enclosure) of an existing product and reuses it for
a new product. Sophisticated search functionality
supports him in finding the product data that fits
his needs. Following this kind of approach the
advantage is a shorter time to market for a new
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product and the reuse of parts which have already
passed quality assurance tests etc.
 A 3rd party provider for electronic equipment
wants to develop and market add-on equipment
for a company’s product. He can selectively
access the company products design data to
investigate specification details and design
recommendations for interfaces.
 A product recall happens as a result of
malfunction. The engineering department has to
checkout the product design data, fix the problems
and create a new revision of the product to pass it
again to manufacturing.

communities in order to manage the product concept
with the objective to generate reproducible product
configurations. Therefore PDM systems maintain the
product design as versioned data in a repository. PDM
functions as interface between technical and
commercial data processing, i.e. between CAD
systems on the one side and procurement and
production on the other side.
PLM systems extend PDM functionalities by
managing the entire lifecycle of a product from
conception to service and disposal. PLM integrates
people, data, processes and business systems and
provides a product information backbone for
companies and their extended enterprise.

Archive consumers

Engineering system characteristics

Based on these use case scenarios we can identify the
actors (consumers, designated community) for
accessing engineering data that is preserved on a longterm basis:
 Future engineers
 Investigators
 Other companies
 Governmental authorities
 Regulatory agencies
We can identify two major kinds of requirements from
an access point-of-view:
 Access of the (native) engineering design data for
reuse. The engineer needs full access to those
parts of the design data which he wants to reuse.
In electronic engineering this is the logical design,
simulation models, placement data for the
physical design, specifications etc.
 Access of representations of the design data like
PDF-documents, images of 2D-drawings, which
have been created from the native design data, to
support service personnel, regulatory needs or e.g.
ISO9000 requirements.

In the following we focus on two areas of engineering
systems which are relevant for preservation:
 Data formats and models
 Workflow, processes and the product life cycle

Data formats and models
A product is described from many different
viewpoints, e.g. an electronic product is described by
geometry, netlist, routing and placement, simulation
models, 3D mechanical construction data, etc. Each
different viewpoint is composed of a number of (sub-)
objects. Thus, we can formulate the following
characteristics:
Product data size. The size of product data is large –
the complete design information for a complex
product may need gigabytes of data.
Product data collection. A product is described by a
collection of digital objects. An electronic product is
made up by many different components (enclosure,
printed circuit boards, cables, software etc.) which are
developed in different systems that use different file
formats. In addition, references to objects outside the
boundaries of PLM systems may be involved, e.g. to
information captured in an enterprise resource
planning system (like SAP R/3).
Multiple native formats. Digital engineering objects
are created in multiple native formats of CAD
systems. Even one assembly in mechatronics might
contain multiple produced design elements coming
from different sources represented in several different
file formats. A unified model covering all objects in
all design and engineering disciplines does not exist.
Design data is usually produced by the use of
tools. Therefore, we can formulate two further
characteristics which are important for digital
preservation:
Change of native formats. Typically, CAD vendors
release one major release per year which contains
additional functionality. In most cases the internal data
model changes or is extended. Additionally, minor
releases (service packs) are deployed several times a

PLM characteristics
This section lays out the fundamental properties
that exist in PLM based environments. We describe
characteristics that are inherent to the engineering
industry and that affect requirements and in
consequence the system architecture:

Overview
Products in the aerospace, automotive, chemical
and petroleum, electronics, energy and utilities as well
as shipbuilding industry pass a product life cycle that
spans from phases like idea generation, requirements
collection, product planning, development, process
planning, production, operation to disposal and
recycling.
During the early phases of the product life cycle
(e.g development phase) PDM systems are involved.
PDM systems are used in the engineering and design
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year which combine bug fixes with minor
enhancements.
Copyright on formats. Most of the native formats are
proprietary and thus not generally readable. The
interpretation of a native format usually requires the
use of a specific tool of a specific vendor.
Even in the context of a PLM system, the data
may not be self-contained, i.e. there may exist external
references, e.g. to globally maintained ontologies and
classifications, or to objects in databases of
collaboration partners. This leads to the two following
characteristics:
Proprietary taxonomy description: Drawings,
components, connectors, standard parts and other
steady used design elements are managed in specific
libraries that are created and maintained external to a
company. Global element libraries are mapped into
local company libraries. This happens in many
companies with proprietary taxonomy description
including the geometrical layout of the design objects.
Links to externally developed designs. Due to the
complex nature of product designs, products are often
created in collaborative projects by several companies.
These companies are geographically distributed and
maintain their local design repository that contains
references to other parts of the product data model.

Many designs are variations of existing designs.
Thus, existing designs have to be kept retrievable:
Design reuse. Engineers often search, browse and
retrieve already developed designs in order to get
ideas, examples or reusable items.
The different design phases are performed in
different contexts (tools, locations, people, etc.). Thus,
a lot of metadata and context data is produced during
the
course
of
product
development.
Metadata and context data creation during the
whole lifecycle. During the design and development
processes not only product data but also metadata
describing the performed processes are created. For
example, during collaborations between different
domains like eCAD/mCAD and during interactions
between various PLM phases (e.g. change request
from requirement analysis to product development)
social context data is created. This data needs to be
collected during the whole product lifecycle.
Version and configuration management system
usage. Existing PLM implementations contain version
and configuration management that partly archive
product data.

Shortcomings and problem statement
Although several academic and industrial projects
already tackle the problem area of long-term
preservation of engineering data, some important
aspects have not been considered so far (Brunsmann et
al, 2009). The discussed characteristics represent a
basis for finding missing project scopes and
shortcomings of existing PLM implementations. The
identified shortcomings are grouped by OAIS
architecture functionality.

Workflow, processes and the product life cycle
A product is developed in complex processes
which partly follow strict workflows but which also
contain creative phases of collaboration. These
processes are organized in many different ways:
Company specific design methodologies. The design
methodology can vary significantly from company to
company. In addition, it has to be distinguished
between companies which have a full-blown design
process with electronic (chip, printed circuit board
(PCB) and cabling) and mechanical design and others
who are doing only a fraction of it.
Project heterogeneity. Even engineering projects
within the same company can differ significantly
regarding the policies and best practices they have to
follow, depending on the kind of product, for which
market and region, etc.
Design processes are collaborative processes
where a number of people work together to create
products:
Collaboration. Product data is shared among people
and tools. Collaboration takes places within the same
company or across different companies. Intercompany
collaboration
requires
sharing
of
information, but only as far as necessary for the
collaboration. Companies are very sensitive to a
protection of their data (intellectual property) from
unwanted exchange with collaboration partners.
Geographical
distributed
product
lifecycle.
Products are designed, manufactured and serviced in a
globally distributed environment.

General
The state-of-the-art preservation in PLM-based
systems is creation and storage of versions in huge
PLM repositories when certain milestones are reached.
Archiving of product designs is done by creating
backups of PLM repositories. Of course, these PLM
repositories do not offer preservation functionalities.
Thus, the change to a different tool or PLM system is
not possible.
If data archiving is considered by existing projects,
then only geometric data is archived. However, as
described above, product designs do not consist only
of geometric data which means that the other data is
lost forever.

Data ingest
The practice to archive and create metadata only
once makes the archival step quite complex. This
lowers the acceptance of the archiving process.
Unfortunately, methods for automatic extraction of
metadata are currently missing during ingestion or
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during creation of data. Therefore, capturing of
metadata is perceived as intrusive and its value for
later access to the archived data is not understood. In
addition, valuable (meta) data is created during the
whole lifecycle. Metadata include data about
processes, people, product data, provenance and
collaboration. If this data is not fully collected during
the process, it is lost forever.
Company collaborations lead to distributed data
repositories. The collection of distributed data for
archiving is not provided by current PLM solutions. In
addition, it is not guaranteed that all companies use
tools of the same vendor in the same version.
The data that is created and ingested in one PLM
phase is interconnected with objects from other
phases, e.g. a product design depends on the
requirements document, a physical layout depends on
the logical design or a document created in the service
phase depends on the product design. These
relationships and connections to other data and
metadata that span over several PLM phases have not
been on the radar of long-term preservation projects in
the engineering industry.

Requirements
The examination of characteristics and
shortcomings and the analysis of the use case
scenarios of the previous sections lead to a number of
high-level requirements for digital preservation
systems in PLM:

General
Process integration. Since in all PLM phases relevant
data is created it should be possible to integrate
archiving system functionality into all PLM based
workflows.
Modularity and adaptability. Since the design
methodology is very different in different companies a
digital preservation system should be modular,
customizable and adaptable.
Service interface availability. It must be possible to
access the preservation functionality via application
programming interfaces. This ensures that tools
written in different programming languages, running
on different operating systems can access preservation
functionality.
System autonomy. The preservation system has to be
independent from the specific PLM system that
currently uses the preservation system. It is desirable
to enable a switch to another PLM system without loss
of archived product data. It should also be possible to
preserve the data without having access to an existing
PLM system.

Data access
For product design reuse and all other use cases,
searching and finding of product designs is essential,
but can only be done in a reasonable way if semantics
is attached to the archived product data. Unfortunately,
semantics is neither attached nor archived for a
product design by existing PLM implementations.
Since the archived product design are only
available in native formats the data can not be used
with future tool revisions unless the data is not
transformed into vendor-neutral formats.

Data ingest
(Meta)data and file format standards. The system
should be able to transform multiple native formats
into standard vendor-neutral formats. The system
should be aware of standardized (meta)data and file
formats so that future tools are able to interpret the
data. The reference model should be able to
accommodate existing standard metadata and file
formats that are used by many companies and during
collaborations. In addition the model should allow
new standards to be included.
Parallel archiving of native and standard format.
The system must be able to archive both native and
standard formats in parallel. Metadata generation and
preservation. To enable engineers to find existing
designs which can be reused the system should create
and store metadata that describe the archived designs
for searching on a reasonably detailed level.
Metadata include graphics and significant
properties. The extraction of metadata should be
possible both automatically and manually.
Process history tracking. For audit and error
checking processes it is necessary to archive not only
the product data but also information about the design
process of a product. Therefore, at all stages of the
design and preservation process automated as well as
interactive user actions should be monitored and added

Preservation planning
Existing projects concentrate on migration as their
preservation method which creates problems due to
the high frequency of format or system changes. Other
existing projects use the method of transformation to
vendor-neutral formats (Ball, 2008), (Lubell, 2008).
But transformation does not solve all problems since
the neutral format usually does not cover 100% of the
native format and vendor-neutral formats evolve with
the evolution of the native formats. Other methods like
emulation or system preservation have not been
considered in more detail.
If the system environment and the proprietary
product data is archived it is not guaranteed that valid
software licenses for applications are available if the
archived native data is accessed several years later.
Since global taxonomies standards evolve,
independently archived data that references these
global standards may become unusable without notice.
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to the change history of the stored design objects. This
practice enables to search, retrieve and understand a
product design.
Data validation. The system should validate the data
before it is ingested into the archive and after the
access from the archive. Validation should include
check for completeness and correctness.
Packaging of design (meta)data. In order to allow
the retrieval of parts of a product design (e.g. the
motherboard of a computer) or data reflecting a certain
stage of the design cycle (e.g. logical design or
physical design), the system should be able to package
design data respectively.

maintenance phase of a product). Therefore the system
should allow the creation of versions of a product
design and put them under configuration control.
External object maintenance. The system should
maintain relationships to objects outside of the PLM
system, e.g. to an ERP system.

High-level system architecture
In this section we map the given requirements to
the OAIS reference architecture and derive extensions
or adaptations to OAIS functionality. We identify
steps in the workflows managed by PLM systems
where a link to such a preservation system is possible.
As already described in the introduction, the
SHAMAN project investigates the need of three
different application domains. These different domains
share a similar lifecycle which is shown in figure 1
and described below.

Data Access
Intellectual property rights protection. The system
should restrict the access to all CAD objects and
properties in the design files. This ensures the
protection of intellectual properties that is required in
collaboration processes where different companies are
involved.
Data validation. The system should also validate the
accessed data for completeness and correctness.
Access to parts of a product design. A product
design consists of a collection of objects. The system
should allow access to the complete design as well as
to parts of the design (e.g. logic design or mechanical
construction data). If product data is reused with old
design tools it must be ensured that the design or
directory structure is maintained in the archive.
Search and retrieval of product data by metadata.
Engineers will require to access data from different
projects in different data formats, created by different
design tools. The system should provide discovery
mechanisms for archived product designs.

Figure 1: SHAMAN information life cycle

Data preservation planning
Migration support. Due to the frequent changes of
file formats the system should support the migration of
archived product design in order to be in sync with the
appropriate CAD tool and PLM system versions.
Archived data must be migrated either on access or
following a scheduled preservation plan.
PLM process triggers for preservation planning
activities. Process milestones influence the necessity
to keep specific formats in the archive, e.g. after
milestone “end of life” the native format may become
obsolete.
External taxonomy dependencies. Elements of
component libraries are described by taxonomies that
are external to the companies. The system should
maintain references and mappings to specific versions
of these taxonomies.
Versioning of parts of a complete product design. A
product design consists of a hierarchy of dependent
objects. However, it is possible that parts of an
archived product design are deleted or updated or new
objects are added to it (for example, during the

SHAMAN information lifecycle
The proposed SHAMAN lifecycle (Brocks, 2009)
contains the phases pre-ingest with creation and
assembly, archival, and post access with adoption and
reuse.
 During pre-ingest all activities are executed that
must be taken prior to the ingestion of data into
the preservation system:
 The creation phase gives birth to new information
that could be the result of complex processes
involving many producers. In the engineering
industry this is the creation of archiving relevant
metadata in real-time during all phases of the
PLM process.
 During the assembly phase additional information
that is relevant for archiving is collected.
Assembly assures that enough information is
archived so that a digital object remains reusable
for a future consumer. In the engineering industry
all relevant data is collected that is needed to
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correctly interpret a product design (geometry,
coordinate list, metadata, product component
libraries, simulation and verification data).
During the archival phase the digital object is
stored and maintained in a preservation system.
Policies describe the lifetime and migration of
digital objects.
The post-access comprises all activities that are
needed for preparing the final access of the
preserved data:
During the adoption phase the archived digital
objects are adapted for domain specific reuse that
a preservation system cannot accommodate. In the
engineering industry the archived data formats are
translated to formats that are interpretable with
current tools.
During the reuse phase the consumer exploits the
archived information. Reuse may lead to the
creation of new digital objects that later are also
candidates for archiving. In the engineering
industry an archived product design can be
imported into a proprietary tool for creating
product variations.

for archiving. Also, during pre-ingest native,
proprietary formats are converted into vendor-neutral
formats for archiving. In addition, it may be decided to
archive also the system environment (software, tools,
etc.). Pre-ingest rules determine what and when to
archive. For example, if a specific phase of the PLM
process is reached a rule might determine to archive
the product design.
During post-access, the preservation enabled PLM
system transforms the vendor-neutral archival format
into the current native format. Also, the system might
reconstruct the previously archived
system
environment. In addition, domain specific post-accessrules are specified and executed. A post-access rule
might embed the retrieved product design into the
current tool landscape and create relevant relationships
between the product design and current data models
and ontologies.
Pre-ingest and post-access rules are domain
specific and do not include activities that are part of
the preservation.

After having described the information lifecycle
in general we are able to specify a SHAMAN-based
high-level system architecture for the engineering
industry (see figure 2). The systems are interconnected
with solid (use-relationship) and dashed (referencerelationship) arrows. The relevant key aspects of the
figure are described starting from the top.

Actors and tools
During the whole product life cycle (from idea
generation to recycling) the system is used by
producers and consumers which are assisted by
various tools that can be plugged into the overall PLM
system infrastructure. The tools are able to display and
modify the product data.

Core PLM system
The core PLM system consists of the standard
PLM components like workflow, collaboration and the
management of data, versions and configurations. The
core PLM system will be used by the upper tool layer
and makes use of the long-term preservation
functionality and the PLM repository that are both
described below.

Figure 2: System architecture

Preservation enabled PLM system

SHAMAN preservation system

The preservation enabled PLM system consists of
the core PLM system enhanced with preservation
functionality. This preservation functionality is
responsible for executing relevant actions during the
pre-ingest and post-access phase.
For example, during the pre-ingest phase the
system collects all relevant product data that is needed

The preservation enabled PLM system makes use
of the SHAMAN preservation system. This
preservation system offers a service interface that
includes ingest and access functionality. Such a
service interface decouples the preservation system
from other systems and allows flexible use even from
systems that resides in other companies or institutions.
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Therefore it is necessary that the preservation system
also includes the management of rights to prevent
unauthorized access to the archived data. The
preservation
system
also
includes standard
preservation planning functionality (obsolescence
detection) and preservation policy management. The
management of software licenses is also needed to
ensure legal access to file formats and tools.
Preservation policies define principles that guide
the preservation of digital objects according to
company-, project-, document type- or even objectbased guidelines. The PLM system uses such policies
during ingest in order to define the desired handling of
ingested product data. Policies are needed because
engineering projects differ significantly regarding the
kind of product, market and country. For example, if
the collection of ingested product data consists of
geometric, logical and physical design a preservation
policy is able to specify that legal demands allow the
deletion of archived physical designs after an
elapsed amount of time. Preservation policies should
guarantee that a preservation system is self-sustaining
and that the archived content remains in a usable state.

Data access: During post-access the data is validated
for completeness. The service interface of the
preservation system allows to search via metadata.
Intellectual property rights are protected by the
preservation system and it controls the access to parts
of the product design.
Data preservation planning: The preservation
system migrates the archived data whenever it is
needed and during pre-ingest the preservation-enabled
PLM systems collects all relevant product design data.

Conclusion and outlook
Based on PLM system characteristics we have
described extensions that are needed for integration of
preservation functionality into PLM workflows. We
also have looked at requirements for a preservation
system based on the needs of the designated
community in the engineering industry. One of the
major requirements is an easy integration of digital
preservation processes and PLM workflows by using
configurable modular solutions. This requirement is
met by a PLM system architecture that collaborates
with the functionality of a SHAMAN based
preservation system while keeping the possibility of
executing the regular PLM processes. Further
investigations have to specify the service interface in
more detail. The consequences of distributed archives
resulting from global cross-company collaborations in
the engineering industry have to be reflected. It has to
be investigated which relevant metadata in PLM
processes exists, how this metadata can be captured,
archived and preserved. Future research will also
tackle the problem of maintaining dependencies to
external taxonomies that are used in the engineering
industry. The problem of maintaining version
management metadata has to be treated since currently
such version metadata is held in the PLM system. If
version information should be accessible by other
PLM systems, version metadata has also to be
archived and maintained in a preservation system.

PLM repository
The PLM repository stores the native product data
and is the operational database for the core PLM
system. It is possible that the PLM repository
references the content of the preservation system. For
example, if parts of a design move into the
preservation system, then the PLM repository can
store a unique reference to the archived portion of the
design and remove the archived product design from
the PLM repository. If this design is accessed later, the
PLM system will retrieve the design from the
preservation system. If the archived data is migrated
then references must be kept in a valid state.
References from the preservation system to the PLM
repository may not exist since the preservation system
must be independent from systems that use the
preservation functionality.

Summary
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