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Summary

‘When performing association studies in populations that have not been the focus of large-scale investigations of haplotype
variation, it is often helpful to rely on genomic databases in other populations for study design and analysis — such as in
the selection of tag SNPs and in the imputation of missing genotypes. One way of improving the use of these databases
is to rely on a mixture of database samples that is similar to the population of interest, rather than using the single
most similar database sample. We demonstrate the effectiveness of the mixture approach in the application of African,
European, and East Asian HapMap samples for tag SNP selection in populations from India, a genetically intermediate

region underrepresented in genomic studies of haplotype variation.
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Introduction

High-resolution haplotype maps in populations of Eu-
ropean, West African, and East Asian descent provide a
basis for efficiently selecting single-nucleotide polymor-
phisms (SNPs) for use in genetic association studies (Hinds
etal., 2005, The International HapMap Consortium, 2005,
2007). Each of these ‘tag SNPs’ is generally chosen to have
a high degree of linkage disequilibrium (LD) with many of
its neighbors, so that relatively small numbers of tag SNPs
genotyped in an association study can capture patterns of
genetic variation over broad regions of the human genome.

Because the densest haplotype maps currently exist only
in a relatively small number of populations, tag SNPs for
most populations are usually chosen based on data from
three groups in the International Haplotype Map Project
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— European Americans from Utah (CEU), Chinese from
Beijing and Japanese from Tokyo (CHB--JPT), and Yoruba
from Ibadan (YRI). Typically, tag SNPs for a given ‘target’
population are selected based on data from the most ge-
netically similar of the ‘donor’ populations in the HapMap
Project. In most target populations, patterns of genetic vari-
ation can be adequately captured with tag SNPs chosen by
this approach (Mueller et al. 2005; Conrad et al. 2006; de
Bakker et al. 2006a, 2006b; Gonzilez-Neira et al. 2006;
Huang et al. 2006; Lim et al. 2006; Mahasirimongkol et al.
2006; Montpetit et al. 2006; Ribas et al. 2006; Smith et al.
2006; Stankovich et al. 2006; Willer et al. 2006; Gu et al.
2007, 2008; Marvelle et al. 2007, Service et al. 2007). Thus,
tag SNPs chosen based on data from the HapMap samples
are ‘portable’ to most other populations.

Despite the general success of data from the HapMap
Project in tag SNP selection, two groups of populations
have been identified in which improvements in tagging
procedures may have some potential to increase the effec-
tiveness of tag SNP association studies. One of these groups
is sub-Saharan African populations, who have considerably
lower levels of LD than other populations (Reich et al.
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2001; Gabriel et al. 2002; Tishkoff & Kidd, 2004; Hinds
et al. 2005; The International HapMap Consortium, 2005;
Sawyer et al. 2005; Conrad et al. 2006) and who therefore
require more tag SNPs to attain the same genomic cover-
age as can be obtained elsewhere. The other group consists
of intermediate-LD non-African populations who are ge-
netically distant from populations in the HapMap (Conrad
et al. 2006; Johansson et al. 2007; Roy et al. 2008). Such
populations — found mainly in parts of Eurasia far from
HapMap locations — do not benefit either from the rela-
tive ease of identifying tag SNPs in high-LD populations
using almost any low- or intermediate-LD donor sample,
or from the boost in tag performance supplied by a close
genetic relationship to a HapMap population.

To improve the effectiveness of tag SNPs in
intermediate-LD non-African populations, we have de-
vised a strategy for tag SNP selection based on mixtures
of the HapMap CEU, CHB+JPT, and YRI samples. We
construct mixture datasets containing phased haplotypes
from the three samples, with specified fractions in the mix-
ture being drawn from CEU, CHB—JPT, and YRI. Tag
SNPs are identified from the mixed sample, and the mixture
fractions are varied to find values that in a specified non-
HapMap population maximize the proportion of non-tag
SNPs that exceed a linkage disequilibrium cutoff with at
least one tag SNP (‘proportion of variation tagged’, or PVT
(Conrad et al. 2006)).

For investigating the mixture approach, we have used
a dataset of 2,810 SNPs previously genotyped in a di-
verse worldwide collection of 53 populations (Conrad et al.
2006), augmented by similar data on two populations from
India, Bengalis and Tamilians. These linguistically defined
groups were chosen from a larger survey of Indian genetic
variation (Rosenberg et al. 2006) to represent parts of India
distant from other places in which haplotype variation has
previously been more extensively studied. India has been
largely omitted from genomic LD studies, and as a result
of its intermediate location between Europe and East Asia,
SNP variation in Indian groups is expected to be imper-
fectly captured by any single HapMap sample (Roy et al.
2008). Thus, use of mixtures may have some potential for
improving the prospects for genetic association studies in
Indian populations.

Materials and Methods

Samples

We studied genotypes of 957 unrelated individuals from 55 popu-
lations worldwide — 927 individuals from the HGDP-CEPH cell
line panel (Cann et al. 2002) and 30 individuals who had previ-
ously been included in an investigation of microsatellite variation
in Indian populations (Rosenberg et al. 2006). These 30 indi-
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viduals included 15 Tamilians from the state of Tamil Nadu in
southern India and 15 Bengalis with ancestry in the region that
before 1948 was the eastern Indian state of Bengal. Two Bantu
populations grouped together by Conrad et al. (2006) were ana-
lyzed separately here.

Genotype Data

Individuals were genotyped using the Illumina BeadLab 1000
platform (GoldenGate genotyping), for 3,024 SNPs spanning 36
genomic regions: 16 from chromosome 21, 16 scattered across
the remaining autosomes, and 4 from the non-pseudoautosomal
X chromosome. Each region was designed to be centered around
a high-density ‘core’ of 60 SNPs, with 12 flanking SNPs at lower
density extending from the core at each end. The 30 Indian in-
dividuals were genotyped together with 160 African individuals
(unpublished data) and 2 control samples. Raw traces from the
genotyping assays of 1,248 samples were combined for genotype
calling; thus, scoring of genotypes was performed for the 192
samples together with rescoring of genotypes for 1,056 samples
studied by Conrad et al. (2006) — the 927 individuals on which
Conrad et al. (2006) focused, 121 HGDP-CEPH individuals and
4 HGDP-CEPH duplicate samples genotyped but discarded by
Conrad et al. (2006), and 4 controls. Rescored genotypes were
used in place of data taken directly from Conrad et al. (2006), re-
sulting in a small number of genotype changes. Of the 2,834 high-
quality SNPs studied by Conrad et al. (2006) in 927 individuals,
a subset of 2,810 SNPs was investigated in the current study (see
below). Considering these 2,810 SNPs, 159 diploid genotypes
changed upon rescoring. Thus, excluding individual/genotype
combinations with missing data (either in Conrad et al. (2006)
or in the rescored data), the discrepancy rate was ~6x 1075,

Quality checks were performed in a collection of 1,107 indi-
viduals — the 30 Indians, 150 of the 160 Africans, and the 927
individuals from Conrad et al. (2006). In this set of individuals,
the missing data rate was calculated for each SNP, and each SNP
was tested for monomorphism. Finally, as severe Hardy-Weinberg
disequilibrium can reflect genotyping error, each SNP was tested
for Hardy-Weinberg disequilibrium in two relatively unstruc-
tured populations — the collection of 30 Indians and a collection
of 36 Borana and Iraqw individuals included among the Africans.
These groupings were chosen because they had sufticient sample
size for Hardy-Weinberg tests but did not have sufficient pop-
ulation structure to introduce substantial Hardy-Weinberg dise-
quilibrium. To be excluded on the grounds of Hardy-Weinberg
disequilibrium, a SNP needed to have (1) at least three copies
of both alleles in both groups (Indians and Borana/Iraqw), (2) a
Yates-corrected chi-squared test statistic greater than 4 in both
groups, and (3) a Yates-corrected chi-squared test statistic greater
than 8 in at least one of the groups.

The total number of SNPs discarded was 214, in the following
categories: (1) 94 SNPs that failed genotyping both in this study
and in Conrad et al. (2006); (2) 21 SNPs that failed genotyping
in this study but not in Conrad et al. (2006); (3) 21 SNPs that
failed genotyping in Conrad et al. (2006) but not in this study;
(4) 11 SNPs that failed genotyping in this study, that did not fail
genotyping in Conrad et al. (2006) but that were among 75 SNPs
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discarded from Conrad et al. (2006) for other reasons including
missing data, monomorphism, or Hardy-Weinberg disequilib-
rium; (5) 64 SNPs that did not fail genotyping in this study, but
that were discarded from Conrad et al. (2006) due to missing
data, monomorphism, or Hardy-Weinberg disequilibrium; (6) 3
SNPs that were used in Conrad et al. (2006), but that failed qual-
ity checks in the newly genotyped individuals. One of the three
SNPs had excess missing data (>10%). A second of these SNPs
was polymorphic in Conrad et al. (2006), but as a result of changes
in genotype calls, it became monomorphic. The third SNP was
excluded on the basis of Hardy-Weinberg disequilibrium.

The exclusions produced a high-quality dataset of 2,810 poly-
morphic SNPs, each of which was among the 2,834 SNPs stud-
ied by Conrad et al. (2006). Our final dataset utilized these 2,810
SNPs in 957 individuals — the 30 Indians and the 927 individuals
from Conrad et al. (2006). The missing data rate in the cleaned
data for the 957 individuals was 0.07% (0.02% in the 30 Indian
individuals).

Haplotype Phasing

Haplotype phasing utilized fastPHASE 1.0 (Scheet & Stephens,
2006) following the same approach as that of Conrad et al. (2006).
Phasing was performed on a dataset consisting of the 30 In-
dian individuals, the 927 individuals studied by Conrad et al.
(2006), and 150 of the 160 additional African individuals. As in
Conrad etal. (2006), phasing used separate parameter sets for ma-
jor geographic regions, placing the Indians with Central/South
Asia and grouping the newly genotyped Africans with HGDP-
CEPH Africans. This separation by regions during phasing was
found to reduce error rates in previous analysis (Conrad et al.
2006). During the phasing of the 1,107 individuals, without em-
ploying any reference individuals with known haplotypes, fast-
PHASE was also used to impute all missing genotypes. Low error
rates in phasing and missing data imputation (Conrad et al. 2006,
Scheet & Stephens, 2006, Andrés et al. 2007, Landwehr et al.
2007, Li & Li 2007, Roberts et al. 2007, Yu & Schaid, 2007) sug-
gest that use of phased haplotypes from fastPHASE is generally
suitable in analyses with the r* linkage disequilibrium statistic.

Combining Data with the HapMap

For various analyses, we used the SNPs that overlapped with
SNPs in the HapMap Phase II data (release 19) for 32 regions
(X-chromosomal regions 23-26 were excluded). A total of 1,853
SNPs overlapped with the HapMap for the 32 regions. Phased
haplotypes from 210 individuals in the HapMap — the 60 parents
in CEU parent/parent/offspring trios, the 60 parents in YRI
trios, and the 90 individuals in the combined CHB4JPT group
— were taken directly from the data of Conrad et al. (2006), re-
stricting attention to SNPs not among the 214 of 3024 that were
excluded above. One SNP from the Conrad et al. (2006) study,
12123995, had opposite alleles aligned in the HGDP-CEPH
and HapMap datasets; for the current study, the polarity of this
SNP was corrected. Thus, 1,853 SNPs from 1,167 individuals
(30 Indian individuals, 927 HGDP-CEPH individuals and 210
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HapMap individuals) were retained for analyzing tag SNP per-
formance. As in Conrad et al. (2006), the CHB and JPT HapMap
samples were combined into one 90-individual panel for all anal-
yses (CHB+JPT).

Linkage Disequilibrium

LD was measured using the correlation coefficient r* for all pairs
of SNPs with minor allele frequency (MAF) at least ¢ (where
¢ is a cutoft value in [0,1]). Separately for each population, we
computed the mean #* and the mean distance between pairs of
SNPs for all SNP pairs within bins of size b. For example, a bin
centered on distance x contains all pairs of SNPs separated by
a distance in the interval (x — b/2, x + b/2]. Several choices
of ¢ (0, 0.05 and 0.1) and b (1 kb, 3 kb, 6 kb and 10 kb) were
tested, and the choices of ¢ and b had relatively little effect on the
observed LD patterns. For these computations, we used all core
SNPs excluding X-chromosomal regions 23-26 (1,800 SNPs).

Haplotype Sharing with the HapMap

For each population we used the ¢ statistic (Conrad et al. 2006)
to compute the fraction of haplotypes common in a population
that are also common in the HapMap. This approach determines
the sample size-corrected number of distinct haplotypes common
in each of a pair of populations, as a fraction of the sample size-
corrected number of distinct haplotypes common in the popu-
lation from the pair designated as the ‘donor’. We found that the
choice of cutoff for the definition of ‘common’ (>0.01, >0.05,
>0.1) had little effect on the computation. Because the smallest
sample size among the 55 populations is 12 chromosomes (San),
we used ¢ = 12 in the rarefaction-based evaluations of the num-
ber of distinct haplotypes. Of 1,853 autosomal SNPs overlapping
with the HapMap, 1,309 are core SNPs. These 1,309 SNPs were
used for the computations of ¢, and the two components of re-
gions 30—32 with gaps were each treated as separate regions (these
three regions each contained one gap longer than 130 kb).

Tag SNP Portability

PVT, the proportion of variation tagged by tag SNPs, is the frac-
tion of polymorphic non-tag SNPs in a target population that
are in LD with at least one tag SNP, above a specified r* cutoff
(Conrad et al. 2006). Our evaluation of PVT followed that of
Conrad et al. (2006), with two main modifications (which had
very minor effects on the magnitude of PVT). First, a strict MAF
cutoff of >0.05 based on the estimated allele frequency of a given
SNP in a population was used in place of a chromosome number
cutoff method used by Conrad et al. (2006), where the product
of the number of chromosomes in the population and 0.05 was
rounded to the nearest integer and SNPs whose minor alleles
were present on greater than this number of chromosomes were
retained for analysis. Second, the tag SNP in a given LD block
was chosen to have high r? values with other SNPs in the block
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(see below), in place of the procedure of Conrad et al. (2006)
that used the first SNP in the block.

Analysis of tag SNP portability was performed using core SNPs
that had MAF>0.05 and that overlapped with the HapMap for
29 regions (X-chromosomal regions 23-26, and regions 30-32
that contained gaps were excluded). Of the 1,309 autosomal core
SNPs that overlapped with the HapMap, 154 SNPs (regions 30—
32) were excluded from the tag SNP analysis, leaving 1,155 SNPs.
The number of core SNPs present in the HapMap ranges from
27 to 58 per region, out of a maximum of 60. Separately for each
HapMap population (CEU, CHB4JPT, YRI), after excluding
SNPs with MAF < 0.05 in that population, > was calculated
pairwise for all remaining SNPs in each region. In each HapMap
group we selected 333 LD-based tag SNPs with the goal of max-
imizing the number of SNPs that had r* > 0.85 with at least
one tag SNP. This choice of 333 SNPs matches that of Conrad
et al. (2006), and it leads to a tag SNP density comparable to
that of panels based on ~ 500,000 SNPs spread across the human
genome.

Our tag SNP selection algorithm was based on a modification
of the method of Carlson et al. (2004). For each SNP in a given
region, the number of SNPs with which it had ? > 0.85 was
calculated. All SN'Ps not in any pairs with > > 0.85 in the donor
population (‘singletons’) were excluded from consideration. The
SNP(s) that had * > 0.85 with the largest number of SNPs in
the region were then identified. To break ties, all pairwise r* val-
ues above 0.85 that involved at least one of the tied SNPs were
ranked, with larger values given higher ranks, between 1 and the
total number of values considered. The SNP with the largest rank
sum across pairs that contained it was chosen as the tag SNP. In
case of a further tie in rank sum, the first SNP in the region
among those tied with the largest rank sum was chosen as the tag
SNP. For subsequent iterations, the tag SNP and the SNPs that
it ‘tagged’” were excluded from consideration as tag SNPs, but
were still permitted to be considered as tagged SNPs. For each
genomic region, this process — ranking SNPs by the number of
pairs with > > 0.85, breaking ties in this quantity using r* rank
sums, and breaking ties in rank sum by SNP position — was re-
peated until all SNPs in the region that had * > 0.85 with at least
one other SNP were either chosen as tag SNPs, or were tagged
by tag SNPs. At this stage, for each donor population consid-
ered, the number of tag SNPs chosen was below 333, and these
tag SNPs were supplemented using singletons randomly chosen
from all regions to produce a tag panel containing 333 SNPs.
As singletons each tag only one SNP in the donor population
— but may tag different numbers of SNPs in target populations
— different singleton sets may lead to slightly different values of
PVT. Note that no guarantee was made that all genomic regions
would contain at least one tag SNP. However, for each HapMap
sample, in the tag panel based on that sample, each region did
contain at least one tag SNP.

We focused on common variants in our use of the PVT score to
measure the amount of variation indirectly assayed in the ‘target’
population by typing markers selected in the ‘donor’ population.
In counting polymorphic SNPs among core SNPs in region i
(p;, following Conrad et al. (2006), except with regions indexed
by i instead of r), we excluded from consideration SNPs that had
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MAF < 0.05 in the target population. We also excluded SNPs
that had MAF < 0.05 in the target population when count-
ing tag SNPs from the donor group (si). Excluding SNPs with
MAF < 0.05 in the target population once more, we then deter-
mined the number of non-tag core SNPs in the target population
that were ‘tagged’ by the tag SNPs from the donor population,
or ti-s; (t; is the number of polymorphic tagged SNPs, including
tag SNPs). To be considered ‘tagged’, we required that a non-
tag SNP have r* > 0.85 with at least one tag SNP. Summing
t;-s; across regions, we obtained the total number of polymor-
phic non-tag SNPs in the target population that were tagged
by tag SNPs from the donor population. We computed PVT as
the ratio of this quantity and the total number of non-tag core
SNPs with MAF>0.05 in the target population (that is, p;-s;
summed across regions). Because sample sizes vary across pop-
ulations and a linear relationship between PVT and sample size
(in the relevant range) has been observed previously (Conrad
et al. 2006), PVT scores were adjusted to the mean sample size
across HGDP-CEPH populations (36 chromosomes). For popu-
lations with more than 36 chromosomes, we adjusted PVT em-
pirically by resampling 36 chromosomes from the population 30
times, averaging PVT across these subsamples. For populations
with fewer than 36 chromosomes, we used a regression adjust-
ment to ‘bring them up’ to 36 (Conrad et al. 2006). In cases
where this adjustment produced PVT scores above 1, PVT was set
to 1.

Tag SNP Portability Using HapMap Mixtures

To examine the ability of tag SNPs selected from mixtures of
HapMap samples to capture variation in non-HapMap target
populations, various combinations of the HapMap samples were
constructed in 5% increments using random subsets of chromo-
somes. Each subset contained 120 chromosomes, so that a 5%
increment corresponded to 6 chromosomes. Subsets were chosen
from the 120 chromosomes in CEU and the 120 chromosomes
in YRI (excluding offspring in trios), and the 180 chromosomes
in CHBHJPT. For each of the 231 combinations of proportions
possible using three groups and increments of 5%, r* was calcu-
lated on 30 random subsets of the 420 HapMap chromosomes
that represented the HapMap groups in the specified proportions.
In the cases of mixture proportions with 100% CEU or YRI rep-
resentation, the 30 subsets were identical, containing all 120 CEU
or YRI chromosomes. For all combinations of proportions, the
same HapMap subsets were used for each target population.

For each set of proportions, to avoid SNPs that had MAF <
0.05, SNPs with MAF < 0.05 in at least one of the 30 repli-
cates were excluded from consideration during the selection of
tag SNPs. After this exclusion, the average r* values across the 30
replicates were used for the selection of a tag SNP panel com-
prised of 333 tag SNPs, based on the modified version of the
Carlson et al. (2004) algorithm described above. For each tag
SNP panel, PVT was calculated for each target population as de-
scribed above. A similar approach had been applied by Conrad
et al. (2000) in the special cases of equal mixtures of two or three
HapMap samples. The 231 pairs of PVT values obtained in the
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Bengalis and Tamilians across all donor mixtures were compared
using a two-sided Wilcoxon signed-rank test.

Note that in the mixture analysis (Figs. 3B, 4, and 5), all com-
binations examined are based on samples of size 120 chromo-
somes, whereas in the analysis of HapMap samples individually
(Fig. 3A), 180 chromosomes were used in the CHB4-JPT group.
For an actual association study in a population best tagged with a
panel designed from the CHB4JPT group, use of all 180 chro-
mosomes is preferable, but we chose to use 120 in the mixture
analysis to achieve a fair comparison. Measurements of PVT in-
crease for optimal mixtures (Fig. 3B) are reported relative to the
highest-scoring vertex in Figs. 4 and 5, representing the highest-
scoring individual HapMap sample. Small length differences be-
tween gray bars in Figure 3B and corresponding colored bars in
Figure 3A are explained partly by the difference in the sets of
120 chromosomes used for Figure 3B from the full CHB4JPT
data used for Figure 3A; differences in the choice of singletons
in the analyses that underlie the two figures also make a small
contribution.

Fsr to the Nearest HapMap Population

Fg1 was evaluated based on the same 1,155 SNPs as those used
in the tag SNP analysis. Eq. 5.3 of Weir (1996) was applied to
each genomic region, producing estimates for individual regions.
After setting negative values to zero, these estimates were averaged
across regions to obtain the overall estimate.

Results

Figure 1 shows the decay of LD in the various populations,
illustrating that the level of LD in the Indian populations is

relatively low in comparison with that in other non-African
groups. Sub-Saharan African populations have the lowest
level of LD, followed by populations from the Middle East
(including North Africa), Central/South Asia, Europe, East
Asia, Oceania, and the Americas. Averaging across popula-
tions within geographic regions, LD levels drop below r* =
0.5 at 1.4 kb for Africa, 2.6 kb for the Middle East, 3.3 kb
for Central/South Asia, 6.1 kb for Europe, 9.8 kb for East
Asia, 15.7 kb for Oceania, and 21.6 kb for the Americas.
LD in Bengalis and Tamilians is similar to that in other
Central/South Asian populations. Averaging the values for
the two Indian groups, LD reaches r*<0.5 at 2.9 kb.

As measured by haplotype sharing, the HapMap captures
common haplotypes relatively well in most HGDP-CEPH
populations (Conrad et al. 2006). When we include the
Bengalis and Tamilians, we notice that among the non-
African populations, the fraction of common haplotypes
also common in the most similar HapMap population is
lowest in Bengalis and Tamilians, as well as in the Uygur
and Karitiana populations — of western China and the Ama-
zon region, respectively (Fig. 2). The CEU group captures
common haplotypes in the Tamilians to a greater extent
than does the CHB4-JPT group, and CHB-+JPT captures
common haplotypes in the Bengalis to a greater extent than
does CEU. This result is compatible with the proximity to
East Asia of the Bengalis in northeast India, in comparison
with the greater distance to East Asia for the Tamilians in
southern India, and with the similarity to East Asians de-
tected in Bengalis in analysis of unlinked markers from the
same individuals (Rosenberg et al. 2006).
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Figure 1 Linkage disequilibrium vs. physical distance. The * statistic was calculated for
each pair of SNPs with MAF > 0.1. The mean r* for a given distance bin is plotted as a
function of the mean distance between pairs of SNPs with distance in the bin. Bin size is

6 kb. Each line represents a separate population.
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Figure 2 The fraction of common haplotypes (> 10% frequency) in individual populations that are also common in the HapMap.
For each plot we used haplotypes based on the SNPs that overlap between HapMap Phase II and our autosomal core regions, and we
averaged over all windows of a given length. The graph on the right shows the fraction of the common haplotypes of a population
that are also common in the most similar HapMap sample (determined point by point). Thus, for each population and each window
size, the rightmost panel takes the highest value among those shown in the other three panels. The non-African populations with the

lowest level of coverage by the most similar HapMap population are labeled in the rightmost panel.

Considering each of the three HapMap populations as
donor populations for selection of tag SNPs, variation in
the Indian populations is tagged most effectively by CEU
(Fig. 3A). Among non-African populations worldwide, the
Bengalis and Tamilians are the 12 and 6™ least effectively
tagged. However, when we compare a tag SNP set based
on the optimal HapMap mixture to the tag SNP set based
on CEU, PVT increases by 5.1% in Tamilians and by 4.1%
in Bengalis. Using optimal HapMap mixtures, the propor-
tion of variation tagged increases by larger amounts in many
other populations (Fig. 3B) — the relative increases in Tamil-
ians and Bengalis were the 19" and 27™ largest among all
55 populations. The greatest increases were 12.8%, 11.8%,
11.8% and 11.3% in Yakut, Orogen, Xibo, and Bedouin,
respectively, and the average gain was 4.2%. Populations
from Africa and Europe showed relatively little change
with optimal HapMap mixtures compared to using the
individual HapMap sample that produced the highest PVT
(average of 3.0% for populations from Africa and 1.0%
for Europe). Populations from East Asia (4.7%) and from
geographic regions more distant from the HapMap sam-
ples — Central/South Asia (4.3%), the Middle East (7.0%),
Oceania (6.0%), and the Americas (6.3%) — had some-
what greater increases. The Spearman correlation of the
percent gain in PVT with the Fgr genetic distance to the
most genetically similar HapMap population equaled 0.392
(P = 0.003), indicating that the degree to which the mix-
ture method increases the proportion of variation tagged
in a population is correlated with the genetic proximity
of the population to one of the HapMap populations. In
East Asia, the only geographic region represented by the
HapMap in which PVT gains were substantial, the largest
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increases were observed in the relatively divergent Yakut,
Orogen, and Xibo populations.

The full results of the tag SNP analysis with HapMap
mixtures are shown in Figures 4 and 5 as equilateral tri-
angles in which the vertices represent PVT for tag panels
based only on CEU, CHB4JPT, or YRI, and in which
interior points show PVT values for appropriate mixtures.
The Bengalis had higher PVT than the Tamilians for nearly
all donor mixtures (229 of 231, P < 0.001). Both groups
showed reduced PVT near the CHB4JPT and YRI ver-
tices, and increased PVT near the CEU vertex (Fig. 4). The
Bengalis were optimally tagged by a combination (60%
CEU, 40% CHB-JPT, 0% YRI) similar to the optimal
combination of Europeans and East Asians for predicting
allele frequencies in India (Rosenberg et al. 2006). The
optimal donor mixture for Tamilians also had majority
representation from CEU (80%); however, the remain-
ing 20% was split between YRI (15%) and CHB-+JPT
(5%).

With five exceptions, the major contributing HapMap
sample in the mixture that provided the optimal tag SNP
panel was the same group that best captured variation
in the population when HapMap samples were evalu-
ated separately (Figs. 3C and 5). In Karitiana, YRI pro-
duced the highest PVT among the three HapMap sam-
ples (0.869), slightly higher than for CHB4-JPT (0.865);
however, the largest fraction in the optimal mixture was
from CHB+HJPT, with YRI present at only 5%. In Su-
rui, CEU produced the highest PVT individually, while
CHB+-JPT had the largest share in the optimal mixture;
the reverse was true for Colombians. In Bedouins, CEU
produced the highest PVT, but the largest fraction in the
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Figure 3 Portability of tag SNPs chosen using the individual HapMap populations and
optimal HapMap mixtures, for each of the 55 populations (as measured by PVT). (A) The
proportion of polymorphic non-tag SNPs with MAF>0.05 in the target population that
have r* > 0.85 with at least one tag SNP (PVT). PVT is plotted only for the HapMap
group that produced the highest PVT. For each population, the color of the bar indicates
the HapMap sample from which the optimal tag SNP set was chosen (blue = CEU,
pink = CHB-JPT, orange = YRI). The vertical line indicates 50% tag portability. (B)
The highest PVT obtained using tag SNP panels from HapMap mixtures. The black
portion of the bar represents the increase in PVT obtained using tag SNPs from the optimal
HapMap mixture compared to using tag SNPs from the most effective individual HapMap
sample. (C) The proportions of the three HapMap populations in the optimal HapMap
mixture that produced the highest PVT (blue = CEU, pink = CHB4JPT, orange =
YRI). In the Surui and Colombian populations, multiple mixtures produced PVT values
above 1, and the optimal mixture was chosen as the mixture whose PVT was highest before
being set to 1 (the same procedure was applied for Surui in part A).

optimal mixture was from YRI; in Mozabites, YRI pro-  tionsin the Americas, Central/South Asia, and the Middle
duced the highest PVT, and the optimal mixture had  East contained sizeable proportions of a different HapMap
equal CEU and YRI components. Although these ex-  sample from the one that produced the highest PVT

ceptions were unusual, optimal mixtures for some popula-  individually.
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Figure 4 Portability in the Tamilians and Bengalis of tag SNPs
chosen from different mixtures of HapMap populations, as
measured by PVT. Each vertex of the triangle represents one of
the three HapMap populations (CEU, CHB4JPT, YRI), with
increasing distance from that vertex indicating a smaller
percentage of that HapMap population present in the
population mixture. The shading represents the level of
portability as measured by PVT. Note that the darkest and
lightest colors represent wider ranges of PVT values than the
other colors. A black circle indicates the combination of the
three HapMap samples that produces the highest PVT among
the points tested (80% CEU, 5% CHB-+JPT, 15% YRI for
Tamilians; 60% CEU, 40% CHB4JPT, 0% YRI for Bengalis).

Discussion

LD in Indian populations has generally been investigated
only for smaller numbers of SNPs (Tang et al. 2002;
Vishwanathan et al. 2003; Cha et al. 2004; Sengupta et al.
2004; Beaty et al. 2005; Raj et al. 2006; Prasad & Thelma,
2007; Roy et al. 2008), and it has not been extensively
compared with LD in other populations. We found that
the Bengalis and Tamilians have a similar level of LD to
other populations in the surrounding geographical area
— but lower LD than in Europe or East Asia. Haplotype
variation in the Bengalis and Tamilians is relatively poorly
captured by the HapMap, when using HapMap samples
individually. However, when employing combinations of
the three HapMap samples in tag SNP selection, the pro-
portion of variation tagged increased in the Bengalis and
Tamilians by a modest but noticeable 5.1% and 4.1%, re-
spectively, and a gain of up to ~12% was achieved for other
populations. The degree to which this mixture method in-
creases the proportion of variation tagged in a population
is associated with the genetic proximity of the population
to one of the HapMap populations, with the largest in-
creases being observed in geographic regions distant from
the HapMap populations.

The mixture approach we have discussed here can be
considered as a complementary tag SNP selection strategy
to methods that identify tag SNP panels applicable to mul-
tiple populations (Ahmadi et al. 2005, Howie et al. 2006,
Xu et al. 2007a, 2007b). Such methods produce tag SNP
sets that are not likely to be optimal in any particular pop-
ulation, but that are generally useful across a wide range
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of populations. By contrast, the mixture method takes the
approach of producing more specifically customized op-
timal panels for individual populations, and is likely to
be of greatest use when a study is planned for one or a
small number of closely related non-HapMap groups. In
such cases, before a full-scale tag SNP association study is
performed, some level of preliminary SNP genotype data
— preferably chosen to be representative according to ge-
nomic variables such as recombination rate, gene density,
and sequence conservation — is required from the non-
HapMap population of interest, so that the ideal mixture
for use in the population can be evaluated. Thus, a limita-
tion of our mixture method is that its utility is restricted to
situations for which such initial data are feasible to obtain.
It is noteworthy that our method of choosing tag SNPs
in sample mixtures relies on r* computations in structured
populations, so that some SNP pairs may have had their
LD estimates inflated by population structure (Nei & Li,
1973, Ohta, 1982). However, at short distances the eftect of
population structure on LD is likely to be relatively small,
as suggested by the fact that the local decay of LD is quite
similar in West Africans and closely related African Amer-
icans who have European admixture (Gabriel et al. 2002).
Because PVT in target populations increased when using
tag SNPs obtained from donor mixtures, it is likely that
at short distances, any effect of population structure on
r* is outweighed by the increase in tagging potential pro-
duced when considering more than one HapMap sample
in the selection of tag SNPs. Although in our study, the ex-
perimental design using discrete genomic regions protects
against the possibility of long-range correlations induced
by population structure, in applications of the mixture ap-
proach on a full genomic scale it may be advisable to limit
the distance allowed between tag SNPs and tagged SNPs.
The observation that PVT was higher for Bengalis than
for Tamilians likely results from greater similarity of Ben-
galis to the relatively well-tagged populations of East Asia.
The optimal combination of the individual HapMap sam-
ples for tag SNP selection differed between the Bengalis and
Tamilians, having a greater contribution from CHB-+JPT
in Bengalis. This greater proportion from CHB-+JPT for
Bengalis could reflect a greater degree of East Asian gene
flow into northeast India, with the effects of this gene flow
not having reached as far as southern India. Perhaps due
to small sample sizes that may have produced somewhat
imprecise * estimates and flat PVT surfaces as a function
of the mixture coefficients, some uncertainty was visible
in choosing the optimal mixture, as multiple mixtures of-
ten produced similar PVT values close to the maximum
(Figs. 4 and 5); the precise location of the maximum may
also fluctuate with the portions of the genome studied. In
general, however, the major contributing HapMap sample
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in the mixture that provided the optimal tag SNP panel
(Fig. 3C) was the same group that best captured variation
in the population when evaluating HapMap samples sep-
arately (Fig. 3A). In addition, especially for some popula-
tions in the Americas, Central/South Asia, and the Middle
East, optimal mixtures contained sizeable components from
more than one HapMap sample.

As can be observed from a comparison of Figures 3A
and 3B, the rank ordering of populations by PVT values
does not differ dramatically when using optimal mixtures
compared to using individual HapMap samples (Spearman’s
© = 0.990). Thus, while some increase in tagging potential
is observed in optimal mixtures, especially in Asian pop-
ulations not closely related to the HapMap samples, the
identities of the populations most difficult to tag are not
substantially changed by the use of mixtures. While the
PVT rank order will change as large-scale studies expand to
incorporate new populations, our mixture-based approach
is still likely to provide a way of extracting additional tag-
ging information in the populations left by next-generation
databases with the smallest level of genomic coverage.

Finally, the mixture strategy we propose, which we have
applied to the tag SNP selection problem, can be viewed
as a general approach for applying genomic databases built
in small numbers of populations for use in a wider variety
of groups. A related situation occurs when HapMap data
are used for imputing missing genotypes in non-HapMap
populations to facilitate the testing of untyped SNPs for
genetic association with phenotypes (Marchini et al. 2007,
Servin & Stephens, 2007). In that context, the use in non-
HapMap populations of mixtures of HapMap datasets may
have the potential to improve the imputation of missing
genotypes and thereby to increase the power of subsequent
association tests.

Abbreviations
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