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Figure 1: Using our method with images that are flutter shuttered results in clearer and more readable text when compared to
images that are captured using a single exposure.

Abstract

Photos taken from handheld devices often have some sort
of motion blur; natural handshake and taking photos from
a moving vehicle make it hard to take clear photos. In ad-
dition, being able to extract text from blurry photos is very
beneficial to those who are visually impaired. In this pa-
per, we propose a method to perform blind text deblurring:
deblurring without knowledge of the exact blur kernel, or
point spread function (PSF), on both motion blurred im-
ages and images that are captured using the flutter shutter
technique. The blur kernel is learned from the given im-
age using a least squares minimization approach, and the
kernel is then processed to make it cleaner. We use the es-
timated kernel for deconvolution, using ADMM with a total
variation prior. We show that images that are captured us-
ing flutter shutter and deblurred using our approach have
higher quality than regular motion blurred images.

1. Introduction

Many photos today are captured with handheld devices,
such as smartphones and tablets. The increased availability
and usability of mobile devices have made it easier to cap-
ture photos anywhere, but the quality of the images varies
widely with the environment in which the image is taken.
Unsteady hands may introduce unwanted blur to the pho-
tos, and taking images from a moving vehicle, such as a

car or a train, also makes it harder to achieve a crystal clear
image. Deblurring motion blurred images has been studied
in the past, and many image processing pipelines on smart-
phones have an image stabilization stage or deblurring stage
[5, 10]. Single image deblurring has also been widely stud-
ied before [7, 4, 13, 9, 8, 16], often using priors for natural
images.

Text deblurring has a number of important applications,
and there has also been a lot of work developing text-
specific priors to estimate the blur kernel for a text image.
Being able to extract text from photos is especially useful
for individuals who are visually-impaired and need a way
to understand signs and labels around them. Text priors for
document images, or binary text images [3], as well as two-
toned images [14] have been proposed. More recently, [11]
proposes using an L0-regularized prior for text deblurring.

Typically, photographs are taken with the shutter open
for the entire exposure time. However, the images do need
not be taken with a single exposure. An alternate method,
flutter shutter [12], instead proposes opening and closing
the camera’s shutter according to a given pattern during
the original exposure time. Flutter shutter preserves high-
frequency details and turns deconvolution into a well-posed
problem. Flutter shutter has been combined with other
imaging techniques, such as superresolution [1].

In this paper, we propose combining establishing tech-
niques of text deblurring and flutter shutter in order to
achieve higher quality blind text deblurring. We estimate
and learn the blur kernel from a single image, process the



kernel to clean any artifacts and noise, and use a standard
deconvolution technique to recover the unblurred image.
The approach can be used without knowing the flutter shut-
ter pattern and using the flutter shuttered output image as
the sole input. However, we also introduce a way to incor-
porate the flutter shutter pattern and improve the quality of
deblurring. The paper makes the following contributions:

1. Establish an image processing pipeline to deblur a sin-
gle image without knowing the blur kernel

2. Propose two methods to improve the estimated blur
kernel, with and without using the flutter shutter pat-
tern

3. Demonstrate the advantage of using flutter shutter to
capture motion blurred images instead of using a single
exposure

2. Related Work
Previous work regarding flutter shutter, text deblur-

ring, and traditional deblurring using deconvolution are de-
scribed in this section.

2.1. Flutter Shutter

Flutter shutter [12] is a technique for capturing photos
without using a single exposure. Instead, the shutter is
opened and closed rapidly according to a specified pattern
during the original shutter time. Flutter shutter has proven
to be a useful technique for deblurring blurry images due
to motion because it preserves higher spatial frequency de-
tails that allow the deconvolution process to become a well-
posed problem. Fluttering the shutter results in a coded
blur and PSF that improves invertibility of the imaging pro-
cess. Instead of using deconvolution algorithms, the orig-
inal authors use a linear algebra approach, which allows
them to incorporate different constraints, such as motion of
partially-occluded background objects. However, the tech-
niques proposed in [12] rely on the knowledge of the PSF
and does not estimate the PSF.

The flutter shutter technique can also enhance the reso-
lution of an object in motion [1]. Similar to above, coding
the exposure improves the invertibility of the resolution en-
hancement problem. Due to hard edges and sharp chances
in color and pattern in text images, flutter shutter seems like
a good candidate for clearing up blurry text.

2.2. Text Deblurring

There has been a lot of effort already completed on
achieving high-resolution text images from low-resolution
or blurry inputs. Deblurring algorithms, such as maximum
likelihood, IBP, POCS, MAP, and priors, such as Tikhonov
and TV, have all been used for text deblurring [15]. More
advanced priors exist as well, such as a Markov Random
Field informed by example images [6]. [11] proposes using

an L0-regularized prior to perform text deblur. Text char-
acters and their backgrounds tend to each have uniform in-
tensity values, and pixels intensities tend to be sparse and
peak near the minimum and maximum values. Blurry im-
ages tend to have denser intensity distributions. Establish-
ing a prior that focuses on pixel intensity, as well as their
gradients, works well for text.

The authors of [11] also estimate the blur kernel using a
least squares minimization problem that can be solved ef-
ficiently using FFTs. While this approach performs better
than existing and state-of-the-art approaches, it uses single-
exposure, motion blurred images. Using images that are
captured using the flutter shutter technique may increase
quality even more.

2.3. Deconvolution

Deconvolution refers to finding an estimate of the orig-
inal image from a blurry and/or noisy measurement of the
image. There are a number of approaches to deconvolution.
Inverse filtering, while the most straighforward, is often ill-
posed and impractical. Other options include Wiener fil-
tering, which adds a damping factor to inverse filter. The
total variation (TV) approach preserves edges by promot-
ing sparse gradients. Deconvolution can be solved itera-
tively using the the alternating direction method of multi-
plies (ADMM) [2]. ADMM using the TV prior splits the
problem into three steps per iteration and works well with
text because the TV prior preserves edges. However, de-
convolution requires the blur kernel and does not perform
estimation or learn the kernel from the blurry image.

3. Methodology

To perform blind text deblurring, we use a three-step pro-
cess that estimates the blur kernel given one image, pro-
cesses the kernel to hopefully better match the actual blur
kernel, and uses the learned kernel in deconvolution to re-
cover the unblurred, clear image.

3.1. Test Image Generation

In order to compare our reconstructed images with
ground truth, it is helpful to artificially generate the mo-
tion blurred and flutter shuttered images; to do this we need
to define the blur kernel. We make the assumption that the
object is perfectly in focus and that the direction of motion
is a straight line [12]. We can then generate a PSF for a
given direction and speed of motion. We break up the long
camera exposure into many discrete time instances and su-
perimpose the contribution of one moving pixel at each of
those times. For simple motion blur this results in a straight
line with total weight one, while for flutter shutter this line
is chopped depending on what times the shutter is open and



Figure 2: Comparison of PSFs for motion blur and flutter
shutter approaches.

closed (Figure 2). To produce the final image we simply
convolve an in-focus image with this PSF.

3.2. Pipeline

Our full reconstruction pipeline for images with un-
known blur kernel consists of 3 steps, as shown in Fig-
ure 3. We will discuss each step separately. Steps 1 and
3 are based closely on prior work, while step 2 is specific to
our approach.

3.2.1 Kernel Learning

We first approximate the blur kernel based only on the
blurred image and a text prior. We guess a uniform blur
and try to reconstruct the image according to the prior de-
scribed in [11]. Treating this reconstruction as ground truth,
we then try to determine the blur kernel. We find the ker-
nel that minimizes the difference between the gradients of
the blurred and reconstructed images. We alternate between
these steps, and with each iteration the reconstruction im-
proves because of the added information from the text prior.

If the actual kernel is smaller than the kernel matrix used
in this algorithm, all translations of the actual kernel that
fit within the matrix are equally valid answers. Unfortu-
nately, if we run this algorithm with such a large matrix
many superimposed copies appear at once with different
translations. This issue is fixed using an image pyramid:
learning begins with a lower-resolution image and smaller
kernel matrix, and throughout learning both are upsized to-
gether. This encourages one particular translation of the ac-
tual kernel to dominate. There are still other faint copies
at other translations, which is one reason we need step 2
(Section 3.2.2), and the translation of the dominant kernel
is somewhat random leading to difficulty in comparison to
the ground truth (Section 3.3).

As seen in Figure 4, the PSNR of the reconstructed im-
age improves with each iteration of estimating the kernel,
showing that the estimated kernel continues to more accu-
rately represent the actual kernel.

3.2.2 Kernel Fitting

Although the kernel learning algorithm consistently finds
the general shape of the kernel there is significant noise in
the final output. We propose two strategies for reducing this
noise based on the assumption that the shape of the kernel
is due to motion blur.

The simpler strategy is to determine a threshold below
which any value is considered noise. The threshold value
is set as a percentage of the maximum value in the learned
kernel. These low values are set to zero and the entire ker-
nel is renormalized. This strategy has the advantage that it
works even if the flutter shutter pattern is not known.

If the flutter shutter pattern is known, or the image has
a regular motion blur kernel, we can use a more in-depth
fitting method. The first step is to check a number of
straight lines across the image at different angles and po-
sitions to find the one that overlaps the most bright pixels.
The position of this line is refined until it lies exactly along
the main kernel blur. Next, a variety of blur lengths and
positions along the line are considered to see which best
matches the learned kernel. Once the exact position, direc-
tion, and length of the blur are determined we discard the
noisy learned kernel and generate a clean kernel based on
those extracted parameters.

3.2.3 Reconstruction with Fitted Kernel

Once we have determined a kernel we can reconstruct the
original image using a method that requires the kernel to be
known. It is important to note that the kernels used at this
stage are usually still significantly noisy, and this affects the
choice of reconstruction algorithm. We use ADMM with
a total variation prior because we found it to be the most
successful under these conditions.

3.3. Comparison to Ground Truth

We use PSNR to quantify how well images are recon-
structed. Unfortunately our learned kernel is sometimes
translated spacially from the one used for blurring so our
reconstructed image is translated compared to the ground
truth. This is not an issue in a real-world context because
we care only about the quality of the visible text, not its ex-
act position within the frame. To solve this issue we simply
calculate PSNR for many translations of the reconstructed
image and take the highest result. We do not consider sub-
pixel shifting because it smears the sharp edges enforced by
our reconstruction prior.

3.4. Choice of Parameters

Our complete reconstruction method requires parameters
for ADMM, for text deblurring, and for kernel learning. Al-
though kernel learning makes calls to the text deblurring al-



Figure 3: Three-step approach for blind deblurring for text images.

Figure 4: PSNR of reconstructed image as the kernel is
learned. Resolution is normally increased every 5 iterations;
in this visualization, it is 20 iterations to demonstrate the
plateau at each resolution.

gorithm from [11], we allow a separate set of parameters for
text deblurring depending on which context it is being used
in.

Because some of the parameters represent a ratio be-
tween L2 norm of the image and L0 norm of the image
gradient, they vary significantly based on the background
color (L2 norm is proportional to contrast, L0 is constant)
and text size (number of pixels proportional to square of
image size, number of gradient edges linear). As a result
we allow parameters to be chosen separately for each test
image. In a realistic context this amount of fine-tuning is
not possible, but we imagine parameters can be chosen for
a known class of image (one page of a book, a license plate,
etc.).

Finally, we tuned parameters separately for motion blur
and flutter shutter images to be sure we were comparing the
best version of each method.

Our final choices for parameters are shown in Ta-

ble 1. More detailed information can be found by looking
at the code at https://github.com/norabarlow/
ee367.

4. Results

Using both motion blurred images and flutter shuttered
images, we evaluate our three-step approach on a document
image. Table 2 compares reconstruction of flutter shutter
images to regular motion blur on the image. Using the
learned kernel without any cleanup in ADMM results in
the worst image quality visually, and the PSNR is the same
for both cases. The motion blurred image after using the
learned kernel is not as blurry but the text is almost unread-
able. The flutter shuttered image is readable, but there are
a lot of shadows and artifacts; remnants of the text can be
seen in light gray around the black text.

By simply eliminating values in the learned kernel that
fall below a certain threshold, the image quality increases
for both images. Here the threshold is 15% of the maxi-
mum value in the kernel. The flutter shuttered image is bet-
ter than the motion blurred image. The PSNR of the motion
blurred image increases from 11.35 dB to 13.45 dB, while
the PSNR of the flutter shutter increases to 15.10 dB from
the same 11.35 dB. Fitting the kernel to the pattern increases
PSNR even more for both images. While the motion blurred
image still has some background noise, the text is much
more readable and complete. PSNR also increases. The
flutter shuttered image looks even better, with an almost-
white background with very little background noise and
clear, readable black text. Its PSNR is the highest at 16.80
dB. Using flutter shutter and the coded aperture approach
appears to preserve more edges in the text characters. The
letters look less blurry because the edges are more well-
defined.

https://github.com/norabarlow/ee367
https://github.com/norabarlow/ee367


Motion blur Flutter shutter
Soft Block Plane Text Pippin Soft Block Plane Text Pippin

ADMM: ρ 1e1 1e1 1e1 1e1 1e1 1e1 1e1 1e1
ADMM: λ 1e-3 1e-3 1e-3 1e-3 1e-3 1e-3 1e-3 1e-3
Deblur: σ 1e-2 1e-3 1e-3 1e2 1e-4 1e-3 1e-4 1e-5
Deblur: λ 3e0 1e-5 1e-5 1e-2 1.5e-1 1e-5 1e-5 1.5e-1
Deblur: βmax 1e-1 6e0 6e0 1.5e1 5e-3 6e0 6e0 5e-3
Deblur: µmax 3e0 1e3 1e3 1e3 3e-1 1e3 1e3 3e-1
Deblur, learning: σ 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5
Deblur, learning: λ 1.5e-1 1.5e-1 1.5e-1 1.5e-1 1.5e-1 1.5e-1 1.5e-1 1.5e-1
Deblur, learning: βmax 5e-3 5e-3 5e-3 5e-3 5e-3 5e-3 5e-3 5e-3
Deblur, learning: µmax 3e-1 3e-1 3e-1 3e-1 3e-1 3e-1 3e-1 3e-1

Table 1: Table of parameters used in various image reconstruction steps.

Blurred Image No Kernel Clean Threshold Kernel Fitted Kernel

PSNR = 11.35 dB PSNR = 13.45 dB PSNR = 15.11 dB

Motion Blur

PSNR = 11.35 dB PSNR = 15.10 dB PSNR = 16.80 dB

Flutter Shutter

Table 2: The proposed approach on both motion blurred and flutter shuttered images. “No kernel clean” uses the learned
kernel without any cleanup. “Threshold kernel” cleans the learned kernel using a simple threshold to reduce noise. “Fitted
kernel” uses the flutter shutter pattern to fit the learned kernel to the pattern.

5. Analysis and Evaluation

To evaluate the effectiveness of the proposed approach
for blind deblurring of text images, we compare against
existing deblurring and deconvolution algorithms as well
as different variations of the proposed approach. Fig-
ures 5 and 6 compare different reconstruction approaches
for motion blur and flutter shutter images, respectively. We
also evaluate the choice of the flutter shutter pattern; Fig-
ure 7 compares images reconstructed with different flutter
shutter patterns. The images that we choose include one
document image with black text and white background, one
text image with a little bit of color, and two non-document,
full-color, text images.

5.1. Comparison to Previous Work

We compare our approach with previous approaches,
with and without the learned kernel as well as with and
without the various learned kernel fitting schemes. We also
test and compare our proposed approach on images that are
both motion blurred and flutter shuttered. The following
schemes are compared:

1. ADMM using the known, exact blur kernel
2. Text deblurring algorithm from [11] using the known,

exact blur kernel
3. Text deblurring algorithm using the learned kernel
4. ADMM using the learned kernel
5. ADMM using the learned kernel after applying a

threshold
6. ADMM using the learned kernel after fitting it to the

flutter shutter pattern
Figure 5 shows the comparison between motion blurred



images. Figure 6 shows the comparison between flutter
shuttered images. The PSNR of each image, compared to
the original image, is calculated.

Using the actual PSF with ADMM or with the text de-
blurring algorithm usually results in the best images, both
in terms of PSNR and image quality. As expected, having
the exact blur kernel helps a lot with the deblurring prob-
lem. However, the blur kernel may not usually be known
in practice. Looking at schemes four through six, which
is our blind three-step process with the learned kernel, in
almost all cases, with the exception of the “Pippin” image
between the thresholded and fitted learned kernel for flutter
shutter, the PSNR increases with each scheme number and
the image is visually less blurry. Any artifacts, such as ring-
ing, are often resolved by using a simple threshold to clean
up the learned kernel or using the flutter shutter pattern to
clean the kernel. The thresholded learned kernel improves
the image quality over just using the learned kernel, and us-
ing the kernel fitted to the flutter shutter pattern improves
image quality even more.

In addition, the flutter shuttered images, with the excep-
tion of “Pippin”, all have higher PSNRs when using our
approach with the fitted learned kernel. The images look
clearer as well. The text in the plane image (second from
the left column) is completely unreadable with the motion
blurred image, while with flutter shutter the edges of the let-
ters are visible, even if they are still a bit blurry. The edges
of the letters of the “SOFT BLOCK” text (leftmost column)
are much clearer and more sharp than the letters in the reg-
ular motion blurred images. In addition, fitting the learned
kernel to the flutter shutter pattern allows our method to out-
perform the deblurring algorithm proposed in [11].

5.2. Choice of Flutter Shutter Pattern

Past work with flutter shutter has used long patterns of
opening and closing the shutter over the course of one ex-
posure, with Raskar et al. choosing a length of 52 bits for
their near-optimal code [12]. We found that longer patterns
require long motion blur so that each section of the pattern
maps to at least one pixel on the PSF. Because of the image
pyramid technique it is difficult for our kernel learning al-
gorithm to learn the PSF of a long motion blur. For these
reasons, we found it more effective to use a short flutter
shutter pattern so that each bit of the pattern corresponds to
a longer spacial section of the PSF. Figure 7 shows the ef-
fects of varying patterns. In most cases the short (length 8)
pattern works best.

6. Discussion and Limitations

Our approach makes strict assumptions about the shape
of the blur kernel that may not hold true in every real-life
situation. Particularly, the kernel recognition step will not
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Figure 5: Comparison of different techniques with images
that are motion blurred.

effectively match the real kernel if the direction of motion is
curved or the camera is out of focus. These problems could
be mitigated by a more sophisticated algorithm that consid-
ers more nonidealities, but performance would be lower as
noise in the learned kernel is mistaken for these nonideali-
ties.

Our approach also does not seem to work well with im-
ages with colored text and backgrounds. Both the plane
images and the Pippin images were the least readable, com-
pared to the other two images, which were more like doc-
ument images rather than natural images. “Pippin” also is
worse with flutter shutter, which we have yet to find an ex-
planation for.

7. Conclusion

We find that in cases where the blur kernel is not known,
our methods for cleaning the learned kernel improve upon
the results of existing algorithms (Figure 5). Additionally,
we agree with previous work that using flutter shutter im-
proves the reconstruction of high-frequency images com-
pared to a single long-exposure image (Table 2). We hope
that in the future more handheld cameras will provide the
option to flutter the shutter so that techniques like the ones
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Figure 6: Comparison of different techniques with images
that are flutter shuttered.

Figure 7: Comparison of different lengths of flutter shut-
ter pattern. Images shown are after fitting kernel and re-
constructing with ADMM, equivalent to the bottom rows of
Figures 5 and 6.

presented here can lead to clearer images and more readable
text.
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