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Abstract

We consider the problem of reconstructing depth with in-
tensity image plus noisy data obtained from active illumina-
tion time-of-flight(ToF) sensor. Since information contained
in 2D monocular image and 3D sensor data are to some ex-
tent complementary, combining them together should the-
oretically give a more accurate and robust depth estima-
tion. However, the barrier between: (1) 2D and 3D data,
(2) 2D intensity image and 2D depth information is quite
non-trivial and there’s not an explicit out-of-shelf transfor-
mation. Based on this problem, we propose a deep convolu-
tional neural network(DCNN) for the sensor fusion task and
researched on overcoming these barriers. Our experiments
show that the fusion result has significant dependence on
network architectures, data representations, loss functions
and so on. Especially, using a log-scale depth discretiza-
tion can boosts the performance by 40% on NYU-V2 dataset
and also largely simplify the conversion between 2D and 3D
data.

1. Introduction
Depth estimation is critical in lots of promising appli-

cations such as auto-vehicle navigation, geometric detec-
tion, pose-tracking, scene understanding, segmentation and
robotics. A large variety of approaches have been studied
for this task, on both hardware and algorithm sides [1], in-
cluding:

• monocular and stereo depth estimation [3, 7, 16]

• direct and indirect ToF depth sensing [8, 12, 13, 15]

• visual Simultaneous Localization and Mapping
(SLAM) algorithms [14]

and so on. Among them, ToF depth sensors are popular
choices, with pulsed systems being fast, energy efficient and
most suitable for long-range outdoor applications [4].

Light detection and ranging (LIDAR) systems based on
pulsed ToF sensors often consist of an aligned laser and an

avanlanche photon detector(APD) or a single photon avan-
lanche detector(SPAD). When operating, the laser emits a
short pulse, usually on the order of 100ps to 1ns, and the
detector timestamps the arrival of photons reflected back by
the scene. From this time-of-arrival information, one should
be able to derive the depth by d = ∆t/c. However, be-
cause of external ambient light and inherent Poisson noise,
robust depth reconstruction from the raw photon-count data
is very challenging. Under outdoor lighting conditions, the
amount of signal photons returning back to the detector may
be in order of 1-10, while the irrelevant background photon
counts can exceed 20 or even 50. This depth reconstruc-
tion is a multi-modal non-convex problem [13] and inten-
sive researches have been done on corresponding denoising
algorithms [8, 12, 13].

All these works can be roughly divided into two cat-
egories: Traditional algorithms employ priors of photon
counts distribution such as smoothness or patch similar-
ity [12, 13]. These assumptions can be over-simplified and
can’t be generalized to versatile natural scenes. On the
other hand, an end-to-end neural network can directly learn
the complicated mapping without any hand-crafted features.
Recently, a convolutional neural network (CNN) has been
demonstrated to out-perform other approaches in the task of
SPAD denoising [8]. They processed 3D SPAD data with a
multi-scale CNN and combined hints from 2D intensity im-
age of the same scene. Inspired by it, we explore different
network and data structures that enable better 3D-2D sen-
sor fusion. In the whole report, we’ll refer the network used
in [8] as ”original network”.

Remainder of the report is organized as follows: after a
brief review of related works in Section 2, in Section 3 we
formulate the problem of SPAD denoising and introduce
our methods in detail. Then in Section 4 we discuss mul-
tiple experimental results and show quantitative/qualitative
performance comparisons. Finally, we conclude the whole
paper in Section 5 and propose several future directions.



2. Related Works

In this section, we conducted a brief review on three
fields: ToF imaging, RGB-D sensor fusion and Monocular
depth estimation.

2.1. ToF imaging

3D imaging systems based on ToF principle gen-
erally use either amplitude-modulated continuous
wave(AMCW) [15] or pulsed illumination [4]. Be-
tween these two, pulsed systems are often prefered for
long-range 3D imaging outdoors because they can con-
centrate all available energy both spatially and temporally,
enabling more accurate ranging and faster acquisition
times. An overview of these technologies can be found
in [4].

Pulsed systems typically use an APD or a SPAD as de-
tector. Whereas linear-mode APDs have demonstrated ro-
bust performance in commercial LIDAR systems, SPADs
are an emerging technique which is faster(thus more accu-
rate) and more photon efficient. In this work, We combine
the 3D ToF sensor with a conventional camera and aug-
mented the network to further improve its robustness and
accuracy on denoising tasks.

2.2. RGB-D sensor fusion

Recently, RGB-D sensor fusion networks is receiving
more and more attention in depth inpainting [11] and depth
super-resolution [6]. Among them, layer-by-layer fusion
within a multi-scale network [9, 11] remains to be the best
architecture.

These RGB-D fusion problems have a major difference
compared to our intensity-SPAD fusion task. Generally,
they take a clean 2D depth map as input (though they might
be very sparse or have large holes) and the sensor fusion
is between 2D data. However, a 3D-2D fusion is needed
for SPAD raw data denoising, which is much more difficult.
Moreover, the network does not have any reliable input that
it can use as a good starting point. Therefore, it needs to
learn how to self-judge the data quality at each pixel and
choose the most useful part. As we’ll shown in the follow-
ing section, improper fusion strategy may results in mis-
leading and even worsen the output.

2.3. Monocular depth estimation

Human visual systems have the ability of monocular
depth estimation (based on textures, occlusion boundaries
and so on). Similarly, monocular depth estimation networks
only take a single RGB image as input and generate com-
plicated features such as occlusion boundaries, surface nor-
mals and 2D depth maps [3, 7]. Based on these researches,
we’re convinced that the information in intensity image is

by far fully extracted in the previous SPAD denoising net-
work.

Although some of these networks can reach a compara-
tively high accuracy, monocular depth estimation problem
itself is ill-posed: for a given intensity image, there can be
infinite number of corresponding 3D scenes and thus infi-
nite number of 2D depth maps. Therefore, it is reasonable
to believe that a better fusion strategy may result in mutual
benefits for both 2D and 3D sensor depth estimation.

3. Basic model of SPAD denoising
In this section, we outline the simplified image formation

model in SPAD sensor and formulate the denoising prob-
lem.

In a typical SPAD ToF system. Light signal is generated
by a pulsed laser and propagate to one point in the object
scene. Then it get scattered and some of the photons will
be reflected back to SPAD detector, which is at the same
spatial location as the laser. The amount of photons return
to the sensor can be formulated as:

s[n] =

∫ (n+1)∆t

n∆t

(g ∗ f)(t− 2d/c)dt (1)

where ∆t is the time bin size, which is set to 80ps in all
simualtions. g and f are the laser pulse temporal shape and
the detector jitter. c stands for light speed and d is the depth
value

After one photon arrives, it has some possibility to in-
duce an avalanche process that generate detectable amount
of electron-hole pairs. If the avalanche happens, it will be
represented by one photon detection event and be times-
tamped. If the triggering does not happen, the photon is
missed.

Experiments have shown that the electronic signal re-
sults from multiple photon incidence events can be welly
approximated by a Poisson process. Thus, after N times of
illumination-measurements(during which N laser pulses are
generated and detected), the final output of the sensor will
be a series of timestamped photon counts and is denoted
as one ”histogram”. It is critical to mention that during the
whole measurement process, background photon incidences
and dark counts happen stochastically and can also trigger
”fake” photon detection events. Taken these effects into ac-
count, we can express the temporal histogram h[n] as:

h[n] = P(N(ηγs[n] + ηa+ dc)) (2)

where η is the quantum efficiency of the detector, γ is the
albedo of the scene, a is the ambient light and dc is the dark
count

The whole ToF measurement involves M ×M scanning
(M is the number of scanning positions in one dimension)
and will generate M ×M histograms that each corresponds



Figure 1. Typical data input and output, reproduced from [8]. The
network takes in 3D spatio-temporal point cloud plus intensity im-
age, output the denoised point cloud. Then it is projected to a 2D
depth map.

to a certain spatial location in the target scene. We use this
3D spatio-temporal volume as the input to denosing net-
work and expect a reconstructed 3D data cube at the output
side. Finally, we project the 3D data cube down to a 2D
depth map through a soft argmax:

ĥ =
∑
n

n · h[n] (3)

d̂ = ĥ · 2/c∆t (4)

Where ĥ is the estimated time bin, d̂ is the estimated depth,
c is light speed and ∆t is the time bin size.

Under different lighting conditions, the ratio between
background and signal photon counts is different and is
quantified as the signal-background ratio(SBR). This is an
essential parameter that determines the difficulty of denois-
ing problem. Through this work, we only conducted ex-
periments with a extremenly low SBR(0.04), which means
2 signal photons versus 50 background photons. Typical
network input and ground truth as well as the projected 2D
maps are shown in Fig. 1, reproduced from [8]

4. Methodology
In this work, We basically explored two directions for

neural network improvements: the loss function and fusion
structure.

4.1. Loss functions

Kullback-Leibler(KL) divergence is a common measure
for difference between two possibility distributions. So it’s
natural for the previous work to use it as loss function that
compares network reconstructed detection rate and ground
truth. However, KL loss has an obvious drawback that it can
only compare the ”local” difference and the gradient feed-
back from KL loss won’t scale with the ”global” distance
between these two distributions. As an example, consider
two possibility distributions that have no overlap shown in
Fig 2(a) and (b). Difference between the two distributions
in Fig 2(a) is obviously much larger than that in Fig 2(b).
However, the gradient generated by KL loss, as shown in
Fig 2(c) and (d) are almost the same. This is a fatal draw-
back in back propagation and can significantly impact the
convergence of network during training. Therefore, we tried
out three other loss functions: Wasserstein loss [2], Ordinal
regerssion loss [3] and Mean-Squared-Error(MSE) loss to
give a more powerful gradient feedback.

4.1.1 Wasserstein loss

Wasserstein loss, also known as ”earth-moving” distance, is
based on the the cost of the optimal transport plan for mov-
ing the mass in the predicted measure to match that in the
target [2]. It is easy to notice the sensitivity on ”global”
difference between distributions from definition and it has
already demonstrated advantage in generative tasks. Gradi-
ent of Wasserstein loss can be iteratively given through the
following Sinkhorn algorithm [2]:

Input: M, pred, target
Output: Wloss, Wgrad
K = e−λM

KM = K. ∗M
u = ones(n, k)./k
for 1:sinkhorn iter do

u = pred./((target./(u×K))×K)
end
v = target./(u×K)
Wloss = sum(u. ∗ (v ×KM))/n
Wgrad = log(u)/(λ · n)

where M is the measure matrix, .∗ and ./ stands for
element-wise multiply and division. In our experiment, we
implement the Wasserstein loss function by selecting an L2-
distance for M and only maintain the 40 diagonal lines of
it to facilitate computation. We also optimized on the iter-
ation number and the entropy regularization factor λ for a
more robust iteration convergence. As is shown in Fig 2(e)
& (f), Wasserstein loss recognizes the difference between
two cases and punishes much more on the later one, with



the gradient scales by around 20 folds. However, the gra-
dient also diffuses to neighboring regions during iteration.
In our experiments, we noticed a trade-off between gradient
diffusion and there’s a trade-off between spatial resolution
and gradient scale factor. The final network uses 5 iterations
with λ = 100.

4.1.2 Ordinal regression loss

Ordinal regression loss is widely used in various tasks re-
lated to predicting labels in an ordinal scale, such as age es-
timation, decision trees and so on [10]. It can be roughly un-
derstood as the cross entropy loss for a classification prob-
lem where only order matters. This property makes it well-
suited for depth estimation [3]. What’s more, it can be
easily adapted to different depth scales, for example, log-
scale, which has been demonstrated to be quite beneficial
in monocular depth estimation tasks [3]. The calculation of
ordinal regression loss is formulated below:

hsmax[n] = softmax(h[n]) (5)
P [n] = cumsum(hsmax[n]) (6)

Ordinal loss =

l∑
k=1

log(1− P [k])

+

K∑
k=l+1

log(P [k]) (7)

where h is the input histogram, l is the time bin of ground
truth peak location and ”cumsum” denotes cumulative sum-
mation.

The gradient feedback is shown in Fig 2(g), (h). As
can be seen from the figure, gradient scales more than 10
folds between the two situations. Additionally, when the
network gives some small fluctuations far away from the
ground truth peak, the gradient grows rapidly with the dis-
tance, which means even small mistake at points far away
from the correct prediction is highly unfavoured.

4.1.3 MSE loss

KL divergence, Wasserstein loss and ordinal regression loss
all aim to judge the difference between denoised and ground
truth photon detection rate. However, our expectation is to
reduce error in the final 2D depth map that obtained from
soft argmax projection. So it can be promising to take MSE
between output 2D depth map and ground truth depth map
as part of the object function. As a matter of fact, we no-
ticed a fairly good gradient feedback at the 3D output before
projection except unimportant error at a few points.

4.2. Fusion structures

As is mentioned before, the conversion between 2D in-
tensity image and 3D spatio-temporal data cube is quite

Figure 2. Gradient feedback for different loss functions. (a) and
(b) are two histogram output of the network and corresponding
ground truth. It is obvious that (a) almost gives a perfect prediction
while (b) is totally wrong. KL loss has similar gradient feedback
for these two cases((c) & (d)). Wasserstein loss recognizes the
difference and scales the gradient by around 20 folds((e) & (f)).
Ordinal regression loss is most sensitive to small mistakes that is
far from the correct prediction((g) & (h)).

non-trivial. Hand-wavingly, it is a combination of monocu-
lar depth estimation and inverse operation of 3D to 2D pro-
jection. There is no explicit and differentiable approaches
for both tasks. Thus, fusion strategy should be conducted
in a feature space and the representation capability of this
feature space is quite essential for the fusion efficiency.

As shown in Fig 3(a), in the previous work 2D intensity
image is repeated to give a data cube and then concatenated
with 3D features generated from the multi-scale denoising
network. This fusion unit does not utilize any physical re-
lationship between 2D and 3D data. Despite the big refine
layers after this fusion, it might still not able to dig out all
the information contained in intensity image. Based on this
insight, we proposed three network structures that are po-
tentially better. The contribution is in two aspects: (1) dif-



ferent processing network after fusion and (2) different fu-
sion unit.

4.2.1 Deep-feature fusion

Recently, the usage of full-image encoder (or, sometimes
called ”scene path”) has become common place in computer
vision tasks such as monocular depth estimation, semantic
segmentation and so on [3,16]. The basic idea behind these
structures is that when processing the data with convolution
layers, it is easy to lose global information so a encoder
which directly encodes the full-image can be used to com-
pensate for it. In our case, a full-image encoder can also be
employed as a potential deep-feature fusion unit, as shown
in Fig 3(b). After several downsampling stages, we add a
time-dimension encoder at the bottleneck of our multi-scale
network and compress the time-dimension of 3D data cubes
to 1. Now that the 3D data has been encoded by 256 2D
feaeture maps, hopefully we can get rid of barrier between
2D-3D data. In experiment, we also use a small feature
extractor that extract 16 features of the plain 2D intensity
image before concatenation happens.

4.2.2 All-layers fusion

Inspired by the multi-scale fusion network in 2D RGB-D
sensor fusion tasks [11], we experimented on a 2D-3D ver-
sion of it, as shown in Fig 3(d). Here we still use the repeat
plus concatenation structure as our fusion unit, but because
the fusion happens in all layers, the effective representation
capability of network should be strengthened. Moreover,
because the fusion happens in all spatial scales, the network
is able to gain a larger respective field for both inputs.

4.2.3 2D-3D fusion blocks

Besides the two architectures above that look into network
structures that facilitate fusion, we also design a new basic
fusion unit. As shown in Fig 3(c), the ”2D-3D block” con-
sists of both 3D, 2D branches and a 3D to 2D projection and
2d to 3D expansion is placed at the beginning of the unit.
Because both operations are conducted via convolution and
transpose convolution layers, the network can acquire a best
way for this specific task, instead of conduct non-physical
repeats. To control the experiment variables, we maintain
network structure in the original work and only change all
the 3D convolutions into 2D-3D blocks. It is also important
to mention that all downsampling and upsampling opera-
tions for 2D and 3D data are conducted separately, which
might be a limitation of our network.

Loss functions RMSE(m)
KL loss 0.552
Wasserstein loss >0.6
Ordinal loss(UD) 0.534
Ordinal + MSE loss(UD) 0.51
Ordinal loss(LD) 0.295

Table 1. Results on different loss functions and uniform/log-scale
discretizations. Using ordianl loss with a log-scale discretization,
network prediction error decreases by 40%

5. Results and Discussions

We use the deep fusion network by Lindell et al. as base-
line and compare our results against it. We use 13600 train-
ing data from NYU-V2 [14] for network training and 500
validation data for network performance testing. Because
the 3D data cube processing is quite memory consumption,
we downsized the SPAD data input as well as the intensity
image to 32× 32 spatial resolution. The original SPAD his-
togram has 1024 time-dimensional bins, corresponds to a
80ps temporal-resolution, or 2.4cm depth-resolution.

5.1. Loss functions

The results for different loss functions are shown in Ta-
ble 1, where UD stands for uniform discretization(directly
using the 1024 time bins) and LD stands for log-scale dis-
cretization, where we re-divide the whole range into 128
log-scale intervals and accumulate the photon counts in
each interval.

As can be seen from the table, there’s not a big benefit
from just changing the loss function, which is not consistent
with theoretical prediction from just looking at the gradient
feedback. However, if we consider the extremely noisy in-
put, output might be limited by the network itself. When the
network is not adequate to learn the whole denoising task,
the outputs will ultimately go into two extreme categories:
at some spatial locations, the network get a comparatively
good input and thus give a confident, correct output. At
some other pixels where the noise level exceeds network
capability, the network gives totally uncertain fluctuations.
Thus, for the first case, even KL loss give a fair gradient
while for the second case, no matter how gradient feedback
is back propagated, the network just don’t have the general-
ization ability and will never converge to a better point.

This explanation is further confirmed by the comparison
between LD and UD results. A 40% performance improve-
ment is obtained by simply change the data discretization
into log-scale, qualitative comparisons can also be found
in Fig 4. This can be easily understood as manually sim-
plify the problem for the network. Because for all natu-
ral scenes, the signal strength decays with object distance,



Figure 3. Different fusion structures explored in this report. Deep-feature fusion network first encode the time-dimension of 3D data cube
to generate 2D features. 2D-3D blocks use convolutional conversions between 2D and 3D data at each stage. All-layers fusion simply
repeat 2D data to get a 3D cube, but conducts fusion at all stages

Figure 4. Qualitative comparisons between output from network
trained with ordinal loss plus log-scale and KL loss plus linear-
scale.

which means pixels that has a larger depth will get a more
noisy histogram. So if we give up the accuracy at farther
points(by increasingly loosen the depth interval), the net-
work will receive less feedback from them and thus put
more attention on getting better predictions on those closer
points.

We also explored the influence of log-scale discretiza-
tion interval numbers. By using 32, 64, 128 and 256 depth
thresholds, we found 128 to be optimal and we’ll use it as
the new baseline for our experiments on fusion structures.

It is important to note that with 1024 time-bins, the small
fusion network used previously is almost the only choice

for architecture because of large memory occupancy. How-
ever, by using 128, instead of 1024 time-bins, we reduce the
memory from 10G to around 2.5G, which enables us to ex-
plore some large fusion structure that discussed above, such
as the 2D-3D convolution blocks or deeper networks with
more features. We also tried out memory-efficient architec-
tures such as mobile net [5], but only get a small gain from
2.5G to around 2.1G, which indicates that the major mem-
ory consumption comes from 3D data rather than network
weights.

5.2. Fusion structures

Based on the two step interpretation of 2D intensity - 3D
depth fusion task(See Section 4.2 for detail), We conducted
three sets of experiments on different fusion structures. The
first set of experiments use intensity image as the source
of 2D depth information, which is the same as our origi-
nal problem. The second set of experiments are conducted
without any 2D input(excluding the 2D-3D block network),
comparison of it with the first one can serve as a measure of
how much information is extracted from the 2D input. The
third set change the intensity images input into ground truth
depth maps, which manually eliminate the barrier between
2D intensity input and 2D depth information. Though this
has nothing to do with realistic situation, it is quite useful
as an indicator of which conversion step limits the network
performance.

The results are listed in Table 2. All of these fusion struc-
tures are unable to make significant improvements on the



Exp1 Fusion structures RMSE(m)
Original 0.295

SPAD & All-layers 0.312
Intensity 2D-3D blocks 0.282

Deep-feature 0.288
Exp2 Fusion structures RMSE(m)

Original 0.332
SPAD All-layers 0.332
only 2D-3D blocks –

Deep-feature 0.29
Exp3 Fusion structures RMSE(m)

Original 0.132
SPAD & All-layers 0.134

depth map 2D-3D blocks 0.135
Deep-feature 0.276

Table 2. Results of different fusion structures. In experiment1, all
networks has similar behaviour while in experiment2 & 3, large
discrepency appears between different architectures, indicating the
fusion quality.

original task. However, a large discrepancy appears in the
second and the third sets of experiments, which shed light
on the mechanism behind 2D-3D fusion and also future re-
search directions.

When the 2D input is removed, the original network and
the all-layers fusion network lose around 15%’s accuracy,
which is within the expectation. However, the deep-feature
fusion network gets almost same performance, this result
has two implications: firstly, the network has a better 3D
denoising capability. More importantly, fusion strategy in
deep-feature network is not useful and it fails to utilize in-
formation from the intensity image. If we further compare
the original network, all-layers fusion network and 2D-3D
blocks, we can make a summary that the fusion unit should
not be placed after downsampling. Only in this way can
the network find some similarities between features of 2D
input and 3D cubes. Otherwise, the fusion can be more of
a distraction rather than a hint. This is consistent with our
theoretical analysis that 2D-3D conversion is a difficult task
that requires a very high network capability.

Results from the second experiment sets motivated us to
further conduct the third one. With directly inputting 2D
depth-map, we manually remove the intensity-depth gap
and only evaluate the 2D-3D conversion quality. It is im-
portant to note that the loss function in these experiments
are placed at the 3D denoised output stage rather than the
final 2D depth map, which means even with ground truth
depth map, the network can’t simply do copy-and-paste to
cheat. As is shown in Table2, original network, 2d-3d fu-
sion network and all-layers fusion network finally learn to
convert 2D ground truth into 3D, while deep-feature fusion

Figure 5. Error distribution of SPAD denoising output and monoc-
ular depth estimator output from a single image, which shows
complementary relationship. SPAD denoising network is accurate
for most data while make severe mistakes in certain situations.
Monocular depth estimator tends to give fair results, but suffers
from an offset.

network still fails to work as well on this task. Therefore,
it is safe to conclude that conversion between 2D intensity
image and 2D depth information is the bottleneck that limits
the network performance.

Based on the explanations, it is natural to think about us-
ing a monocular depth estimator to process the intensity im-
age and then fuse the output of the two networks for refine.
Because of the time scope of our project, we are not able to
fully test this idea. Instead, we put our 500 test images into
the state-of-the-art monocular depth network ”DORN” and
compare the result against our SPAD denoising network. As
shown in Fig 5, 1 We found a complementary relationship
in the error distribution of these two networks: SPAD de-
noising output tends to give an accurate prediction in most
cases, however, sometime it is going to give quite unrea-
sonable prediction(when input is too noisy). On the other
hand, monocular depth estimation has a smaller standard
deviation, but there is often an offset in the error distribu-
tion. This originates from the fact that monocular depth es-
timator is not provided with any absolute depth information
so it is easier to make the relative depth relationship correct
rather than get an exact value of it.

6. Conclusion and Future works
In conclusion, we conducted comprehensive experi-

ments on two potential directions to enhance the original
1It is important to note that we’ve checked this complementary rela-

tionship on plenty of results and the reason why we only show the error
distribution of a single image instead of the whole dataset is that different
monocular depth estimated images tend to have different offsets, so when
error distributions of several images are combined together, it is hard to tell
the offset for each one.



network performance. It turns out that 40 percents of ac-
curacy gain and 4 folds of memory reduction is obtained
from a log-scale discretization on time-dimension of input
data. Furthermore, we located the problem associated with
current fusion structures to be the barrier between 2D inten-
sity image and 2D depth information. This indicates that a
promising future direction is using a monocular depth esti-
mation network as pre-processor for intensity image. Ex-
periments have also demonstrated the complementary rela-
tionship between monocular depth estimation network out-
put and SPAD denoising output.
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