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Assignment 3 – due 4/27/2017 at 11:59 PM 

Topics: Foveated Rendering, Depth of Field, Stereo Rendering, Anaglyph 3D  
 

Students should use JavaScript and GLSL for this assignment, building on top of the provided starter code 
found on the course webpage. We recommend using the Chrome browser for debugging purposes (using the 
console). Other browsers might work too, but will not be supported by the teaching staff in labs, piazza, and 
office hours. Students may use the computers in Packard 001, or their own laptops, and desktops.  
Homeworks can be submitted individually or in teams of two. Make sure you acknowledge your team 
members when submitting on Gradescope. You can change your teams throughout the term.  Teams will 
share a computer and hardware (later on in the course) in the lab. 
Please document all your answers, plots, and insights in a single pdf file containing all requested results. 
When you are ready to submit drag the entire homework folder into the browser with the render.html file 
loaded and running. This will zip up the relevant files for submission and place a zip file in the homework 
directory. Submit the zip file to Gradescope. Do not modify the submit.js file or you risk not submitting 
all required files. 
 

Introduction 

In this week’s homework you’ll see your first 3D teapot via anaglyph! But before then you’ll implement a 
couple of important features for VR: foveated rendering and depth of field rendering. Both of these techniques 
assume knowledge of the eye’s position and viewing direction.  
Foveated rendering takes advantage of the non-uniform distribution of photoreceptors on our retina, and 
hence non-uniform perceived resolution, to save computation time. A foveated rendering system knows the 
position on the screen an eye is looking at, and renders content in the eye’s periphery at a lower resolution 
without any perceivable loss in visual quality. By doing so we can divert more of the computational power to 
rendering a higher quality scene in the foveal region.  
The second technique, depth of field rendering, renders images with a natural, depth-dependent blur that 
simulates the limited depth of field of ours eyes. To experience the effect in real life, hold your finger up in 
front of your nose. Look and focus to it, and notice that the background (everything behind it) blurs out. Now 
focus on the background - your finger appears blurred. This is the effect depth of field rendering attempts to 
mimic. This technique doesn’t save computation, it actually adds to it, but it may create a more realistic and 
immersive experience. 
Both of these methods are dependent on your specific monitor. Therefore, you need to update the 
screenDiagonal, screenResolutionWidth, and aspectRatio members of the DisplayParameters class in 
displayParamters.js with the values of the monitor that you will be using. From these values, you need to 
compute the pixel pitch (I.e. size of a pixel) of your monitor. Before you start on any section of the homework, 
make sure to update these and implement the computePixelPitch() function in displayParameters.js.  

Also, you can flip between rendering modes by pressing the button at the top left corner, or by pressing the 1-
4 buttons on your keyboard. It will make it easier to see the difference between the modes. 
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Task 1: Foveated Rendering (35 points) 

Before we can actually get into foveated rendering, we need to understand a few basic things about the visual 
system, and to do so we need to think in terms of visual angle. Visual angle is the angle that a viewed object 
subtends at the eye, and is usually stated in degrees of arc. It’s what really dictates our perceived resolution. 
An object’s visual angle can be calculated via the diagram below.  

 
Foveated rendering takes advantage of a falloff in visual acuity away from the foveal region. Visual acuity is 
typically measured in cycles per degree (cpd), i.e. how many line pairs (pairs of black and white lines) you 
can distinguish clearly in one degree of visual angle. Humans see around 30 cpd (20/20 vision), although 
some can see as high as 40-50 cpd - this is the number that VR displays strive to achieve. For reference, 
most VR displays today only support an acuity of around 5 cpd.  

A) Apple claims that its Retina displays have a pixel density higher than what a human can perceive. Is 
that true? Let’s take a look at the screen in a 3rd generation 13.3” MacBook Pro. It has a resolution of 
2560x1600 pixels. Assuming a viewing distance of 50 cm, what is the visual angle of one pixel? What 
is the maximum acuity (in cpd) that the display can support? Is it higher or lower than the 30 cpd that 
humans can perceive? (5 points) 

Now, we are ready to start thinking about modeling this fall-off in visual acuity. Luckily there has been 
decades of research investigating just that (a good summary can be found here, look at Chapter 3). It turns 
out that a linear model is quite accurate if we use the reciprocal of acuity (in cycles per degree), the minimum 
angle of resolution (MAR, in degrees per cycle). The linear model matches both anatomical data (e.g. 
photoreceptor density), as well as performance on low-level vision tasks. As discussed in class, this linear 
model is:  

𝜔 = 𝑚𝑒 +	𝜔' 

where 𝜔 is the MAR in degrees per cycle, 𝑒 is the eccentricity angle (in degrees), 𝜔' is the smallest 
resolvable angle, and 𝑚 is the MAR slope. Using this equation, we can figure out the maximum resolution an 
average human can perceive at an angle 𝑒 away from its current viewing direction. You will need this 
equation for implementation later on. 

Any spatial resolutions below the curve will not be resolvable. This is where we save computational cost! You 
can see that the farther from the fovea we go, the “bigger” the pixels can get without being noticed. Clearly we 
can’t physically change the size of the pixels in a display during runtime, but we can just render less finely 
there.  

B) Assuming 𝑚 = 0.0275 and 𝜔' = 1/48, what is the minimum angle of resolution that you can resolve 
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for objects 3° away from your fixation point (where you are looking at)? What pixel size in visual angle 
does the MAR at this eccentricity correspond to, if we could (hypothetically) change physical pixel 
sizes? What is the corresponding pixel size in mm assuming a distance to the screen of 50cm? What 
would the horizontal resolution of a 13.3” screen be with this pixel size (round your answer to nearest 
pixel)? (5 points) 

To save the maximum amount of computational cost we would want to follow the line exactly. Being far below 
the line means we are rendering a lot of extra resolution that we can’t perceive anyway. However, in current 
graphics architectures it’s difficult to have many regions of differently rendered resolutions, so we typically 
break it up into just a few. We’ll be following the foveated rendering scheme from Guenter et al., where they 
divide the viewing region into three layers: the foveal layer that has the highest resolution that the screen 
supports, the middle layer which is rendered at a slightly lower resolution, and the outer layer which is 
rendered at the lowest resolution. You can see that the resolution in MAR at each layer is always less than 
our perceivable resolution in MAR, except for the foveal region, where 𝜔∗ is the resolution in MAR supported 
by the display (which may or may not be perceivable by our visual system).  

 

C) You will now implement a version of foveated rendering in the GLSL fragment shader 
fShaderFoveated.js. The version of foveated rendering you will implement is one used for testing 
purposes to learn about the visual system, and does not actually reduce computational cost. As a 
matter of fact, it actually increases it due to a second rendering pass that blurs out parts of the scene.  
 
The general pipeline for this implementation of foveated rendering is to first render the scene 
normally, as you have done previously, but instead of rendering it to the screen directly, we first 
render it to a framebuffer object (FBO). Specifically, we render into the color texture of the FBO. At 
this point you can think of the image being stored in some data structure (a texture) on the GPU that 
isn’t being displayed on the monitor just yet, but is accessible in future rendering passes.  
 
If we simply wanted to display what was just rendered to the FBO, as if it was rendered to the screen 
itself we can do the following: render a rectangle that fills the entire screen and then “paste” the 
texture onto the rectangle via a shader. This second rendering pass actually displays to the screen. 
We call this type of shader a pass-through shader because it simply passes information along without 
modifying it. The shaders for the foveated rendering and depth of field blur provided in the starter 
code are pass-through shaders. 
 
Now on to the interesting stuff! If we wanted to implement a blur, like we do for this part of the 
homework, we can operate on the texture as if it were a simple 2D image! So all image processing 
techniques are applicable. The texture can be accessed in the textureMap variable. One thing to note 
about textures is that their indexing coordinates are normalized by their resolution. Texture 
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coordinates are typically called u,v coordinates and are in the range [0,1]. To index into pixel (500, 
500) of a texture whose initial size was 800x600 pixels, you would need to index into index (500/800, 
600/800) of the texture.  
 
Now back to foveated rendering. We actually want to make the second rendering pass implement a 
blur based on the user’s eye position. Ideally, this would be performed with an eye tracker, but we will 
just use the mouse as the proxy for this homework. i.e. we assume that the user will be looking to the 
tip of the mouse pointer. 
 
You will first have to determine the visual angle that one pixel on your monitor covers. Implement 
computePixelVA() function in foveatedRender.js and store the value in the pixelVA member variable 
(should be 1 line of code).We will test that this was implemented correctly with our unit checker code. 
(5 points) 
 
Once you calculate how much visual angle a pixel covers, you can determine the regions of the 
foveated blur, defined by  𝑒2 and 𝑒3 (from the plot above). We can choose these values to be 
whatever we wish. In general, we would choose them such that the pixel savings would be greatest, 
but for our purposes we will choose them such that the middle layer will have ¼ the resolution as the 
foveal layer, and the outer layer will have 1/8 the resolution of the foveal layer. Implement this 
computation in the computeEcc() function in foveatedRenderer.js. The function takes in the MAR you 
would like supported, and returns the eccentricity (in degrees) at which that resolution becomes 
imperceivable. Remember that MAR at 0 eccentricy is 2x the visual angle of one pixel, which is 
the inverse of the maximum cycles per degree of the display. This function will be checked for 
correct implementation in our unit checker code. (5 points) 
 

Figure 1. Foveated rendering. Here is something you might see when you implement the foveated rendering. Please note 
that this is exaggerated, and the actual blurs you will implement will be much more subtle. This is just so you can see the 
effect of the of the different regions in this document. 
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You will apply a different blur to each region (none to the foveal region). Apply a 2D Gaussian blur to 
the middle and foveal regions with the blur kernels provided in the shader. These Gaussian kernels 
correspond to roughly reducing the maximum frequency by a factor of ¼ and 1/8 respectively. (15 
points) 
 
Now for implementation details. The 2D image (texture) of the first rendering pass can be accessed in 
the textureMap uniform sampler. Texture’s coordinates are normalized to be between 0 and 1, with 
the origin being in the bottom left corner. Each fragment’s texture coordinate can be found in the 
textureCoords varying variable in the shader. When implementing the blur as two for loops, you’ll 
want to index into pixels in the texture next to the current texture coordinate. Moving one pixel to the 
left, for example, would correspond to subtracting by 1/(window width in pixels). You can use the 
small angle approximation to compute the visual angle from pixelVA.  

 

Task 2: Depth of Field Rendering (35 points) 

So now on to depth of field rendering, where instead of trying to save computation we attempt to make things 
more immersive and realistic. Let’s wet our toes with some simple computations. 

A. Assuming a pupil size of 4 mm, a distance of 50 cm between viewer and the physical screen, and a 
focusing distance of 50cm (i.e. the viewer accommodates on the screen), calculate the diameter of 
the circle of confusion on the monitor in both mm and pixels for a 3D point at each of the following 
distances from the viewer: 25 cm, 50 cm, 75 cm, 100 cm, 250 cm, 500 cm, 1000 cm, 10000 cm. 
Assume the screen parameters of the 13.3” MacBook from Task 1 Part A. (5 points) 

Now, we’re actually going to implement this in a shader! We will be using the same two-pass rendering 
technique that we used in foveated rendering where we first rendered the scene to a texture in the first pass, 
and then blured that image in the second rendering pass, displaying the blurred image on the actual screen.  

B. Implement depth of field blurring in the fShaderDof.js file. Your first task will be to compute the metric 
distance to each fragment (in view space) from its (normalized) depth buffer value, projection matrix, 
and inverse projection matrix. You can access the depth buffer value of a fragment by indexing into 
the depthMap in the fragment shader the same way we can access the color information from 
textureMap. Refer to the slides for this computation, or the notes at the end of this pdf. Implement this 
conversion in the distToFrag() function in fShaderDof.js. (5 points) 
 
Once you can compute the distance to the fragments, you will be able to compute the circle of 
confusion for each fragment on the screen (not the retina)! Update the function computeCoC() to 
calculate the radius of the circle of confusion based on the the distance to the fragment, focus 
distance, and pupil diameter. All of these values are in mm. (5 points) 
 
Now you have everything you need to implement the blur itself. Implement it with a double for loop in 
the computeBlur() function. The loop with average all the neighboring pixels that fall into the circle of 
confusion of that particular fragment. Loop over a search radius of 11 pixels. In that search, average 
over the pixels that fall within the circle of confusion (in pixels!). Remember that the u and v texture 
coordinates are normalized to fall in [0,1]. To move one pixel to the left from the current texture 
coordinate, you will have to move by 1/(texture width or height) in texture coordinate units. Return the 
color value of the blurred fragment from computeBlur() and assign it to gl_FragColor. This will be the 
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value displayed on the screen. (15 points) 

C. Comment on the difference (perceptual and computational) between the standard rendering and 
rendering with depth of field accounted for. (5 points) 

 

Task 3: Anaglyph Rendering (30 points) 

Rendering a teapot onto a 2D surface can get a little boring, especially if that’s all you been seeing the last 2 
weeks. So let’s make it pop out of the screen with anaglyph rendering! You’ll see your first 3D teapot by the 
end of this homework. 

This time, you’ll need three rendering passes to get the right image displayed on the screen. You can find 
these passes in the animate() function in render.js. The first pass will render the scene from the viewpoint of 
the left eye into an FBO. The second pass will render the scene from the viewpoint of the right eye into a 
different FBO. The third rendering pass will access the textures from these two FBOs, convert the respective 
color values to grayscale, and assign the images to the color channels of the anaglyph glasses. We’ve 
already implemented all of the nitty gritty stuff to make the multiple rendering passes work, but will require you 
to implement key elements - the view and projections matrices for the left and right eyes, and the fragment 
shader that will combine the two views in the third rendering pass.  

When you first run the starter code in the Anaglyph mode you won’t see anything interesting happening. 
That’s because we rendered the same image to each FBO and just did a simple pass through of one of the 
viewpoints to the screen. Your first tasks will be to generate the correct view and projection matrices in the 
update() function in transform.js. These matrices are the ones that will be used to compute the renderings 
from the left and right viewpoints of the scene that will be saved in the FBOs.  

A. Compute the view matrices for the left and right eyes in update() and assign them to the 
anaglyphViewMat member variable. You will need to know the interpupillary distance for this task. 
You can find it in the displayParameters class. The default value is 64mm. (5 points) 

B. Compute the projection matrices for the left and right eyes in update() and assign them to the 
anaglyphProjectionMat member variable. For this you will need some physical world parameters, all 
of which you have already entered in the displayParameters class. (10 points) 

C. Once the viewpoints have been saved, you will need to combine them in such a way that each eye 
sees a different image when viewing the screen through anaglyph glasses. You will do this in the 
fragment shader defined in the fShaderAnaglyph.js file. There are different ways of combining the 
color channels, as discussed in class, but for this homework you will use the method of grayscaling 
each image, and assigning the grayscale left image to the red color channel of the output and the 
grayscale right image to the green and blue color channels of the output. For the conversion to 
grayscale, you can use the formula: gray = 0.2989 * red + 0.5870 * green + 0.1140 * blue. Welcome 
to your first 3D teapot experience! (10 points) 

D. A different way of doing anaglyph rendering is by assigning the red color channel of the left image 
directly to the red color channel of the output, and the green and blue color channels of the right 
image directly to the green and blue color channels of the output. One advantage of this method is 
potentially gaining back some color lost in grayscaling the images. However, there is a drawback to 
such a method. What is it? Think of some scenes, specifically how the colors might impact the output. 
(5 points) 
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Calculating absolute distance to fragment 
You will have 3 parameters at your disposal in the fragment shader, from which you will calculate the x,y,z 
coordinates of your fragment in view space, and then the metric distance from the camera to the fragment. 
Assume that the OpenGL units are in millimeters (mm). Specifically 𝑧5678 and 𝑧978 are in mm. 
 
The first set is the texture coordinates, u and v, which range from [0,1]. These coordinates specify where in 
the texture the fragment you are operating on is to sample from. The second parameter is the depth of the 
fragment. The depth value stored in the depth buffer ranges from [0,1]. This is a non-linear mapping of the 
absolute depths, where 0 maps to a depth of 𝑧5678 and 1 maps to a depth of 𝑧978. These two parameters are 
part of the the projection matrix, and are specified in statecontroller.js.  
 
To find the distance from the camera to the fragment, you will have to invert the last couple steps OpenGL 
pipeline before rasterization. I highly recommend this reference to get a good idea of exactly what is 
happening: http://www.songho.ca/opengl/gl_transform.html. I have a boiled down version below.  
 
Remember that after conversion of vertices to view space, defined by (𝑥<=6>, 𝑦<=6>, 𝑧<=6>, 𝑤<=6>)C, a projection 
transformation is applied which moves the coordinate system into clip space.  

𝐶 =

𝑥EF=G
𝑦EF=G
𝑧EF=G
𝑤EF=G

= 𝑀G8IJ6EK=I5

𝑥<=6>
𝑦<=6>
𝑧<=6>
𝑤<=6>

= 𝑉 

 
The reason this is called clip space, is that the transformed vertex is clipped by comparing with +/- w. After 
clipping, perspective division is carried out which is the result of dividing the x,y, and z components with the 
homogeneous component, w : 

𝑁 =
𝑥5NE
𝑦5NE
𝑧5NE

=
𝑥EF=G	/𝑤EF=G	
𝑦EF=G	/𝑤EF=G	
𝑧EF=G	/𝑤EF=G	

 

The resulting vector is in Normalized Device Coordinates (NDC) which ranges from [-1 , 1] along all 3 axes. 
This coordinate system is then transformed to windows coordinates with the following transformation: 

𝑥>
𝑦>
𝑧>

=

𝑤
2
𝑥5NE	 + (𝑥 +

𝑤
2
)

ℎ
2
𝑦5NE	 + (𝑦 +

ℎ
2
)

𝑓 − 𝑛
2

𝑧5NE	 + (
𝑓 + 𝑛
2

)

 

where the x,y parameters specify the lower left corner of the viewport rectangle in pixels (assume both to be 
0), and the w and h parameters specify the width and height of the viewport in pixels. You can get h and w 
from the windowSize uniform in the GLSL shader. This w is different from the homogeneous coordinate 
from the previous steps. The values 𝑥>, 𝑦> specify the x,y coordinates in pixels in your viewport that this 
fragment appears in. The values f and n are the scaling of the depth range, which you can assume to be 1 
and 0 (the default value). The 𝑧> is then quantized and stored in the depth buffer that you have access to in 
the 2D sampler depthMap in fShaderDof.js.  
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Hopefully, you have a clear view of the mapping from view space to window space. One final thing to note is 
that because we are storing the image as a texture in the FBO, we don’t actually have access to 𝑥> and 𝑦> 
directly, but rather those values normalized to [0,1], i.e. the texture coordinates. The same goes for 𝑧>, which 
is the value you access from the depth buffer. All of these values are just rescalings of the NDC coorinates so 
we can go from each of these values to NDC coordinates by the simple transformation, where 𝑧ST9968 is the 
value stored in the depth buffer : 

𝑧5NE = 2 ∗ 𝑧ST9968 − 1 
 
Similar, transformations can be applied to get  𝑥5NE and  𝑦5NE from the texture coordinates. 
 
Once you have a vector defining your fragment in ndc coordinates, you need to transform it into clip space by 
multiplying 𝑁  by 𝑤EF=G. The problem is that we do not know 𝑤EF=G directly. We can compute it however, from 
𝑧5NE and certain portions of the projection matrix. If we assume that the projection matrix has the following 
structure, where xx means don’t care, 

𝑀G8IJ6EK=I5 =

𝑥𝑥 𝑥𝑥 𝑥𝑥 𝑥𝑥
𝑥𝑥 𝑥𝑥 𝑥𝑥 𝑥𝑥
0
0

0
0

𝑇1
𝐸1

𝑇2
0

 

 
then we can find 𝑤EF=G as follows: 

𝑤EF=G = 	
𝑇2

𝑧5NE −
𝑇1
𝐸1

 

 
I won’t include the derivation here, but if you are interested where this equation came from I would be happy 
to upload a derivation. Knowing 𝑤EF=G you can obtain the x,y,z coordinates of 𝐶 by performing 𝑁 ∗ 𝑤EF=G. The w 
component is 𝑤EF=G.  
 
You can know multiple 𝐶 by the inverse projection matrix to retrieve 𝑉, your fragment coordinate in view 
space. Using 𝑉 you can compute the Euclidean distance from the camera to the coordinate and use this in 
your depth of field rendering calculation.  
 

Questions?  

First, Google it! It’s a good habit to use the internet to answer your question. For 99% of all question, the 
answer is easier found online than asking us. If you can’t figure it out this way, post on piazza and definitely 
make sure you attend the lab on Fridays (in Packard 001).  


