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1

Introduction

In this project, we are interested in using audio-only inputs to infer the shape and the material of a struck object.
Specifically, given a contact sound made to an object (e.g., the “ding” sound when striking a wine glass with a fork), we
want a system that will answer what material is the object made of and the shape of the object. The question is being
asked with robotics applications in mind, therefore, as in real-life scenario, we assume that the system has seen the
object/material before, although not necessarily the sound for that exact struck position. We solve this problem using
machine learning apporaches, in particular the multi-class classification method trained with a new synthetic dataset. In
§2, we will explain how we collect the data; in §3, we will explain the model and the algorithm for the method.
1.1

Task Definition

Given a single sound file, we want to predict the label associated to the sound file. The label is a tuple consists of
(material, object) classification results. The sound is always a clean contact sound, generated by a physics-based
simulator that mimics real world contact sounds.
1.2

Task Summary
• Input/Output: The input to the system is a single audio file. The output is the label (material, object).
• Evaluation metric: The evaluation metric of the system is the label correctness. If not otherwise specified,
we will use the accuracy defined as
Accuracy =

# Correct Predictions
# Total Predictions

(1)

• Baseline: The baseline for the comparison is the chance probability of predicting the right label, namely
1/# Classes = 5.6% for 6 materials and 3 objects.
• Oracle: The oracle we used is human studies, which gives a 100% accuracy prediction.
1.3

Related Work

Physics-based sound synthesis is an emerging field in computer graphics that deals with synthesizing plausible sounds
from first principle for a wide range of phenomenon, including rigid-body collision [1], fractures [2], fire [3], water [4, 5],
and many more. These high-quality sound models provide an alternative for generating audio-visual synchronized
content to the more traditional “foley” approach, by which an artist will try to record real-world sound and play
back at just the right time to produce synchronized sounds. Since they are based on first principles, once the model
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metaparameters (such as material parameters) are tuned, it is fully automatic and the model can often generalize to
many unseen objects/instances.
Inspired with this rising trend in graphics, the machine learning community started to adopt some of these efficient
sound models in order to build large sound datasets that contain tens of objects and many materials with different
contact collision scenarios for rigid-body objects [6]. It is also used to build supervised/unsupervised models to infer
shape and material meta-parameters such as the Young’s modulus [7], and achieve good results.
Our work is most similar to [7]. The key difference is that although their neural network based approaches achieve
good accuracy in predicting the latent variables involving all of geometric modeling (shape of the object), sound
characteristics (such as damping parameters), and rigid-body simulation scenarior (such as how high is the object
dropped from), we are interested in a more fundamental aspect of the problem, which is the size of the embedded
space these models live in, and how are they relate, or decouple from each other. To do this, we simplify the task to
simple impulse-based excitation (to eliminate the rigid-body simulation factor), and to simple classification problem (as
opposed to regression). We show that even with a simple model using linear classifier, superior classification results can
be achieved, indicating that the problem is fundamentally easy enough to predict when posed properly, with the right
set of features.

2

Dataset

We describe a new synthetic dataset for the task in this section. Using the relatively well-understood modal vibrational
model, we first build an efficient simulator that can be used to generate a large amount of data. The simulator has a
real-time graphics interface so user can play with the object model and strike it at different positions to interrogate the
object/material.
2.1

Modal Sound Model

It is quite difficult to give a comprehensive background introduction for the modal vibrational model. For interested
readers, please refer to classical textbooks such as [8, 9].
Consider an object O. Suppose its parameterized by x ∈ R3N , the (time-dependent) vertex coordinates. Given a proper
finite-element model, we can describe O’s dynamics behavior using the linearized equation of motion
M ẍ + C ẋ + Kx = f ,

(2)

where M , C, and K are mass, damping, and stiffness matrices (extension of the 1D mass-damper-spring system to 3D).
f is the external force exerted on the object that has the same degrees of freedom.
Modal vibration model works by projecting the full dynamics to a reduced subspace spanned by the basis, U , that
captures the essence of the vibration. U is of dimension 3N × M , with M typically chosen to be small (e.g., M = 60).
If this basis is given, then we simply apply the transformation x = U q to (2) and yields the reduced dynamics equation1
q̈ + (αI + βΛ)q̇ + Λq = U | f .

(3)

In this equation, α and β represent the stiffness and mass proportional damping parameters, which are given by the
materials. The materials considered in this work is given in Table 1. Λ is a diagonal matrix of eigenvalues, which
represents the vibrational frequencies for each mode. Finally, U and Λ can be obtained simultaneously by solving
the generalized eigenvalue problem KU = M U Λ. For concreteness, Figure 1 shows a few vibrational modes for the
WineGlass object. Table 2 shows the summary statistics of the models used.
Table 1: This table shows the materials being considered and their properties. Materials has two effects on the sounds:
(1) it affects the damping, which determines how fast the sound decays; (2) it scales the set of vibrational frequencies.
For this work, I did not recomputed the mode shapes, which can be different for different materials if Poisson ratio are
different.
Ceramics
Glass
Steel
Wood
AbsPlastic
Polycarbonate
1

α
6
1
5
60
30
0.5

β
1E-7
1E-7
3E-8
2E-6
1E-6
4E-7

Density
2700
2600
7850
750
1070
1190

Here we use the Rayleigh damping model.

2

YoungsModulus
7.2E10
6.2E10
2E11
1.1E10
1.4E9
2.4E9

PoissonRatio
0.19
0.2
0.29
0.25
0.35
0.37
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Table 2: This table shows the objects being considered and their summary statistics.
Name
Mug
WineGlass
Ruler

BBox Size (cm)
[9, 12.5]
[0.2, 30]
[9.5, 19.3]

#Vertices
31096
51434
10974

#Faces
62192
102864
21944

Figure 1: Three vibrational modes of the WineGlass object. The visualization is for the mode shape given by the
columns of U : U3 (1.9 kHz), U15 (9.3 kHz) and U33 (16 kHz).
For obtaining the sound signal at a given (position, time), We ignore the acoustic transfer and consider the simple
listener-independent sound model
sound(x, t) ≈

M
X

q(t).

(4)

i=1

2.2

Simulator

We then build a real-time graphics simulator that is capable of solving (3) in real-time2 , and use it to generate different
material/object combination. The simulator can run in two modes: (1) it has a real-time graphical interface (Figure 2)
where the user can click on the model shaded with specific acoustic material and hear the sound in real-time; (2) it has
an offline sampling mode where the system pick a set of random vertices on the object and synthesize the sound.

Figure 2: The graphical interface for the user to strike the object and hear real-time audio feedback. This is useful for
debugging and also to formulate more intuition about the sound variation in the object/material.
We have considered 3 objects {WineGlass, Mug, Ruler}, and 6 different materials (Table 1). For each (material, object),
we sampled 1000 sounds, each with 1 second of duration at 44.1 kHz.

3

Learning

We consider a fully supervised learning approach since the ground truth labels are easily obtained using the simulator
(§2). The task is 18-way classification. We use a set of well-studied audio features in both time and frequency domain,
and the Support Vector Machine (SVM) algorithm for the classification.
3.1

Audio Features

For the audio features, we consider splitting the signal into multiple frames, and compute a set of short-term features in
each frame. This is because the frequency-domain features assume periodicity in the frame, and we want to capture
2

The simulator is mostly built from scratch, except for the OpenGL rendering, which uses libigl.

3
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time-varying frequency-domain features (think spectrogram). The physical meaning of each feature we consider using
is described in Figure 3. The implementation is based on the library pyAudioAnalysis [10].
For each input sound signal z, we compute an associated feature vector. The dimension of the feature vector depends
on both the sampling rate and the length of the sound signal. For example, suppose the input is 1 second sampled at
44.1 kHz, and suppose each frame is 50 ms, with increment of 25 ms (or overlap of 50%), the feature vector will have
dimension 34 × 39 (34 features per frame for 39 frames). We flatten this to be a single 1326-dimension vector.

Figure 3: The complete set of features we used for the training. The image is modified from [10].
3.2

Classification

For the classification algorithm, we select support vector classification (SVC) with linear kernel since it is simple,
effective in high dimensions, and does not require a large amount of data to perform well. We do note that SVC does not
directly provide probability estimates, only the scores are availabale. There are methods to get the probability measures
such as the Platt scaling, but we do not consider it for its high computational overhead. We trained 18 binary classifiers
in the one-versus-the-rest scheme. The loss function is the squared L2 loss with regularization. The penalty constant, C,
is tuned using a 5-fold cross validation procedure. The training-testing split is 90% − 10%.
l
X
1
min w| w + C
max(1 − yi w| xi , 0)2 , for some C > 0
(5)
w 2
i=1

4

Results

The model gives satisfactory classification accuracy. With the full model, we were able to achieve > 99% test set
prediction accuracy. We will first present the results and show our analysis on why this is the case.
We compare how different sets of features contribute to the prediction accuracy. We tested the same data on two
different training algorithms: Stochastic Gradient Descent (SGD), and Trusted Region Newton Method (TRN). TRN
4
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uses the full gradient with a trust region of step size that is dynamically adjusted in order to fit the current model. SGD
uses partial gradients and thus is expected to run faster. See Table 3 and Figure 4 for the accuracy, and Figure 5 shows
the training time as a function of feature selection/algorithms.
The result makes a lot of sense to me. As generally the vibrational modes for different objects can have different
frequency distribution, and therefore we expect the accuracy to increase if we include frequency-domain features
(“Spectrum”, “MFCCs”, “Chroma”). Among these, I am surprised that the MFCCs performance is lower than the
Chroma for TRN, since Chroma features has much lower frequency resolution than MFCCs. This seems to suggest that
when using the full gradient, the semitones are enough to separate these objects/materials. On the other hand, using
partial gradient as in SGD is more robust with MFCCs in the sense that its less insensitive to training algorithms. It
is also interesting to note that knowing the overall shape of the spectrum (“Spectrum”) is not enough to give good
results, and in some cases can be worse than time-domain features. Finally, we note that training time is 60% less for
the SGD training for similar accuracy levels for the full set of features. The weights on each feature groups confirm the
hypothesis (Figure 6).
To further understand the results, we use the t-Distributed Stochastic Neighbor Embedding (t-SNE) algorithm to
reduce the dimensionality of our features for the training set for visualization. This method embeds the features in low
dimensional space while preserve the variance in the high dimensional space. The result shown in Figure 7 shows that
the features are well separated in the high dimensional space when all the features are used. This further confirms our
observation in feature selection that most data points can be explained by different frequency distributions. Note that
there are trajectories of points, which are likely coming from the short-term features of the sliding windows.

Table 3: Classification accuracy on test set: Trusted Region Newton Method compared with Stochastic Gradient Descent
(SGD).
Set Description
Time-domain features
Spectrum
MFCCs
Chroma
Frequency-domain features
All

100

Feature IDs
1-3
4-8
9-21
22-34
4-34
1-34

TRN Accuracy
53.11%
46.78%
89.33%
94.78%
98.44%
99.67%

TRN Time (sec)
9.73
8.88
9.17
11.01
10.31
49.38

SGD Accuracy
27.78%
33.94%
86.94%
63.83%
91.33%
98.56%

Trust Region Newton (TRN)
Stochastic Gradient Descent (SGD)

80
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60

40

20

0

Time-Domain

Spectrum

MFCCs

Chroma
Features Group

Freq-Domain

All

Figure 4: Visualization of the classification accuracy on test set.
5

SGD Time (sec)
9.74
8.83
10.80
9.61
11.82
29.22
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Figure 5: How the training time varies with training algorithms as well as sets of activated features.
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Figure 6: Weights for each feature for the training instance on full set of features.

150

(mug,ceramics)
(mug,glass)
(mug,steel)
(mug,wood)
(mug,abs)
(mug,polycarbonate)
(wine,ceramics)
(wine,glass)
(wine,steel)
(wine,wood)
(wine,abs)
(wine,polycarbonate)
(ruler,ceramics)
(ruler,glass)
(ruler,steel)
(ruler,wood)
(ruler,abs)
(ruler,polycarbonate)

100

50

0

50

100

150
150

100

50

0

50

100

Figure 7: Visualization of the features.
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5

Conclusion

We built a real-time modal sound simulator in C++ from scratch to generate a large synthetic dataset, and used it
to predict the material and object type of an input sound. We chose linear SVC with both TRN and SGD training
algorithms, and analyze how different sets of features change the accuracy and the training time of the model. Accuracy
more than 99% is achieved on the test set, implying the sounds are well separated in the feature space, which is
confirmed using t-SNE visualization techniques.
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