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Abstract
We study two communication-efficient algorithms for distributed statistical optimization on large-scale data. The first algorithm is an averaging method that
distributes the N data samples evenly to m machines, performs separate minimization on each subset, and then averages the estimates. We provide a sharp
analysis of this average mixture algorithm, showing that under a reasonable set of
conditions, the combined parameter achieves
mean-squared error that decays as
√
O(N −1 + (N/m)−2 ). Whenever m ≤ N , this guarantee matches the best possible rate achievable by a centralized algorithm having access to all N samples.
The second algorithm is a novel method, based on an appropriate form of the
bootstrap. Requiring only a single round of communication, it has mean-squared
error that decays as O(N −1 + (N/m)−3 ), and so is more robust to the amount of
parallelization. We complement our theoretical results with experiments on largescale problems from the internet search domain. In particular, we show that our
methods efficiently solve an advertisement prediction problem from the Chinese
SoSo Search Engine, which consists of N ≈ 2.4 × 108 samples and d ≥ 700, 000
dimensions.
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Introduction

Many problems in machine learning are based on a form of (regularized) empirical risk minimization. Given the current explosion in the size and amount of data, a central challenge in machine
learning is to design efficient algorithms for solving large-scale problem instances. In a centralized setting, there are many procedures for solving empirical risk minimization problems, including
standard convex programming approaches [3] as well as various types of stochastic approximation [19, 8, 14]. When the size of the dataset becomes extremely large, however, it may be infeasible
to store all of the data on a single computer, or at least to keep the data in memory. Accordingly,
the focus of this paper is the theoretical analysis and empirical evaluation of some distributed and
communication-efficient procedures for empirical risk minimization.
Recent years have witnessed a flurry of research on distributed approaches to solving very large-scale
statistical optimization problems (e.g., see the papers [13, 17, 9, 5, 4, 2, 18] and references therein).
It can be difficult within a purely optimization-theoretic setting to show explicit benefits arising
from distributed computation. In statistical settings, however, distributed computation can lead to
gains in statistical efficiency, as shown by Dekel et al. [4] and extended by other authors [2, 18].
Within the family of distributed algorithms, there can be significant differences in communication
complexity: different computers must be synchronized, and when the dimensionality of the data
is high, communication can be prohibitively expensive. It is thus interesting to study distributed
inference algorithms that require limited synchronization and communication while still enjoying
the statistical power guaranteed by having a large dataset.
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With this context, perhaps the simplest algorithm for distributed statistical inference is what we
term the average mixture (AVGM) algorithm. This approach has been studied for conditional random fields [10], for perceptron-type algorithms [12], and for certain stochastic approximation methods [23]. It is an appealingly simple method: given m different machines and a dataset of size
N = nm, give each machine a (distinct) dataset of size n = N/m, have each machine i compute
the empirical minimizer θi on its fraction of the data, then average all the parameters θi across the
network. Given an empirical risk minimization algorithm that works on one machine, the procedure
is straightforward to implement and is extremely communication efficient (requiring only one round
of communication); it is also relatively robust to failure and slow machines, since there is no repeated
synchronization. To the best of our knowledge, however, no work has shown theoretically that the
AVGM procedure has greater statistical efficiency than the naive approach of using n samples on
a single machine. In particular, Mann et al. [10] prove that the AVGM approach enjoys a variance
reduction relative to the single processor solution, but they only prove that the final mean-squared
error of their estimator is O(1/n), since they do not show a reduction in the bias of the estimator.
Zinkevich et al. [23] propose a parallel stochastic gradient descent (SGD) procedure, which runs
SGD independently on k machines for T iterations, averaging the outputs. The algorithm enjoys
good practical performance, but their main result [23, Theorem 12] guarantees a convergence rate
of O(log k/T ), which is no better than sequential SGD on a single machine processing T samples.
This paper makes two main contributions. First, we provide a sharp analysis of the AVGM algorithm,
showing that under a reasonable set of conditions on the statistical risk function, it can indeed achieve
substantially better rates. More concretely, we provide bounds on the mean-squared error that decay
as O((nm)−1 +n−2 ). Whenever the number of machines m is less than the number of samples n per
machine, this guarantee matches the best possible rate achievable by a centralized algorithm having
access to all N = nm samples. This conclusion is non-trivial and requires a surprisingly careful
analysis. Our second contribution is to develop a novel extension of simple averaging; it is based
on an appropriate form of bootstrap [6, 7], which we refer to bootstrap average mixture (BAVGM)
approach. At a high level, the BAVGM algorithm distributes samples evenly among m processors or
computers as before, but instead of simply returning the empirical minimizer, each processor further
subsamples its own dataset in order to estimate the bias of its local estimate, returning a bootstrapcorrected estimate. We then prove that the BAVGM algorithm has mean-squared error decaying as
O(m−1 n−1 + n−3 ). Thus, as long as m < n2 , the bootstrap method matches the centralized gold
standard up to higher order terms. Finally, we complement our theoretical results with experiments
on simulated data and a large-scale logistic regression experiment that arises from the problem of
predicting whether a user of a search engine will click on an advertisement. Our experiments show
that the resampling and correction of the BAVGM method provide substantial performance benets
over naive solutions as well as the averaging algorithm AVGM.
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Problem set-up and methods

Let {f (·; x), x ∈ X } be a collection of convex loss functions with domain containing the convex
set Θ ⊆ Rd . Let P be a probability distribution over the sample space X , and define the population
risk function F0 : Θ → R via
Z
f (θ; x)dP (x).

F0 (θ) := EP [f (θ; X)] =

X
∗

R
We wish to estimate the risk-minimizing parameter θ = argminθ∈Θ F0 (θ) = X f (θ; x)dP (x),
which we assume to be unique. In practice, the population distribution P is unknown to us, but we
have access to a collection S of samples from the distribution P . In empirical risk minimization,
P
1
one estimates the vector θ∗ by solving the optimization problem θb ∈ argminθ∈Θ |S|
x∈S f (θ; x).
Throughout the paper, we impose some standard regularity conditions on the parameter space and
its relationship to the optimal parameter θ∗ .
Assumption A (Parameters). The parameter space Θ ⊂ Rd is closed convex with θ∗ ∈ int Θ.
We use R = supθ∈Θ kθ − θ∗ k2 to denote the ℓ2 -diameter of the parameter space with respect to the
optimum. In addition, the risk function is required to have some amount of curvature:
Assumption B (Local strong convexity). There exists a λ > 0 such that the population Hessian
matrix ∇2 F0 (θ∗ )  λId×d .
2

Here ∇2 F0 (θ∗ ) denotes the Hessian of the population objective F0 evaluated at θ∗ . Note that this
local condition is milder than a global strong convexity condition and is required to hold only for the
population risk F0 . It is of course well-known that some type of curvature is required to consistently
estimate the parameters θ∗ .
We now describe our methods. In the distributed setting, we are given a dataset of N = mn
samples i.i.d. according to the initial distribution P , which we divide evenly amongst m processors
or inference procedures. Let Sj , j ∈ {1, 2, . . . , m}, denote a subsampled dataset of size n, and
define the (local) empirical distribution P1 and empirical objective F1Zvia
1 X
1 X
δx and F1,j (θ) :=
f (θ; x) =
f (θ; x)dP1,j (x).
P1,j :=
|Sj |
|Sj |
X
x∈Sj

x∈Sj

The AVGM procedure operates as follows: for j ∈ {1, . . . , m}, machine j uses its dataset Sj to
compute a vector θ1,j ∈ argminθ∈Θ F1,j (θ). AVGM combines these m estimates by averaging:
m
1 X
θ1,j .
(1)
θ1 : =
m j=1
The bootstrap average mixture (BAVGM) procedure is based on an additional level of random sampling. In particular, for a parameter r ∈ (0, 1], each machine j draws a subset S2,j of size ⌈rn⌉
by sampling uniformly at random without replacement from its local data set Sj . In addition to
computing the empirical minimizer θ1,j basedPon Sj , BAVGM also computes the empirical min1
imizer θ2,j of the function F2,j (θ) := |S2,j
x∈S2,j f (θ; x), constructing the bootstrap average
|
P
m
1
θ2 : = m j=1 θ2,j and returning the estimate

θ1 − rθ2
.
(2)
1−r
The parameter r ∈ (0, 1) is a user-defined quantity. The purpose of the weighted estimate (2) is to
perform a form of bootstrap bias correction [6, 7]. In rough terms, if b0 = θ∗ − θ1 is the bias of the
first estimator, then we may approximate b0 by the bootstrap estimate of bias b1 = θ1 − θ2 . Then,
since θ∗ = θ1 + b0 , we use the fact that b1 ≈ b0 to argue that θ∗ = θ1 + b0 ≈ θ1 + b1 .1
θ BAVGM : =

3
3.1

Main results
Bounds for simple averaging

To guarantee good estimation properties of our algorithms, we require regularity conditions on the
empirical risks F1 and F2 . It is simplest to state these in terms of the sample functions f , and we
note that, as with Assumption B, we require these to hold only locally around the optimal point θ∗ .
Assumption C. For some ρ > 0, there exists a neighborhood U = {θ ∈ Rd : kθ∗ − θk2 ≤ ρ} ⊆ Θ
such that for arbitrary x ∈ X , the gradient and the Hessian of f exist and satisfy the bounds
∇2 f (θ; x) 2 ≤ H.
k∇f (θ; x)k2 ≤ G and
for finite constants G, H. For x ∈ X , the Hessian matrix ∇2 f (θ; x) is Lipschitz continuous for
θ ∈ U : there is a constant L such that ∇2 f (v; x) − ∇2 f (w; x) 2 ≤ L kv − wk2 for v, w ∈ U .
While Assumption C may appear strong, some smoothness of ∇2 f is necessary for averaging methods to work, as we now demonstrate by an example. (In fact, this example underscores the difficulty
of proving that the AVGM algorithm achieves better mean-squared error than single-machine strategies.) Consider a distribution {0, 1} with P (X = 0) = P (X = 1) = 1/2, and use the loss
 2
θ −θ
if x = 0
(3)
f (θ; x) =
θ2 1(θ ≤ 0) + θ if x = 1.
The associated population risk is F0 (w) = 12 (w2 +w2 1(w≤0) ), which is strongly convex and smooth,
since |F0′ (w) − F0′ (v)| ≤ 2|w − v|, but has discontinuous second derivative. Evidently θ∗ = 0, and
1
by an asymptotic expansion we have that E[θ1 ] = Ω(n− 2 ) (see the long version of our paper [22,
1
Appendix D] for this asymptotic result). Consequently, the bias of θ1 is Ω(n− 2 ), and the AVGM

1
When the index j is immaterial, we use the shorthand notation θ1 and θ2 to denote θ1,j and θ2,j , respectively, and similarly with other quantities.
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algorithm using N = mn observations must suffer mean squared error E[(θ1 − θ∗ )2 ] = Ω(n−1 ).
Some type of smoothness is necessary for fast rates.
That being said, Assumptions B and C are somewhat innocuous for practical problems. Both hold
for logistic and linear regression problems so long as the population data covariance matrix is not
rank deficient and the data is bounded; moreover, in the linear regression case, we have L = 0.
Our assumptions in place, we present our first theorem on the convergence of the AVGM procedure.
We provide the proof of Theorem 1—under somewhat milder assumptions—and its corollaries in
the full version of this paper [22].
Theorem 1. For each i ∈ {1, . . . , m}, let Si be a dataset of n independent samples, and let
1 X
θ1,i ∈ argmin
f (θ; xj )
n
θ∈Θ
xj ∈Si
Pm
1
∗
denote the minimizer of the empirical risk for the dataset Si . Define θ1 = m
i=1 θ1,i and let θ
denote the population risk minimizer. Then under Assumptions A–C, we have
h
i
i
2 h 2
2
2
E θ1 − θ∗ 2 ≤
E ∇ F0 (θ∗ )−1 ∇f (θ∗ ; X) 2
nm
h
i h
i
5  2
2
2
+ 2 2 H log d + E ∇2 F0 (θ∗ )−1 ∇f (θ∗ ; X) 2 E ∇2 F0 (θ∗ )−1 ∇f (θ∗ ; X) 2
λ n
+ O(m−1 n−2 ) + O(n−3 ).
(4)
A simple corollary of Theorem 1 makes it somewhat easier to parse, though we prefer the general
form in the theorem as its dimension dependence is somewhat stronger. Specifically, note that by
definition of the operator norm, |||Ax|||2 ≤ |||A||| kxk2 for any matrix A and vector x. Consequently,
1
∇2 F0 (θ∗ )−1 ∇f (θ∗ ; x) 2 ≤ ∇2 F0 (θ∗ )−1 2 k∇f (θ∗ ; x)k2 ≤ k∇f (θ∗ ; x)k2 ,
λ
where for the last inequality we used Assumption B. In general, this upper bound may be quite
loose, and in many statistical applications (such as linear regression) multiplying ∇f (θ∗ ; X) by the
2
inverse Hessian standardizes the data. Assumption C implies E[k∇f (θ∗ ; X)k2 ] ≤ G2 , so that we
arrive at the following:
Corollary 1. Under the same conditions as Theorem 1, we have


h
i
G2
5G2
2G2
2
+ 4 2 H 2 log d + 2 + O(m−1 n−2 ) + O(n−3 ).
E θ1 − θ∗ 2 ≤ 2
λ nm λ n
λ
A comparison of Theorem 1’s conclusions with classical statistical results is also informative. If
the loss f (·; x) : Θ → R is the negative log-likelihood ℓ(x | θ) for a parametric model P (· | θ∗ ),
then under suitable smoothness conditions on the log likelihood [21], we can define the Fisher
Information matrix


I(θ∗ ) := Eθ∗ ∇ℓ(X | θ∗ )∇ℓ(X | θ∗ )⊤ = Eθ∗ [∇2 ℓ(X | θ∗ )],
where Eθ∗ denotes expectation under the model P (· | θ∗ ). Let N = mn denote the total number
of samples available. Then under our assumptions, we have the minimax result [21, Theorem 8.11]
that for any estimator θbN based on N samples,


2
sup lim inf
sup √ Eθ∗ +δ θbN − θ∗ − δ
≥ tr(I(θ∗ )−1 ).
(5)
M <∞ N →∞ kδk≤M/ N

2

In connection with Theorem 1, we obtain the comparative result

Corollary 2. Let the assumptions of Theorem 1 hold, and assume that the loss functions f (·; x) are
the negative log-likelihood ℓ(x | θ) for a parametric model P (· | θ∗ ). Let N = mn. Then
i
h

2
5m2 tr(I(θ∗ )−1 )
2
tr(I(θ∗ )−1 ) +
H 2 log d + tr(I(θ∗ )−1 ) + O(m−1 n−2 ).
E θ1 − θ∗ 2 ≤
2
2
N
λ N
Except for the factor of 2 in the bound, Corollary 2 shows that Theorem 1 essentially achieves the
best possible result. The important aspect of our bound, however, is that we obtain this convergence
rate without calculating an estimate on all N = mn data samples xi ; we calculate m independent
estimators and average them to attain the convergence guarantee.
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3.2

Bounds for bootstrap mixture averaging

As shown in Theorem 1 and the immediately preceding corollary, for small m, the convergence rate
of the AVGM algorithm is mainly determined by the first term in the bound (4), which is at worst
G2
λ2 mn . When the number of processors m grows, however, the second term in the bound (4) may
have non-negligible effect in spite of being O(n−2 ). In addition, when the population risk’s local
strong convexity parameter λ is close to zero or the Lipschitz continuity constant H of ∇f (θ; x) is
large, the n−2 term in the bound (4) and Corollary 1 may dominate the leading term. This concern
motivates our development of the bootstrap average mixture (BAVGM) algorithm and analysis.
Due the additional randomness introduced by the bootstrap algorithm BAVGM, its analysis requires
an additional smoothness condition. In particular, we require that in a neighborhood of the optimal
point θ∗ , the loss function f is smooth through its third derivatives.
Assumption D. For a ρ > 0, there exists a neighborhood U = {θ ∈ Rd : kθ∗ − θk2 ≤ 2ρ} ⊆ Θ
such that the smoothness conditions of Assumption C hold. For x ∈ X , the third derivatives of f are
Lipschitz continuous: there is a constant M ≥ 0 such that for v, w ∈ U and u ∈ Rd ,

2
∇3 f (v; x) − ∇3 f (w; x) (u ⊗ u) 2 ≤ M kv − wk2 |||u ⊗ u|||2 = M kv − wk2 kuk2 .

Note that Assumption D holds for linear regression (in fact, with M = 0); it also holds for logistic
regression problems with finite M as long as the data is bounded.
We now state our second main theorem, which shows that the use of bootstrap samples to reduce the
bias of the AVGM algorithm yields improved performance. (Again, see [22] for a proof.)
−rθ 2
of the bootstrap BAVGM
Theorem 2. Let Assumptions A–D hold. Then the output θ BAVGM = θ11−r
algorithm satisfies
h
i
i
2 + 3r
1 h 2
2
2
∗ −1
∗
E θ BAVGM − θ∗ 2 ≤
∇
F
(θ
)
∇f
(θ
;
X)
·
E
0
2
(1 − r)2 nm


1
1
(6)
m−1 n−2 +
n−3
+O
2
(1 − r)
r(1 − r)2

Comparing the conclusions of Theorem 2 to those of Theorem 1, we see that the the O(n−2 ) term
in the bound (4) has been eliminated. The reason for this elimination is that resampling at a rate
r reduces the bias of the BAVGM algorithm to O(n−3 ); the bias of the AVGM algorithm induces
terms of order n−2 in Theorem 1. Unsurprisingly, Theorem 2 suggests that the performance of the
BAVGM algorithm is affected by the resampling rate r; typically, one uses r ∈ (0, 1). Roughly,
when m becomes large we increase r, since the bias of the independent solutions may increase and
we enjoy averaging affects from the BAVGM algorithm. When m is small, the BAVGM algorithm
appears to provide limited benefits. The big-O notation hides some problem dependent constants
for simplicity in the bound. We leave as an intriguing open question whether computing multiple
bootstrap samples at each machine can yield improved performance for the BAVGM procedure.
3.3

Time complexity

In practice, the exact empirical minimizers assumed in Theorems 1 and 2 may be unavailable. In
this section, we sketch an argument that shows that both the AVGM algorithm and the BAVGM algorithm can use approximate empirical minimizers to achieve the same (optimal) asymptotic bounds.
Indeed, suppose that we employ approximate empirical minimizers in AVGM and BAVGM instead
of the exact ones.2 Let the vector θ′ denotes the approximation to the vector θ (at each point of the
algorithm). With this notation, we have by the triangle inequality and Jensen’s inequality that
′

2

′

2

2

E[kθ1 − θ∗ k22 ] ≤ 2E[ θ1 − θ∗ 2 ] + 2E[kθ1 − θ1 k22 ] ≤ 2E[ θ1 − θ∗ 2 ] + 2E[kθ1′ − θ1 k2 ]. (7)
The bound (7) shows that solving the empirical minimization problem to accuracy sufficient to have
2
E[kθ1′ − θ1 k2 ] = O((mn)−2 ) guarantees the same convergence rates provided by Theorem 1.

Now we show that in time O(n log(mn))—assuming that processing one sample requires one unit
of time—it is possible to achieve empirical accuracy O((nm)−2 ). When this holds, the speedup
2
We provide the arguments only for the AVGM algorithm to save space; the arguments for the BAVGM
algorithm are completely similar, though they also include θ2 .
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Figure 1: Experiments plotting the error in the estimate of θ given by the AVGM algorithm and
BAVGM algorithm for total number of samples N = 105 versus number of dataset splits (parallel
machines) m. Each plot indicates a different dimension d of problem. (a) d = 20, (b) d = 100.
of the AVGM and similar algorithms over the naive approach of processing all N = mn samples
on one processor is at least of order m/ log(N ). Let us argue that for such time complexity the
necessary empirical convergence is achievable. As we show in our proof of Theorem 1, with high
probability the empirical risk F1 is strongly convex in a ball Bρ (θ1 ) of constant radius ρ > 0 around
θ1 with high probability. (A similar conclusion holds for F2 .) A combination of stochastic gradient
descent [14] and standard convex programming approaches [3] completes the argument. Indeed,
performing stochastic gradient descent for O(log2 (mn)/ρ2 ) iterations on the empirical objective
F1 yields that with probability at least 1 − m−2 n−2 , the resulting parameter falls within Bρ (θ1 ) [14,
Proposition 2.1]. The local strong convexity guarantees that O(log(mn)) iterations of standard
gradient descent [3, Chapter 9]—each requiring O(n) units of time—beginning from this parameter
2
is sufficient to achieve E[kθ1′ − θ1 k2 ] = O((mn)−2 ), since gradient descent enjoys a locally linear
convergence rate. The procedure outlined requires at most O(n log(mn)) units of time.
We also remark that under a slightly more global variant of Assumptions A–C, we can show that
stochastic gradient descent achieves convergence rates of O((mn)−2 + n−3/2 ), which is order optimal. See the full version of this paper [5, Section 3.4] for this result.
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Experiments with synthetic data

In this section, we report the results of simulation studies comparing the AVGM and BAVGM methods, as well as a trivial method using only a fraction of the data available on a single machine. For
our simulated experiments, we solve linear regression problems of varying dimensionality. For each
experiment, we use a fixed total number N = 105 of samples, but we vary the number of parallel
splits m of the data (and consequently, the local dataset sizes n = N/m) and the dimensionality
d of the problem solved. For each simulation, we choose a constant vector u ∈ Rd . The data
samples consist of pairs (x, y), where x ∈ Rd and y ∈ R is the target value. To sample each x
vector, we choose five entries of x distributed as N (0, 1); the remainder of x is zero. The vector y is
Pd
sampled as y = hu, xi + j=1 (xj /2)3 , so the noise in the linear estimate hu, xi is correlated with
x. For our linear regression problem, we use the loss f (θ; (x, y)) := 21 (hθ, xi − y)2 . We attempt
to find the vector θ∗ minimizing F (θ) = E[f (θ; (X, Y ))] using the standard batch solution, using
AVGM, using BAVGM, and simply solving the linear regression problem resulting from a single split
of the data (of size N/m). We use m ∈ {2, 4, 8, 16, 32, 64, 128} datasets, recalling that the distributed datasets are of size n = N/m. We perform experiments with each of the dimensionalities
d = 20, 50, 100, 200, 400. (We plot d = 20 and d = 100; other results are qualitatively similar.)
Let θb denote the vector output by any of our procedures after inference (so in the BAVGM case, for
example, this is the vector θb = θ BAVGM = (θ1 − rθ2 )/(1 − r)). We obtain the true optimal vector
θ∗ by solving the linear regression problem with sufficiently large number of samples. In Figure 1,
we plot the error kθb − θ∗ k22 of the inferred parameter vector θb for the true parameters θ∗ versus the
number of splits, or number of parallel machines, m we use. We also plot standard errors (across
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Figure 2: (a) Sythetic data: comparison of AVGM estimator to linear regression estimator based on
N/m data points. (b) Advertising data: the log-loss on held-out data for the BAVGM method applied
with m = 128 parallel splits of the data, plotted versus the sub-sampling rate r.
fifty experiments) for each curve. In each plot, the flat bottom line is the error of the batch method
using all the N samples.
From the plots in Figure 1, we can make a few claims. First, the AVGM and BAVGM algorithms
indeed enjoy excellent performance, as our theory predicts. Even as the dimensionality d grows, we
see that splitting the data into as many as m = 64 independent pieces and averaging the solution
vectors θi estimated from each subsample i yields a vector θb whose estimate of θ∗ is no worse
than twice the solution using all N samples. We also see that the AVGM curve appears to increase
roughly quadratically with m. This agrees with our theoretical predictions in Theorem 1. Indeed,
2
2
1
+ n12 ) = O( N1 + m
setting n = N/m, we see that Theorem 1 implies E[ θ − θ∗ 2 ] = O( mn
N 2 ),
which matches Figure 1. In addition, we see that the BAVGM algorithm enjoys somewhat morep
stable
performance, with increasing benefit as the number of machines m increases. We chose r ∝ d/n
for the BAVGM algorithm, as that choice appeared to give reasonable performance. (The optimal
choice of r remains an open question.)
As a check that our results are not simply consequences of the fact that the problems are easy to
solve, even using a fraction 1/m of the data in a single machine, in Figure 2(a) we plot the estimation
error kθb − θ∗ k22 of an estimate of θ∗ based on just a fraction 1/m of the data versus the number of
machines/data splits m. Clearly, the average mixture approach dominates. (Figure 2(a) uses d = 20;
larger dimensions are similar but more pronounced).

5

Experiments with advertising data

Predicting whether a user of a search engine will click on an advertisement presented to him or her
is of central importance to the business of several internet companies, and in this section, we present
experiments studying the performance of the AVGM and BAVGM methods for this task. We use
a large dataset from the Tencent search engine, soso.com [20], which contains 641,707 distinct
advertisement items with N = 235,582,879 data samples. Each sample consists of a so-called
impression, which is a list containing a user-issued search, the advertisement presented to the user
and a label y ∈ {+1, −1} indicating whether the user clicked on the advertisement. The ads in our
dataset were presented to 23,669,283 distinct users.
Tencent dataset provides a standard encoding to transform an impression into a useable set of regressors x. We list the features present in the data in Table 1 of the full version of this paper [22].
Each text-based feature is given a “bag-of-words” encoding [11]. Real-valued features are binned
into a fixed number of intervals. When a feature falls into a particular bin, the corresponding entry
of is assigned a 1, and otherwise assigned 0. This combination of encodings yields a binary-valued
covariate vector x ∈ {0, 1}d with d = 741,725 dimensions.
Our goal is to predict the probability of a user clicking a given advertisement as a function of the
covariates x. In order to do so, we use a logistic regression model to estimate the probability of a
1
click response P (y = 1 | x; θ) := 1+exp(−hθ,xi)
, where θ ∈ Rd is the unknown regression vector.
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Figure 3: The negative log-likelihood of the output of the AVGM, BAVGM, and a stochastic gradient
descent method on the held-out dataset for the click-through prediction task. (a) Performance of the
AVGM and BAVGM methods versus the number of splits m of the data. (b) Performance of the SGD
baseline as a function of number of passes through the entire dataset.
We use the negative logarithm of P as the loss, incorporating a ridge regularization penalty. This
combination yields the optimization objective
λ
2
f (θ; (x, y)) = log (1 + exp(−y hθ, xi)) + kθk2 .
2
In all our experiments, we use regularization parameter λ = 10−6 , a choice obtained by cross
validation.
For this problem, we cannot evaluate the mean-squared error kθb − θ∗ k22 , as we do not know the true
optimal parameter θ∗ . Consequently, we evaluate the performance of an estimate θb using log-loss
on a held-out dataset. Specifically, we perform a five-fold validation experiment, where we shuffle
the data and partition it into five equal-sized subsets. For each of our five experiments, we hold out
one partition to use as the test set, using the remaining data as the training set used for inference.
When studying the AVGM or BAVGM method, we compute the local estimate θi via a trust-region
Newton-based method [15].
The dataset is too large to fit in main memory on most computers: in total, four splits of the data
require 55 gigabytes. Consequently, it is difficult to provide an oracle training comparison using the
full N samples. Instead, for each experiment, we perform 10 passes of stochastic gradient descent
through the dataset to get a rough baseline of the performance attained by the empirical minimizer
for the entire dataset. Figure 3(b) shows the hold-out set log-loss after each of the sequential passes
through the training data finishes.
In Figure 3(a), we show the average hold-out set log-loss (with standard errors) of the estimator θ1
provided by the AVGM method and the BAVGM method versus number of splits of the data m. The
plot shows that for small m, both AVGM and BAVGM enjoy good performance, comparable to or
better than (our proxy for) the oracle solution using all N samples. As the number of machines m
grows, the de-biasing provided by the subsampled bootstrap method yield substantial improvements
over the standard AVGM method. In addition, even with m = 128 splits of the dataset, the BAVGM
method gives better hold-out set performance than performing two passes of stochastic gradient on
the entire dataset of m samples. This is striking, as doing even one pass through the data with
stochastic gradient descent is known to give minimax optimal convergence rates [16, 1].
It is instructive and important to understand the sensitivity of the BAVGM method to the resampling
parameter r. We explore this question in in Figure 2(b) using m = 128 splits. We choose m = 128
because more data splits provide more variable performance in r. For the soso.com ad prediction
data set, the choice r = .25 achieves the best performance, but Figure 2(b) suggests that misspecifying the ratio is not terribly detrimental. Indeed, while the performance of BAVGM degrades
to that of the AVGM method, there is a wide range of r giving improved performance, and there does
not appear to be a phase transition to poor performance.
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