SCENARIO TOOLS – A tool suite for the scenario-based modeling and analysis of reactive systems

Joel Greenyer\textsuperscript{a,}\textsuperscript{*}, Daniel Gritzner\textsuperscript{a}, Timo Gutjahr\textsuperscript{a}, Florian König\textsuperscript{a}, Nils Glade\textsuperscript{a}, Assaf Marron\textsuperscript{b}, Guy Katz\textsuperscript{c}

\textsuperscript{a} Leibniz Universität Hannover, Germany
\textsuperscript{b} Weizmann Institute of Science, Israel
\textsuperscript{c} Stanford University, USA

Article history:
Received 22 January 2017
Received in revised form 6 July 2017
Accepted 20 July 2017
Available online 27 July 2017

Keywords:
Reactive systems
Dynamic system structure
Scenarios
Realizability
Controller synthesis

SCENARIO TOOLS is an Eclipse-based tool suite for the scenario-based modeling and analysis of reactive systems. SCENARIO TOOLS especially targets the modeling and analysis of systems where the behavior of the components is sensitive to changes in the component structure that can occur at run-time. For example, in a system of communicating cars, the cars’ relationships can change due to their movement and influence how cars must interact. The modeling in SCENARIO TOOLS is based on the Scenario Modeling Language (SML), an extended variant of Live Sequence Charts (LSCs). For modeling structural changes and conditions, graph transformation rules can be combined with SML. The specifications are executable and can be analyzed by simulation. SCENARIO TOOLS further supports a formal synthesis procedure that can find specification inconsistencies or prove the specification’s realizability. In this article, we illustrate the features of SCENARIO TOOLS by an example and describe its architecture.

© 2017 Elsevier B.V. All rights reserved.

* Corresponding author.
E-mail address: greenyer@inf.uni-hannover.de (J. Greenyer).

http://dx.doi.org/10.1016/j.scico.2017.07.004
0167-6423/© 2017 Elsevier B.V. All rights reserved.
Software metadata

<table>
<thead>
<tr>
<th>(Executable) Software metadata description</th>
<th>1.0</th>
</tr>
</thead>
<tbody>
<tr>
<td>Current software version</td>
<td><a href="https://github.com/ScienceofComputerProgramming/SCICO-D-17-00037R2">https://github.com/ScienceofComputerProgramming/SCICO-D-17-00037R2</a></td>
</tr>
<tr>
<td>Permanent link to executables of this version</td>
<td></td>
</tr>
<tr>
<td>Legal software license</td>
<td>Eclipse Public License – v1.0</td>
</tr>
<tr>
<td>Computing platform/operating system</td>
<td>Microsoft Windows, Mac OS X, Linux</td>
</tr>
<tr>
<td>Installation requirements &amp; dependencies</td>
<td>not applicable</td>
</tr>
<tr>
<td>If available, link to user manual – if formally published include a reference to the publication in the reference list</td>
<td></td>
</tr>
<tr>
<td>Support email for questions</td>
<td><a href="mailto:greenyer@inf.uni-hannover.de">greenyer@inf.uni-hannover.de</a>, <a href="mailto:daniel.gritzner@inf.uni-hannover.de">daniel.gritzner@inf.uni-hannover.de</a></td>
</tr>
</tbody>
</table>

Code metadata

<table>
<thead>
<tr>
<th>Code metadata description</th>
<th>1.0</th>
</tr>
</thead>
<tbody>
<tr>
<td>Current code version</td>
<td><a href="https://github.com/ScienceofComputerProgramming/SCICO-D-17-00037R2">https://github.com/ScienceofComputerProgramming/SCICO-D-17-00037R2</a></td>
</tr>
<tr>
<td>Permanent link to code/repository used of this code version</td>
<td></td>
</tr>
<tr>
<td>Legal code license</td>
<td>Eclipse Public License – v1.0</td>
</tr>
<tr>
<td>Code versioning system used</td>
<td>git</td>
</tr>
<tr>
<td>Software code languages, tools, and services used</td>
<td>Java, Eclipse, EMF, Xtend, GEF, Henshin</td>
</tr>
<tr>
<td>Compilation requirements, operating environments &amp; dependencies</td>
<td>Java 8, Eclipse Modeling Tools 4.7. (Oxygen), EMF, Xtend 2.12, GEF, Henshin 1.5 (Henshin requires GMF 3.2.1 and M2Eclipse <a href="http://www.eclipse.org/m2e/">http://www.eclipse.org/m2e/</a>, see developer setup documentation linked below)</td>
</tr>
<tr>
<td>If available link to developer documentation/manual</td>
<td><a href="http://scenariotools.org/downloads/download/">http://scenariotools.org/downloads/download/</a> <a href="mailto:greenyer@inf.uni-hannover.de">greenyer@inf.uni-hannover.de</a>, <a href="mailto:dgritzner@inf.uni-hannover.de">dgritzner@inf.uni-hannover.de</a></td>
</tr>
</tbody>
</table>

1. Introduction

In this article, we present SCENARIO TOOLS, an Eclipse-based tool suite for the scenario-based modeling and analysis of reactive systems.

Reactive systems are systems that continuously react to external inputs [1]. We find them especially in the form of cyber-physical systems, which are systems of networked embedded components that control physical processes and interact with users or other systems. Such systems fulfill complex tasks in manufacturing, transportation, or logistics. There are a number of characteristics that make the development of such systems challenging.

First, (1) the systems are often safety-critical, which requires extra rigor, and safety concerns must be considered already during the early design.

Second, (2) the system goals can usually not be fulfilled by the software alone, but only in collaboration with its physical/mechanical environment.

Third, (3) in systems like communicating cars or adaptive production systems, the relationships between components change at run-time. This may change the roles and responsibilities of the system components, and influences how these components interact. Their interaction, in turn, affects the system’s structure. In a system of communicating cars, for example, the system structure changes due to the movement of cars (physical relationships), or due to the assignment of leader and follower roles in a convoy (virtual relationships). A car’s software must then behave differently depending on the traffic situation and its role in it. The software can also influence how the system structure evolves, for example by advising the driver or by controlling the car. We call such systems structurally dynamic systems, as opposed to static systems, where the component structure does not change at run-time.

To master these challenges, we propose a formal specification method that combines scenario-based modeling and graph transformation rules:

**Scenario-based modeling** allows engineers to capture specifications in a way that is very close to how they would naturally conceive and communicate the requirements, i.e., by describing, in separate stories, how the system may, must, or must not react to certain events. SCENARIO TOOLS supports the scenario-based modeling with the Scenario Modeling Language (SML), which is a textual variant of Live Sequence Charts (LSCs) [2].

SML specifications are executable via an extension of the play-out algorithm [3], originally invented for LSCs [4,2]. This algorithm can be used to simulate the system execution and to analyze the interplay of the scenarios.

SML extends LSCs with the support for modeling environment assumptions in the form of assumption scenarios. Together with guarantee scenarios, which describe the desired behavior of the software/system, they form an assume-guarantee specification. This permits meaningful reasoning on the collaboration of the software and its environment (cf. (2) above).

**Graph transformation rules** (GTRs) are an intuitive formalism for modeling conditions and transformations of models. The model of interest in our case is the structure of system and environment components. GTRs can be integrated with SML...
to express under which conditions of the component structure certain events are possible to occur, and how they change the component structure when they occur. This provides rich means for modeling aspects of structural dynamism (cf. (3) above). For modeling and executing GTRs, SCENARIOTools integrates HENSIN, an Eclipse-based tool set for the modeling, execution, and analysis of graph transformation systems [5,6].

Since simulation cannot prove the absence of flaws and extra rigor is required for addressing safety concerns (cf. (1) above), we developed a controller synthesis and realizability checking algorithm. This algorithm is based on SCENARIOTools’ capability of building a play-out graph, a state-transition graph of all possible play-out executions. A multi-level hashing approach allows for a fast exploration and memory-efficient representation of states. The algorithm considers the play-out graph as an infinite game played by the system against the environment [7]. It checks whether there exists a strategy for the system to choose system-controllable transitions such that, no matter what environment-controllable transitions the environment chooses, the resulting path, i.e., execution of the system, will satisfy the SML specification. If no such strategy exists, the algorithm will produce a counter-strategy that shows how the environment can force the system to violate the specification. SCENARIOTools supports the interactive simulation of such a counter-strategy, which helps in understanding the specification flaw.

In this article, we illustrate the modeling, simulation and synthesis features of SCENARIOTools. This article extends our tool demo paper [8]1 with an extended example and a description of the execution engine architecture.

The key novelty w.r.t. previous work [9] is the support for formal controller synthesis for specifications that combine scenarios and GTRs.

Structure: Background and related work appears in Sect. 2, SCENARIOTools modeling and analysis features in Sect. 3 and 4, and architecture details in Sect. 5. We give evaluation results in Sect. 6 and conclude in Sect. 7.

2. Background and related work

There exist a number of approaches for the formal modeling and analysis of use cases and scenarios. See an overview by Liang et al. [10].

Live Sequence Charts (LSCs) [11], allow us to distinguish between scenarios that must be possible to occur in the system (existential scenarios) as well as scenarios that must be satisfied by every execution of the system (universal scenarios). By using modalities for messages, LSCs can express whether events may, must, or must not occur. Also, specifications of universal LSCs are executable via the play-out algorithm [4,2].

Many approaches exist for checking LSC specifications for inconsistencies, or synthesizing implementations from them [12–16,7].

For several years, we2 have developed the SCENARIOTools to evaluate our extensions to the scenario-based modeling methodology inspired by LSCs. We have recently switched from a graphical syntax [3,9] to a textual language, which we call the Scenario Modeling Language (SML). Besides the difference between the graphical vs. textual syntax, SML extends the concepts of LSCs by an explicit concept for modeling environment assumptions through assumption scenarios [3]. Another SML feature for modeling environment assumptions is to separate environment events that can occur spontaneously (e.g. “user presses the ‘coffee’ button on a coffee machine”) from non-spontaneous environment events that can occur only in reaction to other events (e.g. “user takes coffee cup only after machine releases cup”).

Tools related to SCENARIOTools are the PLAY ENGINE [2] and the PLAYGo tool [17]. The PLAY ENGINE and PLAYGo support the interactive play-in of scenarios, which is not supported by SCENARIOTools. Also PLAYGo supports a controlled natural specification language [18]. PLAYGo was furthermore extended by formal synthesis algorithms and the capability to interactively simulate counter-strategies [19]. This approach, however, is limited, as only a subset of LSC constructs is mapped to an external analysis framework; parameterized messages, dynamic polymorphic scenario bindings [20], or dynamic object structures are not supported. This limits the PLAY ENGINE and PLAYGo w.r.t. the challenges mentioned above.

By contrast, the SCENARIOTools’ synthesis supports SML specifications with parameterized messages, dynamic polymorphic scenario bindings, and, especially, specifications for structurally dynamic systems.

3. Scenario-based modeling in SCENARIOTools

3.1. Example overview

Our example is an advanced Car-to-X driver assistance system that shall help cars efficiently pass obstacles that create a narrow passage by blocking one lane of a two-lane road (see top of Fig. 1). Cars approaching on the blocked lane must stop if cars approach the obstacle from the other direction.

One scenario (Scenario 1 in Fig. 1) says that when a car approaches the obstacle on the blocked lane, it must show either a STOP or GO signal to the driver, and it must do so before the car finally reaches the obstacle.
A second scenario (Scenario 2 in Fig. 1) refines and extends the behavior described by the first: when a car approaches the obstacle on the blocked lane, it must register at the obstacle control station. When another car has previously registered for approach from the opposite direction, the obstacle control must disallow the car approaching on the blocked lane to enter and the car must show the STOP signal to the driver. Otherwise, the obstacle control must allow the car to enter and the car must show the GO signal.

The example shows how a non-deterministic choice between showing STOP or GO in Scenario 1 is determined by a condition in Scenario 2.

To specify the system further, more scenarios are added. The system must satisfy the requirements expressed by all the scenarios.

3.2. Modeling overview

An SML specification defines how objects in an object model may, must, or must not interact. These objects are instances of a class model, which an SML specification references. A run-configuration maps an SML specification to a particular object model, and it can be read and executed by the ScenarioTools execution engine for simulation and formal analysis. See Fig. 2.

3.3. Class and object model

In ScenarioTools, class models are modeled in Ecore of the Eclipse Modeling Framework (EMF). EMF allows us to create instances of such models. The Car-to-X class model (Fig. 3) models street systems that can contain cars, street sections, and other elements. Street sections have lanes that consist of lane areas, and cars can be in lane areas. Furthermore, there can be obstacles on lane areas, which can be controlled by an obstacle control.

3.4. SML specification

The first part of the Car-to-X specification is shown in Listing 1. It shows the specification CarToX, which imports the car-to-x.ecore file that contains the cartox package. In the following, we explain the language concepts.

3.4.1. Controllable and uncontrollable classes

The SML specification first defines which classes of objects are controllable (lines 7–10); all others are uncontrollable. Controllable classes represent components for which we specify the (software) behavior. Here, this is the car and the control station for an obstacle that blocks one street lane. Uncontrollable classes model environment entities or sensors or actuators.
Environment objects are the source of environment events. In our case, the class Environment is an abstraction of the car’s sensors. For example, the environment can issue events about the movement of cars to the next lane area. In the real system, wheel sensors or a GPS may send such an event.

3.4.2. Collaborations, roles, and scenarios

A specification contains one or more collaborations. Each collaboration describes how objects interact in a particular situation. A collaboration defines roles that represent objects. Furthermore, a collaboration contains guarantee scenarios and assumption scenarios. Guarantee scenarios describe how the controllable objects may, must, or must not react to environment events. Assumption scenarios describe what can, will, or will not happen in the environment how the environment will react to the system.

The first two guarantee scenarios in Listing 1 model the scenarios in Fig. 1. CarsMustNotCrash says that no crashes must occur in the narrow passage.

Objects interact by sending messages. A message has one sending and one receiving object and refers to an operation defined for the receiving object. We consider synchronous messages, where both the sending and receiving of a message together form a single message event. Message events sent from controllable objects are called controllable events or system events; message events sent from uncontrollable objects are called uncontrollable events or environment events. System events can represent the sending of a software message or a signal sent to an actuator. Environment messages represent events in the environment or an external signal sent to the system.

A message event can furthermore have a side-effect on the object model, like changing attribute values and reference links of objects. This can represent the changing of reference or variable values in the system’s software or the change of the state of the environment. For example, an event carMovesToNextArea, sent from the environment to the car, has the side-effect of changing the car’s inArea reference to point to the next lane area. Such side-effects can be modeled by graph transformation rules (see Sect. 3.5). Moreover, message events that refer to operations of the form set(Prop)(p) will cause the value for attribute/reference (Prop) of the receiving object to change to the value that the message event carries for p.

The side-effect of a message event can also be the creation or destruction of objects in the object model, but this is currently not supported by ScenarioTools. For modeling most systems, this poses no limitation, since object creation and destruction can also be modeled by other means, for example by a pool of objects that can be flagged as “dead” or “alive”.

An infinite sequence of object model states and message events is called a run of a system. Each scenario either accepts or rejects a run. A run is valid w.r.t. a specification if and only if it is accepted by all guarantee scenarios or it is rejected by at least one assumption scenario, i.e., the system must satisfy the requirements in environments that fulfill the assumptions.

An SML scenario rejects a run if and only if the run causes a safety violation or liveness violation (see Sect. 3.4.4) in the scenario. Conversely, a scenario accepts a run if it is never activated or progresses without violations.
import "car-to-x.ecore"

specification CarToX {

domain cartox // reference Ecore package

controllable {
  Car
    ObstacleBlockingOneLaneControl
}

non-spontaneous events {
  Car.setApproachingObstacle
  ...
}

collaboration ApproachingObstacleOnBlockedLane{
  static role Environment env
  dynamic role Dashboard dashboard
  dynamic role ObstacleBlockingOneLaneControl obstacleControl

  // Scenario 1
  guarantee scenario DashboardOfCarApproachingOnBlockedLaneShowsStopOrGo
  bindings {
    dashboard = car.dashboard
    env->car.obstacleReached()
  }

  // Scenario 2
  guarantee scenario ControlStationAllowsCarOnBlockedLaneToEnterOrNot
  bindings {
    obstacle = car.approachingObstacle
    obstacleControl = obstacle.controlledBy
    dashboard = car.dashboard

    env->car.netApproachingObstacle()
    strict requested car->obstacleControl.register()
    alternative [obstacleControl.carsRegisteredOnNarrowPassageLane.isEmpty()] {
      strict requested car->dashboard.showStop()
      strict requested car->dashboard.showGo()
    } or {
      strict requested car->obstacleControl.enteringDisallowed()
      strict car->dashboard.showGo()
    } or {
      strict requested car->obstacleControl.enteringAllowed()
      strict car->dashboard.showStop()
    }
  }

  guarantee scenario CarsMustNotCrash {
    env->car.crashInNarrowPassage()
    violation [true]
  }
}

... // continues in Listing 2


3.4.3. Scenario activation and progress

On the occurrence of a message event that corresponds to the first message in a scenario, an active copy of that scenario, also called active scenario, is created. On the occurrence of further message events that correspond to the subsequent messages in the scenario, the scenario progresses. SML supports alternative, parallel, and loop constructs within the scenarios to control the flow of progress. The state of progress is defined by the set of messages that the scenario waits for to occur next. We call these messages enabled. There can be multiple enabled messages if the scenario contains alternative or parallel fragments. When the active scenario progresses until its end, the active scenario terminates and is discarded. There can be multiple active scenarios at the same time, even multiple active copies of the same scenario.

3.4.4. Message modalities, violations, and interrupts

The messages in the scenarios can have the modalities strict and requested. The strict modality allows us to express at which state of progress of the scenario the order of events as described by the scenario must not be violated. More specifically, when a strict message is enabled, then no message event must occur that corresponds to a message in the same active scenario that is not currently enabled. Otherwise, it is a safety violation. If, instead, there are no strict messages enabled, message events that are expected only elsewhere in the active scenario are allowed, but lead to the termination of the active scenario. Such a termination is also called an interrupt.
The modality requested indicates points where the scenario must progress. If a requested message is enabled forever, this is called a liveness violation.

Safety violations can also be caused by violation expressions. If in an active scenario the progress reaches a violation expression and the condition evaluates to true, this is also a safety violation. If the condition evaluates to false, the active scenario progresses before the next message event occurs. Similarly, interrupt expressions can lead to the interrupt of the active scenario.

3.4.5. Roles and dynamic binding

Each message in a scenarios has a sending and a receiving role. Roles can be static or dynamic. Each static role has a fixed binding to one object in the object model, which is configured in the run-configuration (see Listing 3). A dynamic role can have a different binding for each active scenario. The binding of the sending and receiving roles of the first message are given through the occurrence of the message event that activates the scenario. The bindings of the other roles in the scenario are defined through binding expressions that refer to properties of objects bound to other roles. This enables us to specify behavior that is sensitive to the current state of the object model. All roles are bound at the time of scenario activation.

3.4.6. Assumption scenarios and non-spontaneous events

Listing 2 shows two assumption scenarios. The first one describes that after a car moved onto a new area, and the area after this now current area has an obstacle, then the car will eventually receive the event that it is approaching that obstacle (env->car.setApproachingObstacle(obstacle)). The scenario also has a forbidden message in its constraints section, which models message events that must not occur while the scenario is active. If forbidden message events do occur, this is a safety violation. Here, it says that a second carMovesToNextArea will not occur before the setApproachingObstacle event.

Reference or attribute values of objects are changed as a side-effect of messages prefixed with set. In this example, when setApproachingObstacle(obstacle) is received by a car, the car’s value for the reference approachingObstacle is set to the object carried for the obstacle parameter. By setting this attribute, we can specify at which obstacle control the car shall register.

Another form of environment assumptions are non-spontaneous events. These are environment events that only occur in reaction to other events. In the SML specification, we can list operations of classes in a corresponding section (Listing 1, lines 12–15). Message events that refer to operations listed there are called non-spontaneous and it is assumed that they will occur only when a corresponding message is enabled in an active assumption scenario.

By adding the operation Car.setApproachingObstacle to the non-spontaneous events section, and in combination with the assumption scenario ApproachingObstacleOnBlockedLaneAssumption, we can express that a setApproachingObstacle event can indeed only occur when the car has moved to a lane area that is followed by another lane area with an obstacle on it.

The last assumption scenario models the assumption that a car will not advance to the next lane area after the STOP signal was shown to the driver and before the GO signal is shown again, i.e., drivers obey the STOP signal.

3.5. SML and graph transformation rules

Message events can be associated with graph transformation rules (GTRs). A GTR describes a transformation of the object model that is the side-effect of an occurrence of the message event, and it also describes a condition under which the occurrence of the message event is possible. Depending on whether the GTR corresponds to a system or environment
event, the condition is either a guarantee property or an assumption property. I.e., if a system or environment event occurs that is forbidden by a corresponding GTR, then this is a safety violation in the guarantees or assumptions.

Fig. 4 shows a rule from the Car-to-X example. A GTR corresponds to a message event if its name is equal to the name of the message event’s operation. Furthermore, the GTR must have two in-parameters corresponding to the message event’s sending and receiving objects. If the operation is parameterized, the GTR must have further corresponding in-parameters.

Background: GTR parameters are a feature of Henshin. Each parameter corresponds to a node in the GTR. Before applying the GTR, bindings for the in-parameters must be provided. The GTR is applicable if a match of the GTR’s left-hand-side (lhs) graph can be found in the host model where the nodes corresponding to in-parameters are bound to the specified objects. A GTR application consists in modifying the objects matched by the GTR’s lhs such that it matches the GTR’s right-hand side graph. For details see [5,6].

A message event with a corresponding GTR can only occur if the GTR is applicable in the current object model for the in-parameters that are provided by the message event as described above. Upon the occurrence of the message event, the GTR is applied. If there are multiple matches of the GTR in the current object model, one is selected non-deterministically.

The example GT rule in Fig. 4 expresses that on the occurrence of the event carMovesToNextArea, the receiving car’s inArea link will change to express that the car moves to the next area relative to its current area. Moreover, the rule constrains that the event cannot occur, for example, when the next lane area is occupied an obstacle. Also, the car cannot advance to the next lane area if it is following a car that still resides on the same lane area.

There can also be GTRs without side-effect. The GTR in Fig. 5 models the condition under which message events env->car.crashInNarrowPassage() can occur, namely when a cars approaches another car in a narrow passage.

![Fig. 4. A GT rule that describes when and how a car moves to the next lane area.](image1)

![Fig. 5. The condition for env->car.crashInNarrowPassage() events modeled as a GTR.](image2)

3.6. Run configuration

The run-configuration for the Car-to-X example is shown in Listing 3. It refers to the CarToX SML specification and an object model in the file StreetSectionWithObstacleAndTwoCars.xmi. The run-configuration also specifies the binding of all static roles to objects in the object model. Here the role env in collaboration CarsRegisterWithObstacleControl is mapped to the object env.
Algorithm 1 Play-out event selection and execution.

1: \( \Sigma_{\text{sys}} \) = System message events that correspond to enabled requested messages in guarantee scenarios
2: if \( \Sigma_{\text{sys}} \neq \emptyset \) then // system step:
3: \( \Sigma_{\text{ex}} = \Sigma_{\text{sys}} \backslash \) Message events that are blocked by an active guarantee scenario or disallowed by a corresponding GTR.
4: if \( \Sigma_{\text{ex}} \neq \emptyset \) then
5: \( \sigma_{\text{ex}} = \text{selectFrom}(\Sigma_{\text{ex}}) \); perfromStep(\( \sigma_{\text{ex}} \)); goto 1
6: else // Safety-violation occurred in guarantees
7: goto 9 // Cont.env steps, check for subseq. assumption violation.
8: else // environment step:
9: \( \Sigma_{\text{env}} \) = Environment message events that are spontaneous or correspond to enabled messages in assumption scenarios.
10: \( \Sigma_{\text{ex}} = \Sigma_{\text{env}} \backslash \) Message events that are blocked by an active assumption scenario or disallowed by a corresponding GTR.
11: if \( \Sigma_{\text{ex}} \neq \emptyset \) then
12: \( \sigma_{\text{ex}} = \text{selectFrom}(\Sigma_{\text{ex}}) \); perfromStep(\( \sigma_{\text{ex}} \)); goto 1
13: else
14: terminate(“Assumption violation occurred”)

4. Simulation and realizability checking

4.1. Simulation

SCENARIO TOOLS supports the execution and simulation of the SML+GTR specifications, based on an extended play-out algorithm [2,3].

4.1.1. The SCENARIO TOOLS extension of the play-out algorithm

The algorithm repeatedly selects and executes events based on the currently active scenarios (see Algorithm 1). Initially, there are no active scenarios. The execution of an event entails the initialization, progress, and termination of scenarios, and performing the event’s side-effect on the object model.

System step: If there are system message events that correspond to enabled requested messages in active guarantee scenarios, it is the system’s turn (l. 2). All of these system events are candidates for execution, unless they are blocked by active guarantee scenarios or disallowed by their corresponding GTR (l. 3). If the resulting candidate event set is not empty, one of them is chosen for execution (l. 5) and the process is repeated. Otherwise, this implies a safety violation of the guarantees (l. 7). The algorithm then continues with environment steps to see whether the environment forced a guarantee violation only at the expense of a later assumption violation.

Environment step: If it is not the system’s turn, the system waits for the next environment event. The candidate events are such environment events that are spontaneous or corresponds to an enabled message in an active assumption scenario (l. 9). Furthermore, the event must not lead to a violation in any active assumption scenario and, if a GTR is associated with that event, the GTR must allow the event to occur (l. 10). If no such event exists, it means that violation of the assumptions and the algorithm terminates. Otherwise, an environment event is selected and executed (l. 12).

Assumption/guarantee violations: During event execution, an environment or system event may cause a violation of a guarantee resp. assumption scenario. The algorithm terminates on assumption violations, but continues on guarantee violations in order to check (as above) whether the environment forced a guarantee violation at the expense of a later assumption violation.

Event selection: The event selection (selectFrom()) is non-deterministic. It can be a user choice in the interactive simulation (cf. Sect. 4.1.2); for controller synthesis/realizability checking, all choices are explored (cf. Sect. 4.2).

4.1.2. The SCENARIO TOOLS simulation UI

The SCENARIO TOOLS simulation integrates into the Eclipse debug environment (see Fig. 6). The user can select message events in a Message Event Selection view. The progress of active scenarios is highlighted in the SML editor. A graphical Simulation Graph visualizes the explored states and supports jumping back and forth in the execution. The active scenarios and the object model are displayed in the Debug view. The Variables view shows active scenario role bindings, scenario variables values, and object properties.
4.2. Realizability checking via formal controller synthesis

The controller synthesis feature of ScenarioTools allows us to compute a strategy for the system to react to any sequence of environment events in such a way that the specification is satisfied. A specification is realizable if such a strategy exists and unrealizable otherwise. The synthesis builds a state graph of all play-out executions, including the changing object models, and runs a game-solving algorithm on it [7]. If the specification is unrealizable, the synthesis produces a counter-strategy of how the environment can force a violation of the specification.

ScenarioTools supports the simulation of strategies and (counter-)strategies; the latter is helpful for understanding specification flaws.

Let us assume that in our example, the engineer forgot the assumption scenario DriverObeysStopSignal. The synthesis can find that now the software cannot avoid crashes of cars, which are forbidden by the scenario CarsMustNotCrash. Fig. 7 shows how the user would explore the counter-strategy.

5. Software architecture

The execution and formal analysis capabilities are based on its execution engine that interprets an SML specification with an object model (cf. Fig. 2).
5.1. Runtime model

The execution engine consists of a runtime model that reflects run-time concepts such as an active scenario or an active scenario’s role bindings. The classes encapsulate the execution logic for the respective run-time concepts, for example the active scenario class implements a performStep function for progressing an active scenario for a given message event.

Fig. 8 shows a simplified class diagram of the runtime model. We omit reference names where they are unnecessary. The model references elements from the run configuration model, the SML language model, and Ecore.

The root element of a runtime instance is a state graph that represents all executions of a run configuration. A state graph consists of states and transitions (omitted in the diagram); it provides the operation generateAllSuccessors, which, for a given state, explores all states that result from the execution of all possible message events in that state (cf. Algorithm 1). The state graph also has an operation generateSuccessor, which explores only one successor state. The latter operation is used by the simulation environment.

The generation of a successor state works by copying a given state and applying the state’s performStep operation. When building a state graph, however, identical states must not occur twice, which means that the generateSuccessor operation must first attempt to find an identical already explored state, if it exists, and return it. Otherwise, it returns the newly explored state. More details on this state lookup procedure appear in Sect. 5.2.

A state references a set of active scenarios, which each reference a scenario from the specification. An active scenario references role bindings and enabled messages (not shown in the diagram) that define its state of progress. The role bindings map which objects the roles in the scenario are bound to.

A state furthermore references an object model. We maintain different variants of it: there is one static object model, which is a copy of the initial object model. In addition, there are dynamic object models, which are the object models that evolve from the initial object model when applying the message event side-effects to it. A dynamic object model also contains a mapping between its objects and the objects in the static object model.

This mapping reduces redundancy in the runtime model: two states can reference different dynamic object models, but can still reference the same active scenario, since its role bindings refer to the static object model.

Fig. 9 shows a simplified instance of the runtime model for three states of the Car-to-X example. In state s1, has an active copy of the assumption scenario ApproachingObstacleOnBlockedLaneAssumption, due to a previous occurrence of env->car1.moveToNextArea(). In this active scenario, the non-spontaneous event env->car1.setApproachingObstacle(o1) is enabled. State s2 is the successor of state s1 after the occurrence of this event.

In state s2, the assumption scenario ApproachingObstacleOnBlockedLaneAssumption is no longer active, but instead the guarantee scenarios ApproachObstacleOnBlockedLane and ControlStationAllowsCarOnBlockedLaneToEnterOrNot are activated. Also state s2 references another object model, because of the side-effect of the previous message event.

State s3 is the successor of state s2 after the occurrence of car1->o1.register(). This event progresses the active copy of ControlStationAllowsCarOnBlockedLaneToEnterOrNot (c2), but not the active copy of ApproachObstacleOnBlockedLane (d1), which is shared with state s2. The two active copies c1 and c2 share the same role bindings. Because car1->o1.register() has no side-effect, states s2, s3 reference the same object model.

5.2. State lookup procedure

This state lookup involves different lookup methods of the state graph’s element container (Fig. 8), which uses hash tables for an efficient lookup.
Whenever the successor of a state is explored for a given message event, first, a copy of the state, its dynamic object model, its active scenarios, and their role bindings is created. Then we invoke the state’s performStep operation for the given message event, which applies any side-effects on the dynamic object model, invokes the performStep operation of its active scenarios and creates new active scenarios or terminates others.

Next, we invoke the element container’s lookup methods. First, we check whether a dynamic object model that is identical to the copied and changed one already exists. If so, we reset the state’s reference to its dynamic object model to the existing one. The redundant copy will be garbage-collected. If an identical dynamic object model does not yet exist, the newly created dynamic object model is added to the element container’s object model hash table. Second, the same procedure is applied to all of the active scenarios’ role bindings, third, to the active scenarios, and, last, to the state itself.

6. Empirical results

We show performance results for performing synthesis on variants of the Car-to-X example to give an impression of the capabilities of the tool.

The specification has 16 scenarios, which describe the cars’ behavior when entering the narrow passage, and the behavior for avoiding a collision.

We considered 8 variants of the situation shown in Fig. 1, with one to four cars coming from left or right, see left column of Table 1. For example, 1–2 means one car coming from the left and two cars coming from the right.

We also tested with two variants of the specification, where the assumption scenario DriverObeyStopSignal is included or not (column 2 of Table 1). If it is not included, the crashes cannot be avoided where cars approach each other, and thus the specification is unrealizable (column 3 of Table 1).

We could not check the realizable case 2–2, because the memory limit of 8 GB was exceeded. The tool performs well for a couple of ten thousand states. This may seem few – but, note that each state is a complex data structure, including the object model, and state exploration is a complex operation, with event selection that may involve multiple GTR matching attempts.

The SCENARIO TOOLS website and repository contain examples of other reactive systems: a safety-critical high-voltage coupling system for electrical cars [21], a vacuum cleaner robot, an elevator, or a production robot.

7. Conclusions

We introduced SCENARIO TOOLS, an Eclipse-based tool suite for formal scenario-based modeling and analysis of reactive systems. Especially, SCENARIO TOOLS targets the modeling of cyber-physical systems that consist of multiple interacting components and have a dynamic system structure. For modeling these systems, SCENARIO TOOLS offers the means for modeling not only the desired system behavior, but also for modeling environment assumptions and modeling changes in the system structure. The resulting specifications are executable, and can be analyzed by simulation and formal controller synthesis. We demonstrated the main features of the modeling language and the modeling and analysis tools by the help of a running example.

---

3 The Car-to-X project is located at https://bitbucket.org/jgreenyer/scenariotools-sml-examples/src/master/org.scenariotools.sml.henshin.example.models2016v2.car-to-x, the different instance models tested are located in the subfolder /instance-models/OneStreetWithObstacle. The synthesis is performed based on the On-The-Fly Büchi game solving algorithm (on a runconfig file, right-click → ScenarioTools Synthesis → On-The-Fly Büchi).
Table 1
Experimental evaluation of realizability checking different Car-to-X examples. The last three columns show the number of explored states and transitions as well as the checking times. Measurements were taken on a laptop with 8 GB RAM, an Intel Core i7-2720QM processor at 2.2 GHz, running Windows 10 and Java 1.8.0_112 HotSpot 64 bit. The Eclipse version is 4.6.2, with EMF version 2.13.0 and Henshin version 1.5.0.

<table>
<thead>
<tr>
<th>Cars</th>
<th>Obey STOP?</th>
<th>Realizable?</th>
<th>Explored states</th>
<th>Explored transitions</th>
<th>Synthesis time (sec.)</th>
</tr>
</thead>
<tbody>
<tr>
<td>0–1</td>
<td>yes</td>
<td>yes</td>
<td>26</td>
<td>37</td>
<td>0.1</td>
</tr>
<tr>
<td>0–2</td>
<td>yes</td>
<td>yes</td>
<td>306</td>
<td>702</td>
<td>1.7</td>
</tr>
<tr>
<td>0–3</td>
<td>yes</td>
<td>yes</td>
<td>2224</td>
<td>6836</td>
<td>14.2</td>
</tr>
<tr>
<td>0–4</td>
<td>yes</td>
<td>yes</td>
<td>12280</td>
<td>46392</td>
<td>11.2</td>
</tr>
<tr>
<td>1–1</td>
<td>yes</td>
<td>yes</td>
<td>784</td>
<td>1748</td>
<td>4.0</td>
</tr>
<tr>
<td>1–2</td>
<td>yes</td>
<td>yes</td>
<td>10100</td>
<td>29152</td>
<td>61.0</td>
</tr>
<tr>
<td>1–3</td>
<td>yes</td>
<td>yes</td>
<td>80230</td>
<td>282084</td>
<td>626.3</td>
</tr>
<tr>
<td>2–2</td>
<td>yes</td>
<td>yes</td>
<td>-</td>
<td>-</td>
<td>-</td>
</tr>
<tr>
<td>0–0</td>
<td>no</td>
<td>yes</td>
<td>26</td>
<td>37</td>
<td>0.1</td>
</tr>
<tr>
<td>0–2</td>
<td>no</td>
<td>yes</td>
<td>331</td>
<td>782</td>
<td>2.4</td>
</tr>
<tr>
<td>0–3</td>
<td>no</td>
<td>yes</td>
<td>2939</td>
<td>9238</td>
<td>19.3</td>
</tr>
<tr>
<td>0–4</td>
<td>no</td>
<td>yes</td>
<td>20441</td>
<td>77880</td>
<td>166.1</td>
</tr>
<tr>
<td>1–1</td>
<td>no</td>
<td>no</td>
<td>324</td>
<td>795</td>
<td>1.5</td>
</tr>
<tr>
<td>1–2</td>
<td>no</td>
<td>no</td>
<td>3879</td>
<td>12973</td>
<td>25.1</td>
</tr>
<tr>
<td>1–3</td>
<td>no</td>
<td>no</td>
<td>34703</td>
<td>141310</td>
<td>331.4</td>
</tr>
<tr>
<td>2–2</td>
<td>no</td>
<td>no</td>
<td>424</td>
<td>877</td>
<td>3.0</td>
</tr>
</tbody>
</table>

Acknowledgements
This work is funded by grant no. 1258 of the German–Israeli Foundation for Scientific Research and Development (GIF).

References