The role of rehearsal and generation in false memory creation

Elizabeth J. Marsh
Washington University in St. Louis, MO, USA

Gordon H. Bower
Stanford University, CA, USA

The current research investigated one possible mechanism underlying false memories in the Deese-Roediger-McDermott (DRM) paradigm. In the DRM paradigm, participants who study lists of related words (e.g., “table, sitting, bench . . .”) frequently report detailed memories for the centrally related but non-presented critical lure (e.g., “chair”). One possibility is that participants covertly call to mind the critical non-presented lure during the study phase, and later misattribute memory for this internally generated event to its external presentation. To investigate this, the DRM paradigm was modified to allow collection of on-line thoughts during the study phase. False recognition increased following generation during study. False recognition also increased following study of longer lists; this effect was partially explained by the fact that longer lists were more likely to elicit generations of the critical lure during study. Generation of the lure during study contributes to later false recognition, although it does not explain the entire effect.

Much enthusiasm has been generated for a straightforward word-learning paradigm that yields unusually high levels of false memories (see Roediger, McDermott, & Robinson, 1998, for a review). Roediger and McDermott (1995) resurrected and extended a paradigm first introduced by Deese (1959) in which participants study lists of related words such as sour, candy, sugar, bitter, good, taste, tooth, nice, honey, soda, chocolate, heart, cake, tart, pie. Deese (1959) found that participants later recalled “sweet” at high levels even though it was not actually presented. Roediger and McDermott replicated this result and also showed that participants falsely recognised critical lures such as “sweet” (84%) as frequently as they correctly recognised old list items (86%). Perhaps most intriguing, however, was the finding that participants were extremely confident that the critical lure was presented, and claimed that they actually “remembered” its presentation rather than simply “knew” that it was presented (e.g., Gardiner, 1988). Further research has demonstrated that participants are quite willing to describe their false memories in detail. They believe that the critical lure was presented early in the list (Read, 1996) and that they are willing to say which of two speakers spoke the word (Payne, Elie, Blackwell, & Neuschatz, 1996). It is as if they are remembering an actual event.
A possible explanation for a memory illusion that seems phenomenologically real is that participants are actually remembering a real event. However, this event was generated internally (e.g., a thought) rather than presented externally. Thus, the memory error in the Deese-Roediger-McDermott (DRM) paradigm may actually be a source error: people misattribute internal events to external perception (Johnson & Raye, 1981). Underwood (1965) first advanced the idea of a stimulus-driven internal event, or Implicit Associative Response (IAR), to explain why participants falsely recognise associates of presented words at a higher rate than unrelated control words. As described by Underwood, IARs occur during the study phase in response to the to-be-remembered words. While studying a list of words, associates come to mind and these thoughts may later be misattributed to perception. This idea is consistent with the finding that words that come to mind easily in free association tasks also elicit more incorrect “old” responses on recognition memory tests (Rubin, 1983).

Several findings support the idea that participants generate associates during the DRM study phase. First, participants do report thinking of the critical lures during the study phase. When asked to estimate the amount of covert rehearsal of words during study, participants report rehearsing the critical lures as much as studied words. They report lower rates of rehearsal for non-critical lures (Mather, Henkel, & Johnson, 1997).

Second, the memories for these hypothesised generations of the critical lures behave similarly to internal memories studied in other paradigms. For example, similar levels of priming on implicit memory tests are observed for critical lures and internal memories created in “read–generate” paradigms. In “read–generate” paradigms, participants create internal memories by covertly generating words in response to cues (e.g., Jacoby, 1983; Slamecka & Graf, 1978). For example, in response to the cue hot-c__c, subjects would either read or generate the opposite “cold”. On tests requiring completion of word-stems and word-fragments with the first words that come to mind, previously read words are produced at a higher rate than baseline non-studied words. Previously generated words are produced at a rate intermediate between read and non-studied words (Blaxton, 1989; Masson & MacLeod, 1992). When DRM lists are used, studied list words yield standard perceptual priming effects, non-studied words yield no priming, and critical lures yield intermediate levels of perceptual priming (McDermott, 1997). The finding of intermediate levels of priming for critical lures suggests that they were generated during study, since never-studied (and never-generated) events do not lead to priming.

Similarly, the phenomenal characteristics of memories for the critical lures are more like memories of imagined events than external events. Real events are remembered as having more perceptual, spatio-temporal, and emotional content than are imagined events, whereas memories of imagined events are more associated with the processing involved in their generation (Hashtroudi, Johnson, & Chronaki, 1990; Johnson, Foley, Suengas, & Raye, 1998b; Schooler, Gerhard, & Loftus, 1986; Suengas & Johnson, 1988). Thus, it is not so much that imagined memories contain less information but rather that they are characterised by different kinds of information. Accordingly, Mather et al. (1997) found that memories of critical lures were less associated with sound and feelings than were memories for real events; in fact, memory errors were reduced when the memory test made this qualitative difference salient to participants. According to the source monitoring view, the more different internal events are from perception, the less likely they are to be misattributed to perception (e.g., Johnson, Foley, & Leach, 1988a; Lindsay, Johnson, & Kwon, 1991). Spoken words are more similar to thoughts than are written words. Accordingly, auditory presentation sometimes increases the occurrence of false memories, at least on visual tests (Gallo, McDermott, Percer, & Roediger, 2001a; Kellogg, 2001; Smith & Hunt, 1998; Vogt & Kimble, 1978). Similarly, false alarms should decrease when external sources are less similar to internal events. Thinking of a word is not similar to looking at a picture; accordingly, studying pictures of list items decreases false alarm rates (Israel & Schacter, 1997).

The Source Monitoring Framework (Johnson & Raye, 1981; Johnson, Hashtroudi, & Lindsay, 1993) easily accounts for the unusually high levels of false alarms in the DRM paradigm. In general, internally generated memories are better remembered than are externally presented memories (Slamecka & Graf, 1978), so it is not surprising that if lures are internally generated during encoding they would be well remembered in the DRM paradigm. In addition, DRM lists contain many associates of the critical lure, providing multiple opportunities for the generation of a
given internal associate (event). Repeated generation of the internal event should lead to an even stronger memory trace (e.g., Johnson, Raye, & Durso, 1980), and may also lead to a boost in the item’s familiarity (Jacoby, 1999). This strong memory trace may be misattributed to perception, especially if participants are not explicitly oriented towards assessing the source of their memories (e.g., R. Marsh, Landau, & Hicks, 1997). Recognition memory tests typically encourage participants to label items as “old” without emphasising the possible sources (e.g., internal or external) of their memories. Correctly retrieving an internal event but failing to attribute it to internal sources boosts levels of false alarms. Consistent with this idea, Goff and Roediger (1998) found that the more frequently participants imagined doing some action, the more likely they were later to claim that they had actually performed the actions.

How can one study whether false memories in the DRM paradigm involve the misattribution of internal events to perception? In general, because the hypothesised internal sources are by definition covert, the first step is to devise a way to observe, measure, and manipulate those internal events (as did Rundus & Atkinson, 1970, in their attempt to measure hypothesised covert rehearsals). Recently, two papers were published that used modified DRM procedures to measure thoughts of the critical lures during study. Goodwin, Meissner, and Ericsson (2001) told subjects to say “everything that comes to mind as you work on the tasks”. Verbal reports were collected both during the study phase and also during the written recall test. Using path analyses, Goodwin et al. reached the conclusion that lures verbalised during study were likely to be falsely recalled \( r = .319 \), supporting the idea that explicit generation of the lure during study can be linked to later false recall.

Seamon and colleagues reached a somewhat different conclusion about the role of rehearsal processes in false memory creation, titling their paper “Thinking of critical words during study is unnecessary for false memory in the DRM procedure” (Seamon, Lee, Toner, Wheeler, Goodkind, & Birch, 2002, p. 526). Their subjects were told to “think out loud by saying any word or thought that came to mind, even if it was unrelated to the word lists”. Rehearsal of the critical lures increased significantly when presentation was slowed from 2 to 5 seconds. When the critical lure had been rehearsed, false recall increased at both presentation rates. However, false recall still occurred for never-rehearsed critical lures, and false recognition was unaffected by prior rehearsal.

Our own research addresses similar questions, with slightly different procedures. Our research was conducted prior to the publication of the Goodwin et al. and Seamon et al. studies, and so our studies were not directly motivated by their results. However, our results fit nicely with theirs; we return to the integration of the three studies in the discussion.

In order to observe, record, and manipulate the hypothesised internal events in the DRM paradigm, participants were instructed to make overt their thoughts during the study phase. In Experiments 1a and 1b, participants were directed to report the first two words that came to mind during study of each target word; of interest was whether subjects reported thinking of the critical non-presented words during the study phase. In Experiment 2, participants rehearsed all to-be-remembered words aloud; of interest were intrusions of non-presented words into the rehearsal set. Participants later took a recognition memory test that required them to remember whether each target word was externally presented. Of interest is (1) whether participants do indeed call to mind the critical lures during the study phase, and whether they do so at a higher rate than for non-critical lures, and (2) whether generation during study is related to later false recognition.

**EXPERIMENT 1a**

**LIST LENGTH AND FREQUENCY OF GENERATION**

Various experimental manipulations may affect false alarm rates by changing the frequency with which the critical lure is called to mind. We examined the effect of list length on generations of the lures during study, and the consequent effect on false recognition. Robinson and Roediger (1997) found that studying a greater number of related words increased the likelihood that participants would falsely recognise the critical lure. In the current experiment, we tested the hypothesis that longer lists of related words would lead to more frequent generations of the critical lure, thus leading to stronger internal memories of the lure, which might be misattributed to perception. Participants studied lists of 3, 6, 9, and 12 words; they then took a recognition memory test. The control
group studied the to-be-remembered words without explicitly recording any thoughts, as in a typical DRM experiment. The experimental group recorded their first two thoughts in response to each of the studied words, thus allowing us to examine the relationship between generation and false recognition.

Method

Participants. A total of 60 Stanford University students participated in the experiment, 40 in the Overt Thought condition and 20 in the Control condition. Each was paid $10 for his/her time, and was recruited via campus-wide fliers. Participants were tested either individually or in pairs.

Materials. A total of 20 lists from Roediger and McDermott (1995) were used: anger, black, bread, cold, doctor, foot, fruit, girl, high, king, man, mountain, music, river, rough, slow, soft, spider, thief, window. Each list consisted of associates of a critical non-presented lure. These lists were randomly assigned to five sets of four lists. Across subjects, these sets were rotated through five list lengths: 0, 3, 6, 9, or 12 words. A 0-word list was never presented. A 3-word list contained the top three associates from the list; the 6-word list contained the top six associates from the list, and so on. Each list was studied in blocked format such that all list items were studied sequentially, beginning with the highest associate. The same order of lists was used for all participants. Thus, five study booklets were constructed to counterbalance list length. Study booklets for the Overt Thought condition contained two lines following each target word, in order for subjects to record their thoughts. Study booklets for the Control condition simply contained the target words.

Recognition tests were blocked in the same order as presentation (following procedures of Roediger & McDermott, 1995). Following Roediger and McDermott (1995), the recognition test contained 140 items, of which 40 were list items, 20 were critical lures, 40 were related lures, and 40 were unrelated lures. The list items were high associates, chosen from position six or higher of the list. The related lures were from the Russell and Jenkins (1954) association norms, and were low, non-presented associates of the critical lure. The unrelated lures were not listed as associates of the critical lure in the Russell and Jenkins association norms, but were matched to the critical lure in word length and word frequency as defined by the Kucera-Francis frequency norms.

Procedure. Participants were told they would be participating in a memory experiment. They were instructed that they would be presented with a series of words, one at a time. They were told that each word would be printed on a booklet page. For subjects in the Control group, each page contained only a single printed word. Subjects were told simply to study the words for the upcoming test. For subjects in the Overt Thought condition, each page contained the printed-to-be-remembered word plus two lines for recording responses. They were instructed to write down the first two words they thought of in response to the target word. They were told that it was fine if multiple target words made them think of the same responses, and that they should report their natural first two responses rather than trying to be creative. All subjects were told not to turn the page to the next word until they heard a tone. Following the instructions, the experimenter started a computer program that beeped every 6 seconds. In this fashion, subjects completed all 120 pages in the booklet.

After the study phase, participants did unrelated visual tasks for 15 minutes. For example, they were asked to draw the stimulus pattern that would come next in a sequence of abstract, spatially related stimuli.

Following the delay, all participants took the recognition test. They were cautioned against guessing. Participants were instructed that they should only call a word “old” if it had been visually presented earlier. Subjects in the Overt Thought condition were explicitly told that words they had written in the booklet did not count as “old” words unless they had also been pre-printed in the booklet.

Results

Recognition. The recognition data are shown in Table 1. The false alarm rate to critical items from studied lists ($M = .56$, collapsing across the 3, 6, 9, and 12 word-list conditions) was lower than the hit rate ($M = .89$), $t(59) = 11.94$, $SEM = .03$. However, it was substantially higher than the false alarm rate to critical items from non-studied lists (the zero list condition, $M = .14$), related lures from studied lists ($M = .14$), and unrelated lures
from studied lists ($M = .04$) (all $p$s < .001). Thus there was substantial false recognition of critical lures in both study conditions.

In order to isolate the effect of having studied related words, the base-rate performance in the zero list condition was subtracted from performance in the studied list conditions. This corrects for base-rate differences in false alarm rates across lure type (e.g., the base-rate for critical cues was higher than for unrelated lures) and study condition (e.g., the base-rate was higher in the Control condition). Such correction procedures have been used in numerous DRM studies (e.g., Gallo et al., 2001a; Seamon, Luo, & Gallo, 1998). This correction was done on all dependent variables: hits, false alarms to critical cues, false alarms to related non-critical cues, and false alarms to unrelated non-critical lures.

A $2 \times 4$ (condition $\times$ list length) ANOVA was computed on the corrected recognition scores. There was no main effect of list length; participants were equally good at recognising studied words belonging to lists of 3, 6, 9, or 12 words ($F < 1$). Participants in the Overt Thought condition showed higher levels of correct recognition than did Control participants, $F(1,58) = 3.69$, $MSe = .11$, $p < .07$. However, study condition did not interact with list length, $F(3,174) = 1.32$, $MSe = .01$.

We next considered false recognition of non-critical lures. A $2 \times 4$ (condition $\times$ list length) ANOVA was computed on the corrected false recognition of related lures. There was no main effect of condition ($F < 1$). There was a main effect of list length, $F(3,174) = 16.70$, $MSe = .03$. Subjects falsely recognised more related non-critical lures when they had studied longer lists. This effect of list length did not interact with condition ($F < 1$). False alarms to unrelated lures were close to floor, especially once the base-rates were subtracted. Given that, the main effect of list length should not be over-interpreted. The data suggest, however, that reading additional list items reduced false alarms of unrelated words, $F(3,174) = 3.51$, $MSe = .01$.

Of greatest interest are the data on false recognition of the critical lures. A $2 \times 4$ (condition $\times$ list length) ANOVA was computed on corrected false recognition of critical lures. Again there was a main effect of list length, $F(3,174) = 12.16$, $MSe = .05$. Replicating Robinson and Roediger (1997), subjects falsely recognised more critical lures when they had studied longer lists of related words. There was also a main effect of condition, $F(1,58) = 12.91$, $MSe = .22$. Overall, subjects in the Overt Thought condition falsely recognised more critical lures than did Control participants. However, the interaction between list length and study condition was not significant.\(^1\) $F(3,174) = 1.77$, $MSe = .05$.

The relationship between study generation and recognition. An important goal of the experiment was to examine the effect of list length on generation of the critical lure in the Overt Thought condition. As shown in Table 2, longer lists elicited more generations of the lure during the study phase, $F(4,156) = 113.4$, $MSe = .50$.

Table 2 also shows proportion false recognition for each of the list lengths, broken down by whether or not the critical lure was generated during the study phase. Both list length ($r = .41$) and number of prior generations ($r = .43$) were correlated with false recognition. Longer lists yielded more false memories. Similarly, previously generating the lure increased its probability of later being falsely recognised. A path analysis examined whether generation of the critical lure mediated the effect of list length on false recognition. That is, does list length have an effect

\(^1\)The reader may notice that although the interaction between list length and condition was not significant, the data suggest a possible interaction. Given that list length affected both conditions, we do not think it would have been particularly problematic if list length had had more of an impact in the Overt Thought condition. However, we note that if anything, it is the results from the Control condition that are surprising; false recognition scores were much lower than they were in Robinson and Roediger (1997). Given that the data in the experimental condition closely replicate previous work, we believe the data from the Overt Thought condition are appropriate for modelling the illusion.
Table 2

<table>
<thead>
<tr>
<th>List length</th>
<th>0</th>
<th>3</th>
<th>6</th>
<th>9</th>
<th>12</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean number generations</td>
<td>0.13</td>
<td>0.94</td>
<td>1.88</td>
<td>2.57</td>
<td>3.07</td>
</tr>
<tr>
<td>p (false recognition/generated)</td>
<td>.40</td>
<td>.52</td>
<td>.68</td>
<td>.74</td>
<td>.72</td>
</tr>
<tr>
<td>(15)</td>
<td>(101)</td>
<td>(123)</td>
<td>(142)</td>
<td>(140)</td>
<td></td>
</tr>
<tr>
<td>p (false recognition/not generated)</td>
<td>.07</td>
<td>.20</td>
<td>.38</td>
<td>.67</td>
<td>.21</td>
</tr>
<tr>
<td>(145)</td>
<td>(59)</td>
<td>(37)</td>
<td>(18)</td>
<td>(19)</td>
<td></td>
</tr>
</tbody>
</table>

For each conditional probability, the number of observations is shown in parentheses.

Thus, both list length and prior generation mattered. That is, there was an effect of list length over and above generation. The effect of list length occurred for never-generated lures, and was still significant (although reduced) for generated lures even after analyses covaried out the effect of generation. However, generation also clearly mattered. There was an even higher false alarm rate, and a comparatively smaller effect of list length, for lures that had previously been generated. That is, when generation was taken into account, the effect of list length was significantly reduced. Part of the way that list length affects false recognition is via its effect on generation of the critical lure during study.

Discussion of Experiment 1a

The data support the modification of procedures to allow for the collection of on-line thoughts. A robust false memory effect was obtained using a modified paradigm in which participants explicitly wrote down their thoughts in response to the list items. This study procedure might have been expected to decrease the illusion, as the modified procedure slowed the presentation rate (to 6 seconds per word, in both conditions) to allow subjects to record their thoughts (at least for false recall, slower rates actually decrease false memories; McDermott & Watson, 2001). In addition, explicit recording of thoughts might have been expected to help subjects to later attribute those memories to thought rather than presentation. Nevertheless, as in previous studies, the false alarm rate to critical lures was very high. False recognition of critical lures was almost as high as correct recognition of studied items, and was well above the false alarm rate to non-critical lures.

![Figure 1](image-url)

Figure 1. Path analysis (based on linear regressions) showing that generation of critical lures partially mediates the effect of list length on false recognition.
That is not to say, however, that making thoughts overt changes nothing about the subjects’ performance. Making thoughts overt, and recording them, may be a “deeper” encoding task ( Craik & Lockhart, 1972 ), as suggested by the higher corrected recognition performance in the Overt Thought condition. The memory illusion was also larger in the Overt Thought condition than the Control condition, but this difference was not unexpected. Drawing the participant’s attention to his or her thoughts quite possibly could increase their frequency (although we would argue this would be a main effect of thought frequency, and not one that would interact with any variables of interest). In addition, making thoughts overt yields internal events that are more similar to perception (that is, sources are more similar to the typed source in the Overt Thought condition than in the Control condition), thus also leading to an overall increase in false recognition. However, in both study conditions, false recognition increased with list length, and thus we believe it is appropriate to use the data from the Overt Thought condition to model the illusion.

Importantly, examination of the generation data suggests the effect of list length on false recognition occurred in part because longer lists yielded more generations of the lure. The effect of list length was partially, but not totally, mediated by prior generation. Clearly, although generating the lure during study increased the false recognition effect, it was not mandatory for the illusion.

Two final comments on the data are warranted. First, subjects were very unlikely to falsely recognise lures that had never been generated during study of 12 related words. We note simply that this data point is based on few observations; the critical lures were almost always generated when participants had studied 12 words. Second, we find it interesting that the level of false recognition in the control condition is intermediate between the Overt Thought never-generated and Overt Thought generated groups. One possibility is that control subjects are sometimes generating the lures, albeit not as frequently as subjects in the Overt Thought group—leading to intermediate levels of false recognition.

EXPERIMENT 1b

We include here a short report of a secondary experiment, to make two main points. First, given that Seamon et al. found no relationship between rehearsal and false recognition, we wished to replicate the correlation between generation at study and later false recognition. Second, we used longer lists in order to examine generations of non-critical lures. Of interest is whether a similar relationship between generation and false recognition exists for these lures. Otherwise, Experiment 1b is a replication of the Overt Thought condition of Experiment 1a.

Method

Participants. A total of 24 Stanford University students participated in the experiment. They were tested in small groups of four or fewer participants. They were recruited via campus-wide fliers and received monetary compensation for their participation.

Materials. Each participant studied ten lists of 15 words taken from Roediger and McDermott (1995). The ten lists used were associates of the lures black, cold, chair, high, mountain, music, slow, sweet, rough, and window lists. All lists were presented in blocked format, beginning with the strongest associate and progressing to the weakest associate. Each participant was given a booklet containing 150 8.5 × 5.5 inch pages. Each page contained the to-be-remembered word plus two blank lines. Participants studied the lists in one of four different presentation orders.

The recognition test was created in the same manner as for Experiment 1a, except that it contained 70 test items, of which 20 were studied words, 10 were critical lures, 20 were related lures, and 20 were unrelated lures.

Procedure. The procedure was the same as in the Overt Thought condition of Experiment 1a, except that subjects recorded their first two thoughts to each of 150 target words.

Results

Recognition. Participants were good at recognising old words (M = 91%). The false alarm rate was higher for related (M = 10%) than for unrelated lures (M = 2%), t(23) = 8.67, SEM = .01. A significant memory illusion occurred; participants falsely recognised many more critical lures (81%) than related or unrelated lures (ps < .001). Although this false alarm rate approached the hit rate, the hit rate was still significantly higher, t(23) = 2.77, SEM = .04.
**Relationship between study generation and recognition.** As in Experiment 1a, subjects generated the critical lures during the study phase; on average, each critical lure was generated four times during the entire study session. The number of critical lure generations was a significant predictor of proportion of lures incorrectly identified as “old”. \( F(1, 134) = 9.21, MSe = .11 \). That is, as in the previous study, number of generations and proportion false recognition were positively correlated \( r = .254 \).

Of particular interest are the non-critical lures. These were generated at a much lower rate than were critical lures. Related lures (\( M = .17 \)) were generated at a higher rate than unrelated lures (\( M = .04 \)), \( t(23) = 5.22, \ SE = .03 \), but in both cases the average number of generations was less than one. A regression analysis confirmed that the number of study generations predicted false recognition (collapsing over the subject factor), \( F(1, 70) = 7.59, MSe = .10 \). A similar correlation \( r = .313 \) between number of study generations and proportion false recognition was obtained as with critical lures \( r = .254 \). Similarly, a within-subject ANOVA examined the effect of number of lure generations (0, 1, or 2+) on proportion false alarms to non-critical lures. Only 11 subjects were included in the analysis as only the generated non-critical lures at all three levels. False recognition increased from 3% at the zero-level, to 25% after one generation, to 41% after two generations, \( F(2, 20) = 4.12, MSe = .10 \).

**Discussion of Experiment 1b**

Both of the experiment’s main aims were achieved. First, we replicated the results of the prior experiment. Both studies were consistent with the original hypothesis: when participants generated a lure during study, they may have been unsure later as to whether it had been presented or not. The more often they thought of and wrote down a word, the more likely they were to fall prey to this kind of memory discrimination error. These results suggest that one reason why the Roediger and McDermott lists lead to unusually high false alarm rates is because the lists are constructed to make participants think about particular non-presented words a number of times. Lists that do not have this characteristic, that do not make subjects think of the critical lure, do not yield high levels of false memories (e.g., Gallo & Roediger, 2002; Roediger, Watson, McDermott, & Gallo, 2001b). This mechanism is not specific to the DRM paradigm and as such also predicts false recognition of non-critical lures. That is, subjects falsely recognised more non-critical lures when they had also generated them during the study phase.

However, it is noteworthy that the false alarm rate was much lower for the non-critical lures, even once the number of generations was taken into account. Generating a non-critical lure did not increase false recognition to the levels observed when a critical lure had been generated. For example, critical lures were incorrectly recognised 50% of the time even when never generated; this increased to 77% with one generation and 83% with two generations. Non-critical lures were only incorrectly recognised 4% of the time if never generated; this increased to 20% with one generation and 36% with two generations (note that these values differ slightly from those reported in the previous results section; these values are based on all 24 subjects rather than only the subset that generated at all three levels for both kinds of lures). While generation increases false recognition of all lures, generation cannot be the only factor involved in false recognition. If it were, the false alarm rate would be much closer to zero for never-generated critical lures, and higher than 20% for generated non-critical lures. Generation increases the memory illusion, but it is not the only cause. In the general discussion, we will re-visit the issue of how much of a role is played by generation, and what other factors might be involved in the illusion.

---

**EXPERIMENT 2**

**AN ALTERNATIVE SOURCE OF INTERNAL EVENTS**

In the first two experiments, we explored the idea that participants covertly call to mind the critical lure during the study phase, in response to studying other related words. The idea that such internal events are created during the study phase is critical to the current research programme. Without the creation of internal events, mis-attribution of thoughts to perception would not be possible.

The paradigm used in Experiments 1a and 1b was by necessity a modified version of the DRM paradigm. To be able to study the hypothesised covert responses, they must be made overt. However, changing the paradigm may also change
the phenomenon under study. Thus, in Experiment 2, we used a different paradigm to observe the occurrence of internal events.

Internal events can be created through multiple means. Events may be generated in response to a cue, such as when the experimenter asks a participant to generate opposites or semantic associates (e.g., Slamecka & Graf, 1978) or to imagine a line drawing corresponding to a word label (e.g., Raye, Johnson, & Taylor, 1980). Internal events may be created as part of another task, such as when intermediate sums are computed while solving an arithmetic problem in one’s head (e.g., Dosher & Russo, 1976). Internal events may also be created naturally, such as when one dreams (e.g., Johnson, Kahan, & Raye, 1984). Similarly, there may be more than one way in which internal events are created in the DRM paradigm. In Experiment 2, we used a different methodology to examine another source of internal events, namely intrusions of the critical lure into the rehearsal set. Participants were instructed to practise the list items aloud as much as possible. Of interest was whether they would naturally intrude the critical lures into their rehearsal sets, and whether those intrusions would be related to later false recognition. Note that because participants were instructed “to rehearse only list items”, rehearsals of the critical lures would reflect memory errors during the encoding phase.

We also note that the method of Experiment 2 is more similar to that used by Seamon et al. and Goodwin et al. than was the method in Experiments 1a and 1b. In Experiments 1a and 1b, we found critical lure generation was related to false recognition whereas Seamon et al. did not find a connection between rehearsal and false recognition. Thus of interest is the replication of a relationship between rehearsal and false recognition in a verbal rehearsal paradigm (as opposed to a written generation paradigm).

Method

Participants. A total of 14 Stanford University students participated in exchange for monetary compensation. Each participant was tested individually.

Materials. Each participant studied ten lists of 15 words taken from Roediger and McDermott (1995); the chair, mountain, cold, rough, sweet, black, music, slow, high, and window lists were used in the current experiment.

Each participant was given a booklet containing 160 8.5 × 5.5 inch pages. Presentation of each list was composed of 16 pages; the first 15 pages involved presenting each list item on a separate page, and the 16th page informed the participant that the end of the list had been reached. The lists were always presented in the same order. The same test as in Experiment 1b was used.

Procedure. The experiment paralleled Experiment 1b with one critical difference: Participants were told that they should rehearse the to-be-remembered words aloud. Subjects rehearsed continuously during the presentation of the list items. The lists were presented in blocked format; the participants received a visual cue at the end of each list so that they would stop rehearsing that list and begin rehearsing the new list. All sessions were recorded so that rehearsal could later be examined for intrusions of the critical lures.

Results

Recognition. Overall, participants correctly recognised 88% of the studied words. They falsely recognised more non-critical related (8%) than unrelated lures (3%), t(13) = 3.47, SEM = .02. The false alarm rate was much higher for the critical lures (51%) than for the non-critical lures, t(1,13) = 6.05, SEM = .08, but was still lower than the hit rate, t(13) = 4.19, SEM = .09.

Relationship between study generation and recognition. On average, participants generated 24% of the critical lures at least once; generated lures were produced 2.8 times on average. None of the non-critical lures was generated during the study phase. Thus, although the rate of critical lure generation was much lower when participants were rehearsing study lists than when reporting any items that came to mind (Experiment 1a), it was still substantially above the rate of non-critical lure generation. It should be noted that these generations are themselves memory errors; subjects were instructed to rehearse only list items.

Of the critical lures that were generated during the study phase, 62% were later accepted as “old”. Of the critical lures that were not generated during the study phase, only 47% were accepted as “old”. This difference was significant when the data were analysed with a within-subject analysis. For each participant who had generated at least one critical lure, the proportion of lures called “old” was computed. We then compared mean
proportion called “old” for lures that had never been generated versus those that had been generated at least once. Given that participants generated at least one lure during the study phase, they judged as “old” a greater proportion of generated lures (M = .69) than never-generated lures (M = .44), t(10) = 4.89, SEM = .05.

Discussion of Experiment 2

Participants who rehearsed the critical lure during study later judged a greater proportion of generated lures to be “old” than they did for lures that were never rehearsed. These results parallel the finding from Experiments 1a and 1b: items that were generated during study were later more likely to be called “old”. The result holds even though participants in Experiment 2 were not instructed to generate thoughts. If anything, the rehearsal instructions should act as a kind of dual task, making it difficult for participants to think of anything other than the presented list words during the study phase. Even so, participants still sometimes intruded the critical lure, albeit at a lower rate (24%). It is not surprising that the rate of critical lure intrusion was lower in this study, as subjects were explicitly told to rehearse only list items. Rehearsals of the critical lures were themselves memory errors—only lures that had already been misattributed to the lists would have been rehearsed. In contrast, in Experiments 1a and 1b, lures might have been generated during study for a variety of reasons; generations were not limited to intrusions in a rehearsal set but also likely occurred as responses to a studied word (without subjects necessarily thinking those thoughts had been part of the lists). Similarly, in both the Goodwin et al. and Seamon et al. studies, subjects reported everything that came to mind, and generations were not limited to lures misidentified as list items. Thus, Experiment 2 is the first demonstration that limits generations to rehearsal set intrusions, allowing us to pinpoint specifically one way the critical lure can be generated during study, with consequences for memory.

GENERAL DISCUSSION

Using two different methods to observe critical lure generations, we found that subjects did generate the critical lures during the study phase. More importantly, in all three studies, study phase generation was related to later false recognition. Memory errors were more frequent for words that had been repeatedly generated, as multiple generations likely led to stronger traces. This effect held for both critical lures and non-critical lures. Related non-critical lures were more likely to be generated during study than were unrelated lures; accordingly, false alarm rates were higher for related lures. Longer lists yielded more generations of the critical lure, and accordingly elicited higher false alarm rates. However, not all observed effects can be explained by prior generation. For example, false recognition was always higher for critical lures, even when non-critical lures had been generated as frequently. Similarly, the effect of list length was only partially mediated by prior generation, and false recognition of never-generated critical lures was still quite high.

Both our data and those of Goodwin et al. and Seamon et al. converge on several points. In three different laboratories, using slightly different methodologies to observe and record critical lure generation, it was found that subjects generated the critical lures during the study phase. In all studies, generation of the critical lures during study was related to later memory performance. However, in none of the studies did generation of the critical lures explain all of the variance in later memory performance. Thus, drawing on the results from the three laboratories, we can say with confidence that (a) subjects think of the critical lure during the study phase, (b) there is a relationship between thinking of the critical lure and later false memory, but (c) this only partially explains the illusion. Across studies, the data support the hypothesis that sometimes the DRM memory illusion arises from the misattribution of thoughts to perception.

Our data diverged from Seamon et al. on one point: Seamon et al. found no relationship between critical lure generation and later false recognition, whereas we did. As described already, Seamon et al. did find a relationship between generation of the critical lures and later memory performance—but only for false recall, not false recognition. There were numerous procedural differences between our studies and their study. We describe in turn the three that seem most likely to have affected the results: (a) the presentation rate, (b) the instructions given during the study phase, and (c) the composition of the recognition tests. First, our studies used a slower presentation rate (6s) than did Seamon et al. They manipulated presentation rate (2s vs 5s), and found that rehearsal increased with longer
presentation rates. Thus, with our 6 s presentation rate, levels of rehearsal were likely higher in our studies, increasing our likelihood of finding an effect of rehearsal on recognition. Second, the studies also differed in their methods for collecting on-line thoughts. Our rehearse-aloud study differed in that subjects were instructed to only rehearse list items, whereas Seamon et al. encouraged verbalisation of everything that came to mind. Two of our studies collected generations via written associations in booklets instead of recording continuous rehearsals. Instructions or other study variables may affect the frequency with which the critical lures come to mind during study. Indeed, the Goodwin et al. (2001) paper suggested that subjects themselves differ in which strategies they use to encode the words, and these strategies likely affect whether the lures come to mind. Finally, we point to a difference in the composition of the recognition tests. Ours contained list items, critical lures, related non-critical lures, and unrelated non-critical lures (in Experiment 1, for both studied and unstudied lists). The only distractors in the Seamon et al. study were list items and critical lures from *unstudied* lists. Our recognition test, with more semantically related lures, might have been more difficult for subjects. On an easier test, subjects might sometimes have made decisions based on semantics (e.g., “I know I didn’t read a list of sleep words, so this must be new”). On a more difficult recognition test, subjects might be more likely to think back to the study phase, to try and remember specific details to help them make their old–new decisions. Thus, a difficult test might be more likely to capture the consequences of study variables such as number of generations.

Studies from three laboratories found a relationship between critical lure generation and later false memory, but all studies also found that this relationship only partially explained the illusion. Only *sometimes* does the DRM memory illusion arise from the misattribution of thoughts to perception. The question becomes: how large is the role of source errors in the DRM illusion? In part this depends on how “source monitoring” is conceptualised, and the nature of the to-be-monitored trace. We think it means something different to monitor activation (possibly summed over events) for its source, as compared to monitoring a memory of a specific thought. Although we believe both types of monitoring occur, we discuss here only the idea of generating the lure during study, and then later incorrectly monitoring its source (see Roediger, Balota, & Watson, 2001a, for a discussion of activation monitoring). Clearly there are situations where this does not occur, and the illusion persists. As described already, false memories still occur at high rates, even if people fail to generate the lure during study. This result held in the present studies, and in previous talk-aloud studies (Goodwin et al., 2001; Seamon et al., 2002). Similarly, generating non-critical lures does not boost false recognition to the levels observed with critical lures. Generation and source misattributions cannot fully explain the illusion. There are situations that preclude the generation of the lure during study, and still yield false memories. For example, false memories persist following such rapid study presentation (20 ms per word) that subjects do not remember the list items. Subjects were unlikely to consciously generate the lures during study; consistent with this, these false memories were associated with “know” rather than “remember” responses (Seamon et al., 1998).

If the illusion were driven primarily by source misattributions of the sort investigated here, we would expect variables known to reduce source misattributions in other false memory paradigms to also eliminate the DRM illusion. Explicit instructions to monitor source have reduced other types of false memories, supporting the role of source misattributions in unconscious plagiarism (R. Marsh et al., 1997), eyewitness suggestibility (Lindsay & Johnson, 1989), and false fame paradigms (Mulhaup, 1995). However, source instructions have yielded mixed results with the DRM paradigm. Warnings against the illusion, which may implicitly direct people towards the sources of their memories, only slightly reduce the illusion, especially if only given just before the test (e.g., Gallo, Roberts, & Seamon, 1997; Gallo, Roediger, & McDermott, 2001b; McDermott & Roediger, 1998). Subjects are able to take advantage of source-specifying characteristics in free recall (Hicks & R. Marsh, 1999) but not recognition. In fact, a source test orienting subjects to different external sources actually increased false recognition (Hicks & R. Marsh, 2001)! While the aforementioned studies directed subjects towards source information in general, they did not specifically orient subjects to attributing a critical lure to their own thoughts. Directing subjects towards the memory characteristics that tend to be associated with thoughts reduced the memory illusion in some circumstances (Mather et al., 1997). Similarly, and most
critically, the memory illusion was reduced when (at test) subjects received the option “I did not hear this word but generated it on my own” (Multhaup & Conner, 2002). In both of these studies, however, although the illusion was significantly reduced it was not eliminated.

Thus, while we believe source monitoring to be involved, like Seamon et al. (2002), we do not wish to argue that all DRM false memories can be explained by means of misattributions of thoughts. Neither our results nor those from studies manipulating test instructions suggest that only source misattributions are involved. Rather, both types of studies support the idea that sometimes participants generate the critical lures during study, and later misattribute those generations to presentation.

If generation and source monitoring only partially explain the illusion, then what else is involved? Our data cannot directly answer that question, we can only speculate. For example, consider the list length manipulation. False alarm rates remained higher for longer lists even after controlling for frequency of generation. One possibility is that the longer lists affect activation levels in a way other than explicit generations of the critical lure. Another possibility is that participants are more likely to extract and remember the theme or gist of a longer list, increasing the likelihood of falsely recognizing prototypical exemplars (e.g., Brainerd & Reyna, 1990; Israel & Schacter, 1997). It is likely that it is some combination of mechanisms, such as misinterpretations of activation, gist extraction, and source misattributions, that makes the memory illusion so much stronger in the DRM paradigm than in other laboratory analogues of false memories.

Manuscript received 18 October 2002
Manuscript accepted 20 May 2003
Preview proof published online 18 November 2003

REFERENCES


Copyright of Memory is the property of Psychology Press (T&F) and its content may not be copied or emailed to multiple sites or posted to a listserv without the copyright holder's express written permission. However, users may print, download, or email articles for individual use.