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1 Introduction

A popular task in computer vision is to try to synthesize the texture style of one image
into another image, while preserving the content of the later. Different non-parametric
algorithms like pixels resampling [1] [2] or image analogy [3] have been commonly used for
texture synthesis. However, the latest advances in Convolutional Neural Networks (CNN)
have revolutionized this topic, because instead of using the low-level features of the style
image, they are able to extract high-level semantic information [4]. In this project, we want
to extend the current applications of CNN style transfer to 360 videos and stereo videos,
to see if the new synthesized videos are able to keep enough depth information. The goal
is the be able to see in 3D in a head mounted device (HMD) the content of a video with a
completely different style, which will be obtained from an style image of our choice.

Network architecture and objective We started with an open source implementation
[6] of the model described by Johnson et. al [5] and modified the code to process multiple
inputs. The objective for style transfer is given by

content weight ∗ Losscontent + style weight ∗ Lossstyle (1)

A VGG16 network is used to capture features of the content and style images for accessing
the content loss; style loss is captured by the difference between the Gram matrices of the two
images. The transformer network is composed by 3 Conv layers each followed by instance
normalization, then 5 residual blocks, finally 3 upsampling conv layers with ReLU activation
at the end.

Modified transfer for 360o rendering When the model transfers an unwrapped 360
image, it sees the left and right side of the flat image separately. Therefore the sides of the
transferred image are not consistent and when wrapping this image back for 360 rendering,
we see a significant “stitch line”. We came up with a straight forward solution to this
problem: copy part of the left side of the flat image and paste to its right side, do the same
for the right side, then transfer the extended image, finally remove the pasted part in the
transferred image.

2 Neural network training

The four images in Figure 1 are used as the style image for each model; for the content
images, we use the COCO 2014 Training dataset, which contains 83,000 images. The training
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Figure 1: Style images

takes 10 hours on a Nvidia K80 GPU and 4 hours on a Nvidia P100 GPU, for 2 passes over
the content images. All models are trained with a content weight of 1e5. The ”rain” and
”candy” style were pretrained with a style weight of around 5e10. We trained the ”day”
model with a style weight of 3e10; for the ”night” style, we trained a model with a style
weight of 3e9 and another with a style weight of 3e10 to see how the style weight affects the
visual experience in the style transferred VR environment.

3 Image processing pipeline

First, we extracted the sequence of frames from the videos (about 25 frames per second)
using ffgpeg. The stereo pairs were then separated into 2 different images. Then, the transfer
style was applied to every image using the trained neural net. The new images were converted
back to 360 stereo videos, and finally spatial metadata information was injected into the
videos using the Spatial Media Metadata Injector. This metadata injection is necessary for
apps like youtube to recognize the spatial content of the videos and be able to render them
accordingly. The final videos were rendered inside an HMD using the youtube app.

Figure 2: Image processing pipeline

4 Results and Analysis

We were able to transform the videos succesfully and to see the transferred video in 3D.
We found that with a content weight of 1e5, a sytle weight in the order of 1e10 leads

to fancy looking videos without much distortion to the content, while a sytle weight in the
order of 1e9 is too small to make a big difference.

We achieve a style-transfer speed of 0.3 to 1 seconds per frame with one Nvidia P100
GPU – this depends largely on the size of the frames. The largest frames size we are working
with is 4096 x 2048.
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We largely reduced the mismatch problem for 360o rendering by using the method in-
troduced in section 2, copy-pasting 1/8 of the image for each side. Figure 3 illustrates the
difference at the stitch between the naive and proposed approach.

Figure 3: Wrap around region with naive approach (left) and propsed approach (right).

Figure 4: Style transfer schema

References

[1] A. Efros and T. K. Leung. Texture synthesis by nonparametric sampling. In Computer
Vision, 1999. The Proceedings of the Seventh IEEE International Conference on, volume
2, pages 1033–1038. IEEE, 1999.

[2] A. A. Efros and W. T. Freeman. Image quilting for texture synthesis and transfer. In Pro-
ceedings of the 28th annual conference on Computer graphics and interactive techniques,
pages 341–346. ACM, 2001.

[3] A. Hertzmann, C. E. Jacobs, N. Oliver, B. Curless, and D. H. Salesin. Image analogies.
In Proceedings of the 28th annual conference on Computer graphics and interactive
techniques, pages 327–340. ACM, 2001.

3



[4] Gatys, L. A., Ecker, A. S., and Bethge, M. (2016, June). Image style transfer using
convolutional neural networks. In Computer Vision and Pattern Recognition (CVPR),
2016 IEEE Conference on (pp. 2414-2423). IEEE.

[5] Johnson, J., Alahi, A., and Fei-Fei, L. (2016, October). Perceptual losses for real-time
style transfer and super-resolution. In European Conference on Computer Vision (pp.
694-711). Springer, Cham.

[6] https://github.com/pytorch/examples/tree/master/fast_neural_style

4


