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Abstract

Commercially available 3D modeling and visualization
software such as Autodesk Maya and Dassault Solidworks
have allowed both artists and engineers to bring their cre-
ative visions to reality. While these tools have grown and
adapted to advances in technology throughout the years,
the means of engaging with them have not. With the goal of
making the means of interaction with virtual objects more
intuitive and accessible, this paper proposes a fast and rel-
atively inexpensive hand-tracking method to be deployed
within such environments using the Leap Motion. In con-
junction with the Unity platform, we created a prototype ex-
emplifying how users could sculpt three-dimensional prim-
itives with only their hands.

1. Introduction
Commercially available 3D modeling software has ex-

isted since the 1990s with software packages such as XSI
SoftImage and Alias PowerAnimator. While limited to peo-
ple within the entertainment industry, they soon became
more widespread as personal computers became more pow-
erful. Traditionally, artists and engineers interact with these
aforementioned tools via a multi-button mouse and key-
board. While the configurable nature of these interfaces
allow users an increased level of control in the design pro-
cess, they are still considered by many as a detached and
obtrusive way of creating objects within a virtual 3D space.
While the technology has advanced as time progressed, the
means of interfacing with them largely has not. Most peo-
ple use their hands as the primary way of interacting with
the world. Currently this tactile method of interaction is lost
when users create digital objects inside of a virtual environ-
ment. Technologies such as the Google Tilt Brush seek to
remedy this issue via gestural tracking and remote control
sensors. This is an improvement for the digital designer,
yet requires becoming adjusted to an assortment of new, ar-
guably more detached interfaces. Consequently, I imple-
mented a prototype which utilizes the Leap Motion (cur-

rently retailing for 80USD) to provide users with an acces-
sible interface to sculpt 3D geometric primitives with their
hands in real-time inside of the popular interactive 3D en-
gine, Unity.

I chose the developer friendly Leap Motion device to
simplify the need for developing my own tracking solution.
Given the limited amount of time I had available, I also lim-
ited myself to deriving my own gestures by tracking various
attributes associated with the user’s hands in space instead
of attempting to match gestures to a pre-existing library
within the Leap Motion’s API. I also did not handle occlu-
sions of the hands. Consequently, an environment where
the hands could not be obstructed was optimal for this pro-
totype.

2. Related Work
Several preceding papers have also worked to simplify

the hand-tracking process prior to the development of de-
vices such as the Leap Motion. While their specific imple-
mentations were not replicated in the prototype, they may
inform a future iteration of it.

Wang and Popovic’s glove method is heavily reliant on a
pre-existing database of hand gestures. By averaging many
samples of the gloved hand and matching it against each
image in the database, their system could deduce which
gesture the hand was currently in ? [Wang 2009]. The
limitations of computer vision required the glove used in
this method to be crafted with an assortment of bright, sat-
urated colors. However, these color patterns allowed the
camera to recognize distinct gestures more frequently than
when tracking a bare-hand alone. If I chose to develop
my own hand-tracking implementation, an exclusively bare-
hand tracking solution may prove to be problematic.

Kurakin and Liu’s bare-hand tracking model relies on a
single depth camera to separate the hand from the rest of
the body, partition its features, and normalize it to a uni-
form scale for tracking ? [Kurakin 2012]. While arguably
less elegant than Wang’s solution, I have greater familiarity
with the processes used in this method: such as having a sin-
gle user be within the depth camera’s field of view, requiring



Figure 1. The Leap Motion device coordinate system.

the user to have their hands in front of their body, and calcu-
lating the distance between pixels to create groups (referred
to in the paper as ’blobs’) and eliminate extraneous pixels
which do not contribute to the model. One advantage to this
method over Wang’s is that this tracking model does not
rely on a pre-existing database, and is instead completely
data driven ? [Shotton 2013]. Subsequently, if my proto-
type focused on precise gesture recognition, this would have
theoretically allowed an infinite number of hand gestures to
be built and recognized over time.

3. Process and Methods
Without prior knowledge of the Leap Motion, I first be-

gan studying the device’s C-Sharp API in preparation for
integrating it with Unity. The Leap Motion is able to track
a user’s arms and hands at 30 frames per second (FPS) via
an embedded stereo IR camera that has a field of view of
up to 150 degrees (extending from the device’s origin on
the positive y-axis). While suitable for the needs of the pro-
totype, the Leap Motion’s inability to handle occlusions of
the hand and compromised functionality in low light envi-
ronments does not make it a viable choice for commercial
or more advanced demonstrations.

The Leap Motion API stores all of its tracking data inter-
nally as Frames, an object containing various attributes for
a user’s Arms, Hands, Fingers, Bones and Joints in a single
given frame.

With access to these Frame objects, I was able to extract
essential attributes from them such as:

• Palm Distance: The distance between a hand and the
device origin in millimeters (the device’s origin is the
vector (0, 0, 0) ).

• Pinch Distance: The distance between a user’s index
finger and their thumb.

• Arm Distance: The orientation of the user’s arm.

• Grab Angle: The angle formed by a user’s palm palm
(0 degrees if flat, 360 degrees if curled into a fist)

Figure 2. Leap Motion IR camera view

To later be imported into Unity. To assist in the track-
ing of these attributes, the Leap Motion attempts to fit the
user’s hands to an internal hand model - a method proven
to contribute to more accurate and robust tracking ? [Taylor
2016].

4. Unity
Integration with the Unity Engine is made seamless with

the Leap Motion Core Module - a Unity Package that en-
ables the Leap Motion device to be programmed for use
within the engine. The package contains a ’LeapController’
prefab that performs all functions necessary to begin track-
ing and render a pair of virtual hands on the screen.

The Unity Engine allows users to access 3D meshes via a
script during runtime. This gave me the ability to access the
vertices of the mesh in preparation for modifying them via
the tracked hands. (See ’Discussion and Further Research’)
Unfortunately, Unity poses several limitations to its mesh
class which are not found in the 3D modeling and visual-
ization software mentioned in the introduction. Namely:
Unity is unable to export the changes made to a mesh dur-
ing runtime, and can not natively perform operations such
as subdivision or extrusions. The newest 2018 version of
Unity integrates the ProBuilder module into its editor in-
terface by default, allowing users to create and edit meshes
within Unity’s editor with the same level of functionality as
full fledged 3D modeling programs. Unfortunately, at the
time of writing the API to this module can not be accessed,
rendering the benefits of this module inaccessible for this
prototype.

5. Discussion and Further Research
With the tracking element of the prototype handled, I

devised a set of gestures based partly on the semantics of
various recognizable symbols and the mimicry of real-life
gestures to alter the model and the camera’s parameters.

As seen in Figures 3 through 6, if the user placed their



Figure 3. The ’Halt’ gesture

Figure 4. The ’Pinch’ gesture

Figure 5. The ’Fist’ Gesture

hands in the form of a ”‘Halt”’ or ”‘Stop”’ formation, this
would cause the model to return to its original rotation (de-
fined in Unity as the Quaternion Identity, ie: No rotation). If
the user placed their hands in a fist, it would stop the model
from rotating and so forth. To modify vertices, I initially

Figure 6. The ’Rotate’ Gesture

wanted users to mimic the motion of pinching the edges
of an object, such as a piece of fabric or clothing, in order
to push them further away or pull them further towards the
camera. It was chosen late in the prototype’s development
to maintain the ’pinch gesture’, but change the functionality
of the pinch to sculpt a group of vertices instead when the
‘push and pull’ functionality could not be designed within
the project’s allotted timeframe.

For rotating the model, a simple ’rotation gesture’ requir-
ing the user to hold out their palm to either the left, right, top
or bottom of the screen was employed to rotate the model
along its corresponding x-axis or y-axis through the use of
deadzones and active zones

The deadzone is comprised of a pair of customizable
values, one for each axis, representing how much distance
(in normalized screen coordinates) the hand would need to
move away from the Leap Motion device in any direction
for any actions on the model or camera to be recognized.
For instance, a deadzone of -2 and 2 along the x-axis would
require the user to move their hand more than 2 millimeters
either to the right or to the left of the Leap Motion device
for the rotation gesture to be recognized. Active zones were
any portion of the screen (not exceeding the resolution of
the window running the prototype) beyond the deadzone
in which actions could be registered. These zones were
needed to prevent unintended changes to either the model
or the camera when the user’s hands were outside the range
of their display. There were no conversions from millime-
ters to pixels during this stage of development as the edges
of the screen could easily be estimated via the virtual hands
rendered in Unity.

Instead of opting to scale the model, the camera’s field
of view was altered via a separate ’zoom gesture’ to zoom
the model closer to and further away from the user. For this
action, the gesture mimicked pushing the model further into
the scene, and pulling it closer toward the user. Similarly to
the rotation gesture, this zoom gesture contained a set of



Figure 7. The Unity viewport

Figure 8. The ’Zoom’ gesture - When the arm is fully raised, its
y-value is 1, or 90 degrees on the unit circle. As the arm is lowered
flat, its y-value deceases toward 0.

deadzones and active zones for only the y-axis.
Using the aforementioned ’pinch gesture’ creates a vec-

tor between the fingers and the normal of the vertex it is

Figure 9. Model deformation

pointing to (in screen space after normalizing the Leap Mo-
tion’s coordinates) using Unity’s Raycast system, then ap-
plies a force along this vector to all of the vertices in this
range.

While it became clear during user test cases that this
mesh deformation demonstrates a rough implementation of
digital sculpting, it lacks the proper visual feedback to in-



dicate to the user exactly where their fingers are respective
to the model. Additionally, inaccurate normalization across
the x-axis causes a misalignment between the hands’ rep-
resentation on the screen and the location of the model’s
vertices in screen space.

Another issue which arose during user testing was the
encounter of conflicting gestures. For instance, it was com-
mon for a user to zoom the model in and out when it was
instead their intention to sculpt the model due to the lat-
ter gesture requiring the user to naturally move their arms
when pinching. To help rectify this issue, I created a set
of boolean variables which essentially dictated that while
one action is occurring (ie: zooming) no others would be
registered. Unfortunately, this did not resolve the issue.

Beyond the prototype, I seek to improve the project in
several iterations beyond the scope of this class. Some
immediate improvements would be allowing the user to
choose from a selection of 3D primitives such as a cube,
sphere, cylinder and torus, and to give them the ability to
import their own meshes in .FBX or .OBJ format. It would
be useful to allow the user to undo edits made to the mesh
over time, or to reset the positions of all of its vertices at
once. On a less technical level, I should study the rela-
tionship between how people interact with objects in the
real-world, and how those interactions translate to objects
rendered in VR or stereoscopic 3D.

As the basis for a larger project, I foresee this tech-
nology being especially helpful on the consumer level for
artists with limited mobility (ie: Those who have suffered
amputations or are unable to use some or all of their fin-
gers). Coupled with augmented reality and haptic feedback
to simulate the sensations of touching a physical object, this
technology could push digital creation into a new era - one
which directly emulates the ways in which people tradition-
ally sculpt or construct objects. Within industrial settings,
manufacturing robots could be controlled via an engineer
to perform complex drilling and milling operations as if the
robots were an extension of their own hands.
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